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Executive summary 
 

This document presents the first results of Work Package 3 of the MCN project. It includes details on the 
foundations for a Mobile Cloud Framework. It forms the basis on which the overall project can realize the 
topics described in the Description of Work: to provide “[…] Mobile Network + Decentralised Computing + 
Smart Storage as One Service = On-Demand, Elastic and Pay-As-You-Go.”. 

The title “Infrastructure Management Foundations – Specifications & Design for Mobile Cloud framework” 
of this document already hints at the key components to this foundation. This document will present the 
specifications of the foundations, which will later be deployed and used by the other work packages in the 
project. This includes that during the first months of the project, all partners helped by creating State-of-the-
Art & Gap analyses based on requirements and architectures of new components. All this work leads to the 
specifications presented within this document, and in doing so represents the work of the first months. 

The foundations for the Mobile Cloud start with the specifications of the Networking part. As the project is 
very much networking-orientated this will also be the entry point into the document. Based on the networking 
specification, the next topic addressed is performance. The enhancement of performance is key, so that 
Services, as described in work package 4 and 5, can run under a certain level of QoS. To be able to observe 
those QoS levels a specification of a Common Monitoring System is presented next. The CloudController will 
enable the overall orchestration of services, and in doing so build upon the networking, performance 
enhancements and transparency/monitoring capabilities described in this document. 

To verify the architecture of these foundational parts, the RAN-as-a-Service is described in the final parts of 
this document. As a crucial part, the RAN-as-a-Service will show that using this foundation it is possible to 
get insight into the foundation for the MobileCloud using for example the earlier described monitoring 
system. The ability to bind existing and new technologies through the CloudController and offer them to 
Services will lead to a platform for the MobileCloud. 

Therefore the main contributions can be summarized as: 

 Delivering enhanced networking foundations to support the MCN Services. 

 Establish methodologies for performance testing which lead to optimisations which later can be 
considered for Service deployment, provisioning and operation. 

 Design of a Monitoring System for the overall platform and the Services running upon. 

 Design of the CloudController which is the main entity which enables the end-to-end lifecycle 
management of Services. 

 Specification of an architecture to allow Radio Access Network (RAN) to be provided elastically and 
on-demand to enterprise end users. 

 Specification of a set of support services for Load-Balancing, Domain Name Systems, Analytics and 
Database storage. 

Overall a number of support and MCN Services are specified in this deliverable and will be offered out as-a-
Service: Load-Balancing-, DNS-, Monitoring-, Analytics-, Database- and RAN-as-a-Service. Specifications 
for networking aspects, performance enhancement and the CloudController will link it all together, leading to 
the enablement of the scenarios described in D2.1. 
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1 Introduction 
This deliverable will present the outcomes of the work carried out in work package 3 (WP3) entitled 
“MobileCloud Infrastructural Foundations” of the MCN project. It shows the work achieved in the first eight 
months of the work packages overall runtime. The work package started in month 4 and the work described in 
this deliverable is captured up to M11. M12 was used to internally review the deliverables according to the 
processes in place for the project. 

First outcomes and highlights from each of the tasks are described in the overall conclusions of the document. 
The specifications presented in this deliverable will build upon the work presented in Deliverable D2.1 (D2.1 
2013) and the overall architecture described in Deliverable D2.2 (D2.2 2013). Moreover the work done in 
deliverables D4.1 (D4.1 2013), D5.1 (D5.1 2013) and D7.2.1 (D7.2.1 2013) influenced the achievements 
presented within this document. It is recommended that the readers of this document familiarize themselves 
first with the Terminology and Overall Architecture described in Deliverable D2.2 (D2.2 2013). 

The MCN architectural entities are represented in Figure 1, being highlighted the ones described in the current 
deliverable. Into brackets are identified the deliverables where the remaining entities are described. 

 
Figure 1 MCN entities, highlighting the ones presented in the current deliverable. 

1.1 How to read this document 
This document will present the foundations of a future MobileCloud. It is structured in a way that it guides the 
reader through the individual components, from network, via performance optimization, monitoring into the 
orchestration and finally to a Service using all these parts. In doing so, it will roughly follow the tasks present 
in this work package: 
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 Task3.1 “OpenFlow Extensions to OpenStack” will represent the Software-Defined Networking part. 

 Task3.2 “Real-time Performance of Infrastructure Resource Management Frameworks” will present 
topics related to performance. 

 Task3.3 “Common Monitoring Management System” will introduce for example the Monitoring-as-a-
Service (MaaS). 

 Task3.4 “Cloud Controller, Algorithms, and Mechanisms for Virtual Infrastructures” will introduce 
the Cloud Controller’s architecture. 

 Task3.5 “Wireless Cloud” will introduce the RAN-as-a-Service. 

With this approach, all work carried out in this work package is covered. Each ‘task’ section will describe the 
problems it intends to solve, the objectives & requirements in relation to the Description of Work (DoW 
2012), and finally the specifications which leads to conclusions and future work. State-of-the-Art work is 
presented in the Appendices for each of the sections. Where applicable, deployment examples will show first 
prototypes implemented within the Task. 

Following the ‘task’ level sections, the Services of category support are listed, so that other work packages 
can easily reference them. The services described within those sections mainly build on existing technology. 
In comparison to that, the MaaS described in the section of Task 3.3, is a newly developed service.  

All descriptions of Services try to follow the structure of 3GPP service descriptions, where applicable. The 
level of detail might vary, as this deliverable tries to give a consistent and sufficient, yet crisp presentation of 
each Service at an appropriate length. 

All Architectural Artefacts are documented in FMC Diagrams. FMC stands for Fundamental Modelling 
Concept (FMC 2013), and provides a lightweight way of documenting the specifications presented in this 
deliverable. Sequences of message flows are documented using UML (UML 2013) sequence diagrams. 

1.2 Relationships between tasks 
Tasks and work packages are highly integrated within the MCN project. The executive summary has already 
shown how the work from the tasks in WP3 build upon each other. A more detailed view of task 
interdependence, as of M11, is shown in Table 1. It shows the kind of relationships between the tasks. For 
example Task 3.1 provides its features on Software Defined Networking towards Task 3.5. 

Table 1 Task relationships 

 Task 3.1 Task 3.2 Task 3.3 Task 3.4 Task 3.5 

Task 3.1  Networking 
enhancements 

Monitorable 
network 

Network 
connectivity 

SDN 
capabilities 

Task 3.2 
Networking 

enhancements 
 

Performance 
measurements 

Performance 
enhancements 

Performance 
enhancements 

Task 3.3 
Monitoring 
capabilities 

Performance 
measurements 

 
Monitoring of 

the CC & 
Services 

Monitoring 
capabilities 

Task 3.4 CloudController uses the features exposed  E2E 
Orchestration 
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Task 3.5 RANaaS consumes the features exposed  

 

As mentioned earlier, each task in this document will detail their relationships in their respective sections. 

In addition to task relationships within WP3, the relationships to other work packages and associated tasks are 
identified: 

 WP2 – The specifications of all entities in this deliverable have been synchronized and driven by the 
overall architectural work done in Task 2.3, while the business perspective on the work presented is 
done in Task 2.2.  

 WP4 & WP5 – Task 3.1, 3.2 and 3.3 have been in particularly close contact with these work 
packages. Questionnaires to gather detailed and specific requirements have been used as an 
instrument for interaction. Task 3.4 has been driving the overall architecture, and therefore in close 
contact with the Services using the CloudController. Task 3.5 is developing one of the Services using 
the foundations described here, and therefore is used to validate the architectural decisions. Task 3.5 
is in tight relation with WP4, where together they are building the access and core mobile network 
architecture. 

 WP6 – Implementations of the entities described within this document will be deployed on the test 
beds to finally enable the scenarios described in past deliverables.  

 WP7 – Some work carried out in this work package depends on standardization activities. They can 
be influenced by implementations realized in the next project phase. For now the standards used in 
this deliverable are listed and observed through work package 7. Next to this, technical outcomes 
were disseminated through the social media channels. It is also noted here that several people from 
this WP are contributing to the efforts of Standards Developing Organizations (SDOs). 
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2 Networking Foundations 
The following sections describe the contributions from task 3.1, entitled “OpenFlow Extensions to 
OpenStack”. 

2.1 Introduction 
Due to the widespread usage of virtualization technologies with a promise to lower the operations costs, an 
unprecedented number of services are being shifted to cloud. For deploying services on a global scale, the 
cloud service provider (CSP) may offer resources across the globe for serving geographically distributed 
customers. Fundamentally, the resources are composed of virtual machines (VMs), storage and networking 
that in turn are residing in data centres (DCs) owned by the CSPs. With reference to virtual networking, 
Software Defined Networking (SDN) is the emerging technology that aims at separating the network 
switching functions (which need to process a huge number of packets with minimal delay) from the more 
information intensive functions (which operate the overall networking rules) (also see appendix A.1.1). The 
OpenFlow (McKeown et al. 2008) protocol is the primary candidate, among others, to become the standard 
for SDN architectures for MCN to exploit, and will possibly propose the extensions needed to support the 
architecture and the objectives. The Follow-Me-Cloud concept, allows for the seamless movement of VMs 
across data centres with the constraint that the on-going sessions are not broken due to such a re-arrangement. 

2.1.1 Problem description  
A MCN Service is usually composed of atomic services (e.g. compute, storage and networking resources) 
and/or support service. Their composition, correlation and interdependencies can be represented through a 
Service Template Graph  (STG) and, in terms of resources, can be translated into an Infrastructure Template 
Graph (ITG) that describes the required support and atomic services through the a set of nodes and how they 
need to be connected through the graph edges. It has to be noted that, depending on the location of the end-
points, each edge can be equivalent to a network connection within a single data centre or a network 
connection between two data centres. The properties of each edge specify the Quality of Service (QoS) 
requirements of the network connections, e.g. bandwidth, maximum delay and jitter, level of protection, etc. 
The CloudController (CC) then has to set up the specified networking virtual resources which are either 
provided by CSPs or by some third party Network Connectivity Provider (NCP). Figure 2 depicts the 
relationship of the CC with the CSPs and the NCP with reference to the provided resources while a thorough 
discussion on the Networking architecture as approached by MCN is provided in section 2.2.  

Mainly, three types of communication need to be taken care of (Figure 2): 

1.  First of all, it has to be considered that one MCN Service instance (SI) does not necessarily map to a 
single Service Instance Component (SIC), but might be implemented using a number of them and also 
involve the usage of supporting services. This aspect highlights that the involved networking interfaces do 
include, but are not limited to, the ones specified in mobile network standards. These communication 
means are to be instantiated and run by the CSP. 

2.  Among the MCN objectives, there is the independence of the MCN SPs from the CSPs, implying that the 
components of a specific SI might run on clouds administered by different providers. This means that a 
further inter-DC network service is required to interconnect the SICs located on two different DCs. A 
detailed discussion of these issues is reported in section 2.2.4. 
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3.  Moreover, not all “telecommunication functions” can be effectively implemented by virtual resources 
running in a cloud. Some hardware resources are needed in order to meet performance requirements. 
These hardware nodes also need to be connected to the MCN virtualized nodes. A similar requirement can 
be also recognized by considering that MCN nodes will eventually need to be connected to the non-MCN 
nodes of a bordering network, both on the data plane and on the control plane. 

Other communications that are controlled by the MCN Services are at the moment neglected by the MCN 
infrastructure. An example of these is the data plane communications that might, or might not, transit through 
some MCN Services. Nevertheless, it is not excluded that the need might eventually arise in future to 
reconsider those within the MCN networking issues. 

 
Figure 2 MCN networking aspects 

It is worth mentioning that while type “1” and type “3” communications are already (partially) supported by 
OpenStack Neutron (see section A.5.4) and as CSPs might be adopting different technologies to provide 
support for MCN Services, an open interface has to be defined, and the chosen approach, that is based on the 
OCCI interface augmented with proper networking extensions, is detailed in section 2.4.1. 

The Follow-Me-Cloud concept (see section 2.3) derives from the observation that the geographical location of 
the virtual resources is relevant with respect to the services and in particular:  

 the Quality of Experience (QoE) can be increased by optimizing the traffic path between the user location 
and the VMs hosted in the remote data centre; 

 under certain scenarios like user mobility, overloaded data centres, congestion, disaster recovery, content 
caches etc. the data centre initially assigned for user traffic might become less optimal than others during 
run-time; 

 the micro data centres concept, aiming e.g. at caching the popularly accessed content close to the users, 
has to be adapted also to be accessed by mobile terminals and thus it has to be moved to follow the users’ 
movement without disrupting the service continuity. 
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2.1.2 Objectives  
This chapter focuses on the Networking components needed to support the overall MCN objectives. The 
planned scope was initially twofold, the first part concentrating on how the SDN concepts might be exploited 
and even expanded to meet the MCN objectives and the second part is concerning solutions with the Follow-
Me-Cloud concept (DoW 2012 p. 52).  

This chapter provides a thorough discussion on how the MCN networking issues fit into the chosen 
OpenStack technology, where the SDN concepts and the OpenFlow protocol comes into help and what will 
likely be the generic supportable networking models. At the time of writing this document the networking 
details of MCN Services are mostly still being defined, therefore, there is no need for the definition of a new 
Neutron (former known as Quantum). For supporting networking, already a number of plugins have been 
contributed to OpenStack by various vendors even outside the MCN consortium. Nevertheless, the need for 
extensions to OpenStack, including currently available plugins, has been identified for supporting the 
networking for MCN services. 

Moreover, an extension to what was initially planned in the DoW has been developed to cope with the need 
for an interaction model with a Network Connectivity Provider (NCP), and some possible solution models are 
herein presented. 

The planned definition of the Follow-Me-Cloud concepts as well as the design with OpenFlow support are 
then detailed and discussed within this task. 

2.1.3 Requirements  
Generic requirements for the MCN Networking have been identified and listed in section 6.2 of (D2.1 2013). 
Those requirements are aim at allowing: 

 the deployment of MCN Services on a virtual infrastructure, and though allowing connectivity between 
the virtual computing resources implementing SICs (Req-A.025-027, Req-A.044, Req-A.047, Req-A.051, 
Req-B.009, Req-B.012-013, Req-B.021-022); these computing resources might be provided by a single 
CSP either located in a single or in multiple DCs or even by multiple CSPs (Req-A.014); the MCN 
networking should empower connectivity in all these cases, also taking into account the possible 
involvement of NCP (Req-A.016); 

 the interconnection of MCN service instances with other domains, like other MCN service instances 
(service chaining) or other Service Providers or e.g. non-virtualized nodes (Req-A.016); 

 the scalability of the MCN service instance, in holistic terms, meaning both increasing (or reducing) of the 
computing power of the networking resources and of any other resource in order to achieve some target 
performance (Req-A.025-027, Req-A.043, Req-A.046); 

 the run-time mobility of virtual computing resources between different geographical locations in order to 
allow for specific mobility concepts like the Follow-Me-Cloud (Req-A.015, Req-A.045). 

The Follow-Me-Cloud concept requires that other specific functionality should be incorporated in the cloud 
infrastructure/management layer, and in particular:  

 VM movement (live/cold, with or without storage) across two involved data centre instances that are 
either operated within a single or different CSP domains (it is outside the scope of Task 3.1 to develop it);  
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 user plane traffic controlled by the OpenFlow controller entities within a cloud service provider domain to 
allow for layer2/3 (or higher) information exchange between the two controller entities for preserving the 
on-going sessions upon doing a resource migration;  

 to lower operational costs, the necessary functionality should be automated and should be 
programmatically accessible to the orchestrator entity coordinating the resource changes across the 
federated cloud scenarios.  

2.2 Network-as-a-Service 
From a network connectivity service perspective there are two distinct service providers in MCN, the CSP and 
the NCP (D2.1 2013). The former provides virtual infrastructure services that are composed by computing, 
storage and network virtual resources. The latter, the NCP, provides pure network services like point-to-point, 
Virtual Private Network (layer 2 or layer 3), or Internet access. The relation between these two stakeholders 
and the remaining MCN stakeholders can be seen in Figure 4-1 in (D2.1 2013). The CSP provides services to 
the Application Services Provider (ASP), Support System Provider (SSP), Mobile Core Network Provider 
(MCNP), Radio Access Network Provider (RANP) and finally to the End User. On the other hand, the NCP 
may provide services to any MCN stakeholder. 

This section provides a description of the CSP and NCP as providers of networking connectivity services, to 
which we refer to as Network-as-a-Service (NaaS) providers, and how they fit into the overall MCN project. 
The remainder of this section is organized as follows. First, in section 2.2.1 some general concepts are 
provided. Then, section 2.2.2 presents the architecture of both providers, while their relation with the CC is 
described in section 2.2.3. Finally, section 2.2.4 provides some internals regarding the Inter CSP approach. 

2.2.1 General Concepts 
MCN considers the CSP network to be OpenFlow based. In other words, a network based on OpenFlow 
Switches (OFSs) that interconnects multiple servers which are also OpenFlow enabled (e.g. via 
OpenVSwitch). The CSP network also connects to external domains, i.e. to the Internet and other possible 
dedicated connections such inter-DC connections. There is also the case, namely in micro-DCs, of dedicated 
connections/links between the DC premises and RAN antennas. Figure 3 illustrates, from a high-level 
perspective, the network setup of the CSP.  

 
Figure 3 Cloud Service Provider – High-level network setup 

With respect to the NCP, this is seen as a provider of dedicated connectivity services. These services can be 
for example: between two or more DCs; between DCs and non MCN-nodes - e.g. an enterprise end-user site 
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that hosts a legacy EPC component. As already stated in D2.1 (D2.1 2013), the NCP stakeholder allows for 
splitting up into more fine-grained stakeholder roles (e.g. one NCP per Telco provider) however, considering 
that this is not the focus of the project, we only assume one NCP for our purposes. Unlike the CSP, no specific 
network technology is considered for the NCP. It is considered that the NCP provides suitable interfaces to be 
used to request the creation and/or manipulation of these dedicated connectivity services. The internal control 
and management tools implemented within the core transport network will transparently enforce such services 
by configuring the specific devices. The implementation of these services can be done in line with current 
standardization bodies, such as the Metro Ethernet Forum (MEF). Details on the work being carried out by the 
MEF can be found in Appendix A.1.4.  

Figure 4 provides an overview of the MCN networking scope, within the CSP, the NCP and the enterprise 
end-user are shown. Although MCN has its own particular networking specificities towards this type of 
scenarios that make it a unique research activity, other projects have looked at similar subjects and have 
worked on concepts that can serve as a basis for MCN. The SAIL and GEYSERS Project are two examples, 
and relevant details to MCN on both projects can be found in Appendix (A.1.2, A.1.3). 

 
Figure 4 Network scope overview 

Additionally, the NCP can provide other types of services such as flow management/optimization related 
services. This latter type of service could be provided in cases where the NCP network is OpenFlow enabled 
(whether fully or partially). The service would allow a customer (e.g. EPCaaS SP) to manage flows that 
involve a set of IPs that are under the administration of the customer. Deliverable D4.1 (D4.1 2013)  details a 
possible Distributed Mobility Management (DMM) solution and its integration into a virtualized EPC that 
would rely on such a service provided by the NCP. The possible study of such a NCP service will be 
evaluated during the next year. 

The provisioning of connectivity between data centres and RAN (i.e. to interconnect the RRHs to the micro-
data centres) brings strong requirements in terms of QoS, especially for what concerns the bandwidth and the 
delay constraints. In order to offer intra-data-centre networks able to meet these specific requirements, the 
CSP needs to adopt external and specialized routing algorithms beyond the ones natively implemented by the 
SDN controller. These algorithms will be designed to apply dedicated objective functions and metrics related 
to the given QoS constraints and will run on the topology describing the capabilities of the data centre 
network, in terms of switching technologies and TE characteristics. Better performance in terms of bandwidth 
and delay may be obtained adopting optical switches within the data centre network (still OpenFlow based). It 
should be noted that, in order to support the description and configuration of optical resources, specific 
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optical-oriented OpenFlow protocol extensions must be adopted on the southbound interface of the SDN 
controller managing the data centre network. The support of optical ports has been introduced since the 1.4.0 
version of OpenFlow (currently under ratification), while standardization activities about further OpenFlow 
extensions for optical transport networks are still in progress within the Optical Transport working group of 
the Open Networking Foundation (ONF). The interconnection between the RRH and micro-data-centres 
supporting CPRI protocol would assumed to be static. However, once the RRH traffic is entered in the micro 
data centre, the SDN control application needs to update the associations with the BBU entities residing in the 
VMs in the micro-data-centre. Task 3.5 would investigate the dynamic associations between the RRH and 
BBU pools based on certain radio QoS constraints. However, task 3.1 would investigate the networking 
aspects for supporting such dynamicity covered by task 3.5 during the next project phase. 

2.2.2 Architecture 
The CSP’s network architecture is composed by six main components and is depicted in Figure 5. 

 
Figure 5 Cloud Service Provider - Network architecture 

The functional elements of this architecture are: 

 Frontend – component that exposes network connectivity services to external entities and allows the 
provisioning and management of those services. This component is the entry point to the Network 
Management System. It is important to note that the way services are expressed is closely related to the 
Infrastructure Template Graph (ITG) definition. 

 Network Management System – framework that ensures the life-cycle of all network connectivity 
services within the CSP’s domain. The Network Management System is part of the CSP’s Cloud 
Management System, system responsible for managing the entire CSP structure, in order to allow a 
consistent configuration and re-configuration of the entire CSP environment. 
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 OpenFlow Control Adaptor – component responsible for the translation between technology 
independent commands sent from the Network Management System and the technology dependent 
commands expected at the north bound interface of the OpenFlow Controller (OFC). 

 OpenFlow Controller – component able to modify the behavior of the networking resources via the 
OpenFlow protocol. The control of the CSP’s network relies on this element and is independent of 
specific network topology. 

 OpenFlow Enabled Resources – a set of resources that support the OpenFlow protocol. These resources 
can be: OpenFlow switches (whether hardware or software). 

 
Figure 6 Network Connectivity Provider – Network architecture 

The NCP architecture, depicted in Figure 6, is mainly composed by four components: 

 Frontend - component that exposes network connectivity services to external entities and allows the 
provisioning and management of those services. This component is the entry point to the Management 
System. Also in this case the expose and definition of services is related to the ITG definition. 

 Management System – similar do the Cloud Management System, it is the system responsible for 
managing the entire NCP structure, allowing a consistent configuration and re-configuration of its entire 
environment. 

 Resource Controller – component able to modify the behavior of the networking resources 
independently of specific network topologies. Unlike the CSP, the NCP does not rely on any specific 
network technology. 

 Resources – network resources, e.g.: routers, switches. No specific technology is considered in the NCP. 

2.2.2.1 Components  
This section presents a preliminary overview of possible matches between the CSP’s network architecture 
components and existing solutions in terms of software tools and interfaces. This initial overview will feed the 
future software design activities (planned for the second year of the project) that will take the final decisions 
about software baselines and foundations. 
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Table 2 Network architecture components: candidate technologies 

Architecture component Candidate software tool 
or interface 

Notes 

Network Frontend Neutron API The APIs exposed by Neutron to provide 
networking services between devices 
managed by OpenStack compute service. The 
current version is v2.0 and allows managing 
three main types of entities (network, subnet, 
port) through the common CRUD operations. 

OCCI The network part of the OCCI specification 
delivered by OGF can be used to request 
networking resources through a REST 
interface. 

OCNI A cloud networking extension to OCCI 
developed under the European project SAIL 
(SAIL 2013). 

Network Management System Neutron Neutron is the OpenStack component 
dedicated to the Networking-as-a-Service. It 
is considered as the reference choice for 
MCN software development and extensions. 

OpenFlow Control Adaptor OpenStack Neutron Plugin 
API and OpenFlow Plugin 

The OpenFlow plugin must be chosen 
according to the specific OFC to be adopted. 
Plugins for Floodlight, Ryu and Trema OFCs 
are currently available. 

OpenFlow Controller Trema A detailed description of these controllers is 
available in appendix A.4. The selection of 
the reference controller will take into account 
multiple criteria, like the supported 
OpenFlow version, the maturity of the code, 
and the possibility to easily implement the 
required extensions and functionalities. 

Floodlight 

Ryu 

2.2.3 Relation to CloudController 
The CC relates all services, including networking services supported by the CC in a graph like structure (see 
chapter 6). A node in this graph structure maps to a SIC. Edges in the graph itself are also provided by 
services and for the most part the service is the networking service that is developed in task 3.1. From the 
perspective of task 3.1 and the CC, the requirements supplied to the CC are abstract with how they are 
executed and managed from the networking service implementation. From the abstract and logical perspective 
the following simple graph example shows how two atomic compute services are related and how the 
networking parameters are supplied. 

 
Figure 7 Simple Service Template Graph  

In the diagram of Figure 7 the atomic compute service nodes are assigned properties that are related to what 
its compute capacity should be, what the operating system should be running and where that compute service 
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should be placed geographically. The edge representing the atomic network service has properties such as 
latency and response time. The CC on receiving this information will then understand for example that: 

1. A VM should be created in the region of London with the other additional properties (Cores, RAM, 
Location) 

2. A VM should be created in the region of Dublin with the other additional properties (Cores, RAM, 
Location) 

3. Both VMs should be connected to each other over a virtual network that spans the London and Dublin 
data centres. This virtual network needs to be created with the specified latency property. 

These requirements will be received by the CC and will trigger the decisions needed to be made by it and how 
it needs to setup the atomic networking services, whether they are internal to a single CSP or if they are 
between two CSPs.  

In the case that the networking is purely internal to a single CSP (i.e. the VMs share the same geographical 
location) the virtual network is easily setup using technologies like Ryu, Trema, etc. (See appendix A.4). In 
the case that the networking spans between two geographical locations and so therefore separate infrastructure 
management and/or service providers, an additional step of inter-service provider path establishment needs to 
be carried out. How this creation of the “bridging” network can be realized is detailed in the following section. 

2.2.4  Inter Cloud Service Provider approach 
Networking in the MCN architecture supports several scenarios, with connectivity services established 
between VMs located in the same data centre, or between VMs distributed in different data centres. As shown 
in Figure 8, assuming a DC internal network based on OFS, the connectivity between two VMs hosted in two 
different servers within a single data centre can be simply established through the enforcement of policies 
(e.g. the configuration of routes) on a given group of OFS. This configuration is usually performed by a 
centralized OFC that sends commands to the network devices through the OpenFlow protocol. The OFC 
exposes on the north-bound side an operational interface to allow the CC to manipulate the desired 
connectivity resources. 

 
Figure 8 Connectivity between VMs hosted on the same data centre 

On the other hand, as shown in Figure 9, the connectivity between VMs hosted on different data centres 
requires the configuration of network resources in three different segments: the internal network of the two 
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data centres, including the gateway router at the edge of them, and the legacy transport network in the middle. 
As in the previous case, the configuration of the intra-DC network is enforced by the two local OFCs, under 
the supervision of the CC. On the other hand, the management of the inter-DC connectivity is not directly 
handled by the CSPs and an interaction between the CC and the third party systems responsible for the 
management of the legacy transport network is required (the NCP). 

 

 
Figure 9 Connectivity between VMs hosted on two different data centres 

The inter-DC connectivity is usually provided by one or more network operators and requires the preliminary 
establishment of suitable SLAs (also see Deliverable D5.1 (D5.1 2013)) between the different actors involved 
in the scenario, i.e. CSPs and NCP. It should be noted that the network topology managed at the upper level 
components (i.e. SO and CC) is abstracted through the set of parameters defined in the properties of the 
STG/ITG edges (representing the network services) and it is fully independent on the specific technologies 
actually deployed on the legacy network. The NCP will provide suitable interfaces to be used to request the 
creation and/or manipulation of the inter-DC connections, while the internal control and management tools 
implemented within the core transport network will transparently enforce such services configuring the 
specific devices. Moreover, the level of granularity managed at the inter-DC level is typically coarser than the 
per-tenant network service instance granularity managed at the intra-DC level (Figure 10), with multiple 
connections between distributed VMs aggregated in single tunnels of larger size on the inter-DC segment.  

 
Figure 10 Aggregation of multiple cloud oriented network services in an inter-DC tunnel 

The inter-DC tunnels are flexible entities that can be managed through common create-update-delete 
operations like any other resource. However, the actual mechanisms to be adopted to manage their lifecycle 
depend on the agreements between cloud providers and network operators, as well as the strategies for 
resource utilization within each domain. A possible approach can be based on the sporadic setup and tear-
down of inter-DC tunnels that will be scaled up and down according to the actual requirements of the cloud 
services. The frequency and size of tunnel modifications can be regulated through policies. In general, 
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frequent upgrades with limited steps allows to keep the dimension of the inter-DC connectivity more aligned 
to the real-time requirements of the cloud service instances in place with a better utilization of the network 
resources, but requires more complex interactions and could be unsuitable for highly dynamic scenarios. 

The details of the workflows and procedures adopted in MCN to provide and manage inter-DC connectivity in 
scenarios involving multiple CSPs are analyzed in Appendix A.4. 

2.3 Follow-Me-Cloud for session continuity 
For deploying services on a global scale, the CSP may offer resources (VMs, storage, and networking) across 
the globe for serving geographical distributed customers. Naturally, most of the traffic should be served by the 
nearby location in a DC. However, such an initial allocation might not be optimal over the life-cycle of a 
particular service due to internal as well as external factors such as user mobility, DC load situations, 
dependency on other services (e.g. content caches). The Follow-Me-Cloud technology offers seamless virtual 
resource movement (e.g. VM) across service provider domains while also preserving the ongoing sessions. 
Hence, the technology could be used for optimizing both resource management and end user QoE by a 
management system in a cloud environment. Given the programmatic access of the technology through API’s, 
MCN Services may also use the technology through the SO entity in a cloud deployment. 

2.3.1 Required components 
For simplicity we consider the scenario of optimizing a user QoE and identify the following functions for the 
Follow-Me-Cloud concept: 

 detection of user movements, 

 selection of optimal service location, and  

 Service migration.  

It is important to note that the functions themselves are independent of any underlying technology, however, 
from a task 3.1 perspective in general OpenFlow protocol is assumed. Please refer to (Tarik Taleb and Faisal 
Mir 2013) for a detailed description. However, a brief description is outlined here for the key components: 
Movement Detection, Location Selection and Service or VM migration. 

Most technologies have some inherent means of detecting changes of location by observing the change in 
network attachment point. However, such change can be detected either directly or indirectly. For MCN, a 
direct observation could be to look at the network attachment point of the resource that is hosted in a CSP 
domain. However, indirect movement detection can be done by looking at the Layer 3 identifier used by the 
user equipment (UE), since such identifiers are generally attributed as location dependent. A change of this 
identifier commonly signifies a change in location. 

The location selection is a key function that operates over the life-cycle of a Service and selects a new location 
for the identified resources. The location selection details depend on a specific algorithm (e.g. cost function) 
and are outside the scope of the work that is carried in task 3.1. However, from the networking perspective it 
is assumed that such changes will eventually be made available through a new configuration of service 
instance (graph) and the new mappings will require certain updates on the network configurations. This 
should also preserve any constraints on the links that is required on the new location.  

In an IaaS environment it is assumed that services are provided by virtual resources. For the remaining 
sections we will assume that these are realized using VMs). For simplicity, we assume that either the VM 
itself is moved from one location to another one or the traffic of the VM is redirected to another location 
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where another VM is provisioned for handling the incoming traffic. If the VM needs to be moved then it is 
assumed that the CSP supports the necessary functionality for moving the required VM images in live/cold 
mode with or without storage support. Eventually, the traffic needs to be re-directed in all case. However, 
given the VM migration is supported by the CSP, the networking domain is still managed by different 
controllers e.g. OFC. Further, the routable IP address ranges managed by the DC are different. For seamless 
migration, the controller entities in two domains need to co-ordinate for preserving the data plane traffic. 

2.3.2 Controller architecture 
Figure 11 shows a possible Follow-Me-Cloud controller architecture. It is important to note here that the 
architecture itself is independent of any underlying technology. However, from a task 3.1 perspective we 
assume the underlying architecture supports OpenFlow protocol and each functional component is outlined in 
the context of OFS and controller entity. The OFC acts as a driver for installing traffic forwarding rules and 
the actual application logic is encapsulated in the controller entity. Further, each VM is associated with a 
location (e.g. home) that is known to the controller.  

 
Figure 11 The Follow-Me-Cloud controller architecture. 

For correctly installing forwarding traffic rules into the OpenFlow switch, each client and VM is linked to a 
home location. This is based on the IP address allocation and gateway settings configured in the VM. The 
configuration settings may be changed by the administrator during the service time and the database is 
accordingly updated. Such configuration also holds for clients in the client network. Given the home location 
is known to the controller, if any traffic from a particular client or VM appears on a different network than its 
home location, the Location Manager updates the status for that entity to be in a Visited Network/Location. 
Hence, the Location Manager always keeps track of the current location of clients and VMs in home and 
visited networks. 

Given the home and visited locations of both client and VMs are known to the Follow-Me-Cloud controller, 
the Location Mapper module optimizes the path characteristics by selecting the appropriate data centre 
location for the VM. Such control logic can be mapped on the geographical location of the data centres, path 
characteristics metrics based on average delay, load or even congestion situations between the client and data 
centre networks. It is assumed that the necessary API for VM initiation, termination and movement are 
provided the cloud infrastructure software.  

The actual VM migration is carried out by the CSP provided by e.g. OpenStack or any third party software 
like VMware. However, orthogonal to a particular infrastructure, the Follow-Me-Cloud controller shall be 
able to detect when a VM has been actually moved to a new location. The Mobility Detector function keeps 
track of the flow entries installed in each OpenFlow virtual switch instance pertaining to home and visited 
locations. The OpenFlow rules for home locations are pro-actively installed in the switch. However, for a 
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visited network, no such rule is installed. When traffic for a newly migrated VM hits the OpenFlow switch of 
a visited network, it may result in the fact that the switch does not find an appropriate entry in the flow table. 
Afterwards, the packet should be forwarded to the controller which compares the location information with 
IP/MAC addresses to ascertain that VM has been indeed moved to the visited network.  

Generally VMs and clients are configured with default gateway settings. Once a VM is moved to a new 
location it is not necessary that the default gateways settings in the visited network are the same as home 
location. Hence, certain parts of L2 functionality have to be isolated from the VM and instead pushed to the 
controller entity. For ARP packets, both request and response types are explicitly forwarded to the Follow-
Me-Cloud controller. Figure 12 shows a possible message sequence, upon receiving an ARP request from a 
VM, the controller answers with an appropriate response. The response could be constructed using the 
controller’s knowledge of the L2 information of the attached end-points, ARP packet itself (IP/MAC etc.) and 
including the gateway. The controller may use the PACKET_OUT OpenFlow command instructing the switch 
to send the ARP reply on the switch instance/port on which the original request was received. On the end-
host, once the ARP reply arrives, the ARP cache is updated. In contrast, the ARP cache at the router is still 
stale because the controller replied on behalf of the router. Subsequently, when an IP packet arrives at the 
router for that particular end point, it also generates an ARP request which is again forwarded to the 
controller. 

The IP address ranges managed by data centres can be overlapping and the first hop setting may not be 
consistent across subnet boundaries. For preserving end host data plane traffic, a Packet Manipulator module 
is introduced at the controller for creating a “virtual tunnel” within the visited network segment. The “virtual 
tunnel” operates by re-writing the IP address field within the packet IP header for each outgoing packet from 
the VM to outer network. The original IP header is restored for the packet when the last hop in the visited 
network segment is reached. The same technique is applied for all the incoming traffic to the VM. This is 
achieved by modifying the set of OpenFlow rules installed in the visited network. 

 
Figure 12 Handling of ARP packets by Follow-Me-Cloud controller. 

The client location is dynamic and beyond operator control. However, based on a client’s location, the optimal 
location of a VM can be decided. Therefore, a DHCP server related component can be introduced in controller 
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such that it can parse the DHCP packets for getting client or VM location updates. The amount of DHCP 
traffic is small therefore DHCP overhead is deemed to be negligible. Figure 14 portrays the flow of messages 
exchanged among client, Follow-Me-Cloud controller and DHCP server till a connection is established 
(restored) between the client and an adequate data centre, based on their locations. Of particular interest, Step 
10 in the figure shows that the client machine successfully acquired a new IP address and based on the current 
client location the decision for VM migration can be made. 

2.3.3 OpenFlow-based Follow-Me-Cloud controller implementation 
Based on the controller architecture outlined in Figure 11, the following subsections outline a possible 
Follow-Me-Cloud controller implementation that is based on NOX. For validation, the controller entity is 
assumed to be aware of: 

1. the virtual switch instances and their data path identifiers on the physical OpenFlow switch,  

2. the VM identifiers (VMware 2013) (namely the IP and MAC addresses),  

3. the location and IP addresses of each default gateway in the test bed,  

4. the OpenFlow switch ports identifiers at which the data centre, router and client networks are 
connected,  

5. the IP address ranges managed by each DHCP server both for client and DC networks, and  

6. the locations of distributed data centres that can either be part of the operator network or could be 
autonomous domains. 

2.3.3.1 Experimental setup 
Figure 13 shows the overall experimental setup which consists of DCs hosting VMs, client network based on 
WLANs, routers and a NOX based Follow-Me-Cloud controller that are all connected to ports of an NEC IP-
8800 OpenFlow switch. For simplicity, each DC in the cloud is modeled by a VMWare ESXi hypervisor. 
Each ESXi host is equipped with two 1Gbps network cards for forwarding the management and OpenFlow 
traffic over the network. A virtual network topology is defined inside the ESXi host by two vSwitches (soft-
switch) where each physical NIC is connected with each soft-switch instance. The ESXi host manages the VM 
resources that run the standard Windows XP OS. Further, each VM is configured with two virtual NICs 
(vNIC) that are connected with the virtual network through the soft-switches. One vNIC carries the 
management traffic (Charu Chaubal 2007) and the other NIC carries the OpenFlow traffic. The storage space 
is shared between the two data centres and is accessed by the standard iSCSI protocol. The DCs are remotely 
managed by the VMWare vCenter software. 
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Figure 13 OpenFlow-based Follow-Me-Cloud setup. 

Furthermore, the client network consists of two WLANs. Given the client and DC networks, a router entity is 
used for correctly forwarding traffic among different network segments. For simplicity, the router acts as the 
first hop for traffic originating from client and DC networks. The Linux router runs DHCP servers and Linux 
Traffic Control for controlling the path characteristics (e.g., delay and congestion) between the two network 
segments. From the physical OFS perspectives, four virtual switches (VLANs) are used for separately 
carrying the traffic of the two data centres and the client network. The Follow-Me-Cloud controller manages 
the forwarding behavior on the four VLAN’s and also monitors the path characteristics between a data centre 
and the client network and that is for resource management optimizations. For live VM migration, the 
VMotion® (VMware 2009) cloud infrastructure technology from VMware is used. VMotion® traffic is 
mapped on the management network whereas all active communication between the VM and remote users are 
managed by the OpenFlow network. 

2.3.3.2 System Execution and Performance Evaluation 
Figure 13 shows the experimental setup where we configure the queue parameters for each virtual interface 
using the Linux Traffic Control modules on the Linux machine. Without any purposes in mind, the 
communication delays between a client network and its optimal data centre and between a client network and 
its “sub-optimal” data centre are set to 1ms and 50ms, respectively. Figure 15 shows the ping latency between 
the client and its corresponding VM hosted in the remote data centre. That is considering two scenarios, 
namely when Follow-Me-Cloud is used to enable VM migration and when it is not used. When the Follow-
Me-Cloud is not used, the ping latency remains equal to 50ms. The initial 150ms high latency is mainly 
attributable to OpenFlow rules when the new traffic arrives at the controller. In contrast, when the Follow-Me-
Cloud is used, the ping latency drops to 1ms and that is around 32ms after the start of the experiment. This is 
mainly due to the fact that the VM was dynamically shifted to the optimal DC following the movement of the 
client. It shall be noted that during the VM migration, few ping losses were noticed.  
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Figure 14 Intercepting DHCP Packets for Location Mapper. 

One major use case of Follow-Me-Cloud is its implementation in mobile networks. As such networks have 
traditionally large user bases, scalability becomes of prime importance. As every moving end-point needs 
certain OpenFlow rules to map between identifier and locator of the end-point, the size of the rule set depends 
on the number of moving end-points. With millions of users and services, the rule set is beyond the 
capabilities of current OpenFlow-enabled switches. But the build-up of networks from multiple switches 
inherently provides a distribution of end-points to switches and therefore a distribution of OpenFlow rules. 
The set of rules pertaining to a particular switch is therefore a fraction of the overall rule set. Our analysis 
shows that the number of rules per switch is within the limits of currently available hardware (Bifulco et al. 
2012). 
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Figure 15 Client ping latency with and without Follow-Me-Cloud. 

Together with the OpenFlow rules on individual switches, the management of the rules at the Follow-Me-
Cloud controller is an issue for scalability, as the controller has to manage the rules of multiple switches. For 
large networks, it is essential to realize a distributed controller in order to deal with the large size of the rule 
set. Distribution can happen across two dimensions, namely network scope and controller role. The network 
scope refers to assigning certain parts of a network to a particular controller. By narrowing the scope of the 
assigned network slice, the number of rules managed by a single controller shrinks. A more detailed 
assessment of the scalability of our Follow-Me-Cloud controller can be found in (Bifulco et al. 2012), opening 
up new challenges for the community of OpenFlow researchers. Further results based on an analytical model 
of Follow-Me-Cloud are available in (Tarik Taleb and Adlen Ksentini 2013).  

2.4 Extensions and considerations 
Taking into account the requirements identified so far with respect to networking aspects, this section explains 
how OCCI and OpenStack can cope with it. Extensions to both are required. 

2.4.1 OCCI Extensions 
The inter-CSP approach (presented in section 2.2.4 and further detailed in appendix A.4) can be performed 
using a possible extension of the OGF OCCI standard. Moreover, the steps detailed in appendix A.4 require 
that both CSPs can naturally be connected to each other on lower levels (for example both CSPs are connected 
to the Internet). The idea on how SLAs can be expressed and maintained over this link will be further 
investigated in the next phase of the MCN project. 

The OCCI is a standardized Interface and API for managing cloud resources. Although originally designed to 
manage compute, storage and network resources, it is extensible. Through these extensions it is possible to 
add new capabilities to the interface, such as the specification of network QoS parameters (e.g. bandwidth, 
latency) and bridging functions. 
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OCCI is built around the idea of having multiple resources. Each of these resources is of a certain type/kind. 
Compute resources can be seen as VMs and Network resources as switches and routers. OCCI defines the 
means to link those resources of different kinds and thereby semantically express relationships. For example a 
VM is connected to a particular network switch. 

The overall OCCI specification is split into three main parts: 

 A ‘core’, which documents how OCCI can be extended. (Nyren et al. 2011) 

 An ‘infrastructure’ part, which describes how to manage Compute, Storage and Network resources. 
(Edmonds and Metsch 2011a) 

 And a ‘HTTP’ rendering for dealing with the content-rendering for the used protocol (HTTP). 
(Edmonds and Metsch 2011b) 

The Infrastructure part of the OCCI specification describes, next to many other things, the means to interact 
with network resources. These Layer 2 network resources can be Created, Retrieved, Updated and Deleted via 
the OCCI interface. When this part of the interface was defined, the Quantum project for OpenStack was still 
in its early stages. Since then Quantum has moved into the core of OpenStack and has been renamed to 
Neutron.  

Also, in the first months of the MCN project it has become clear that the OCCI interface, although developed 
in parallel, can be used to manage networks through OpenStack Neutron. Within the project the existing 
OCCI interface implementation for OpenStack shall be extended to support the management of networks 
through OCCI. 

OCCI can extend the Layer 2 network resources to become Layer 3 level ones by applying Mixins. These 
Mixins can be seen as similar to Mixin in Programming Languages like Scala. As mentioned before compute 
resources can be ‘linked’ to network resources and thereby expressing connectivity. Similar to that, network 
resources could be linked expressing a network setup. This next step in network management over OCCI will 
be further investigated. 

Therefore, in a first step the OCCI implementation of OpenStack will be enhanced to support the management 
of Neutron. After that the linking capabilities will be further investigated. 

Neutron support for the OCCI OpenStack implementation will not only be an exploitable project result but 
also lead to a standardized interface for managing networks in clouds. This is also described in the DoW 
(DoW 2012) as exposing ‘[..] an API through Quantum that is used by higher-layers for availing of OpenFlow 
functionality and management capabilities’. A standardized interface has the advantage that the SDN 
implementation used by a CSP is abstracted. This is one of the major requirements for a clean interface 
between the CC and the networking layer from this task. This network management enabled OCCI interface 
can also be used to satisfy the needs for the work described in section 2.2.4 and further detailed in appendix 
A.4.  

Next to this the work done for extending the OCCI interface to support, Neutron may lead to changes of the 
standard, which can be contributed back through MCN’s standardization activities. 

2.4.2 OpenStack Extension 
OpenStack provides by default a Networking API service which, being RESTful, can be easily accessed and 
configured in a CRUD paradigm, enabling with ease its extension and addition of new features and 
functionalities. This may be particularly interesting for possibly introducing, support to vendor-specific niche 
operations. 
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Apart from the standard API operation, which already enables the configuration of Networks and related 
subnets, as well as of the respective ports to be associated to virtual instances, the OpenStack Networking API 
provides an extended set of features. 

Some currently known and used API extensions for Networking in OpenStack are presented next along with a 
short description: 

 The Network Provider Extension – this extension allows authorized OpenStack users to handle and 
view the networking infrastructure and its attributes. 

 The Layer-3 Networking Extension (Router) – by resorting to Floating IPs, this extension allows 
handling packets between internal and external networks. 

 Quotas – due to the need to limit each tenant according to the different plans or expected usage, a 
per-tenant quotas can be assigned with this extension by an admin. 

 Security Groups and Roles – this extension allows the configuration of networking restrictions for 
different groups and roles. Behaving similarly to a firewall, several attributes can be configured such 
as the traffic direction under consideration in a rule. 

 The Load Balancer-as-a-Service (LBaaS) Extension – traffic load balancing across VMs is a 
desirable feature which, due to its expected performance improvements, should be considered with 
further care and is presented in more detail in section 7.2. 

 The Virtual Private Network-as-a-Service (VPNaaS) Extension – by resorting to this extension a 
tenant’s network can be expanded across different network connectivity providers without networking 
concerns about stands in between.  

 The Domain Name System-as-a-Service (DNSaaS) Extension – similarly to LBaaS, the impact of 
providing DNSaaS to different possible services motivates a more detailed analysis which is presented 
in section 7.1. 

Despite providing a set of new features to OpenStack’s networking, these still lack some desirable 
functionalities such as allowing the specification of QoS related parameters such as bandwidth or latency 
when defining a network. Moreover, details about the improvement of already existing extensions, such as 
DNS and LB are further discussed throughout this document. 

2.4.3 Extensions for Follow-Me-Cloud 
The controller architecture outlined above could be integrated with a CSP domain. A possible extension is to 
enable such functionality in an open source cloud IaaS platform such as OpenStack that supports defacto-
standard networking API’s (Neutron 2013a) for manipulating the tenant based virtualized networks. However, 
from a networking perspective, given that VMs could be deployed across distributed data centres, another 
possibility is to explore inter data centre connectivity for managing resources across the data centres under an 
umbrella of a single logical controller entity. For VM movement, the OpenFlow controller entities in the two 
domains should co-ordinate with each other for preserving the data plane traffic. This may include exchanging 
the L2/3 (higher) information as well as the moved VM policies. Currently, quantum offers isolated domains 
without any interface for enabling controller to controller communication in two domains. For MCN 
architecture, such information could be exchanged by a common orchestrator entity that communicates with 
two domains. 
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2.5 Relationship to other tasks 
The following section details the relationship from this task to other tasks. For task 3.1 this is mainly towards 
task 3.3. Task 3.2 will provide inputs towards this task, and this will be detailed in later sections. 

2.5.1 Monitoring of data centre internal network and connectivity services 
The monitoring of status and performance of the data centre internal network is fundamental to preserve the 
user sessions based on Quality of Experience (QoE) metrics. In this context, the data plane traffic in the 
OpenFlow network is monitored by the data centre OFC, through a dedicated data plane statistics module. 
The module leverages the OpenFlow wire protocol for collecting various resource usage statistics from 
switches, flow tables, ports etc. in the network in order to build a dynamic view of the network. The 
OpenFlow wire protocol already has a built-in mechanism for querying the resource statistics at various 
granularities. One possible example is to query the port usage: number of transmitted and received packets. 
Another alternative could be to query the flow table statistics to determine the fair share of a flow in a shared 
environment. Based on such raw data plane monitoring information, the statistics module could compute 
various path parameters under different network load situations. Once these data plane metrics have been 
elaborated at the controller, they can be exposed through the OFC north-bound towards higher layers of the 
DC management system for taking decisions that would in turn improve the QoE of various user 
applications/sessions.  

Moreover, following the common monitoring approach adopted in the MCN architecture, the data centre 
network statistics can be collected by specific instances of the MaaS and exposed on per-tenant and per-
service-instance basis to other MCN components. For example, these metrics could be further elaborated at 
the SO for optimizing the placement of certain VMs during the service runtime. An example of optimization 
decision could be the migration of a VM from one host server to another; in this case the real-time traffic flow 
must be seamlessly redirected to another path within the DC, requiring the dynamic re-configuration of the 
OpenFlow switches. This mechanism can be easily generalized to other scenarios where flows are re-directed 
also across different DCs for virtual placement optimizations, load balancing, disaster recovery etc. 

As shown in Figure 16, a fundamental requirement to allow the interaction with the monitoring system is the 
on-demand provisioning of a dedicated “Monitoring Agent”, to be instantiated jointly with the other 
components of the MCN service instance that is using the data centre network resources and the connectivity 
services to be monitored. This Monitoring Agent is specifically designed to collect networking statistics 
through the network monitoring interfaces exposed at the data centre level and it is able to understand the 
semantics of the networking metrics and translate them into the common language adopted at the MaaS core 
component. 

From the Pay-As-You-Go perspective, the network usage statistics collected by the OpenFlow controller 
could be used for charging schemes/models that MCN project may use in the future. However, the task 3.1 is 
concerned with collecting network usage statistics based on metrics e.g. individual flows, user, tenant, virtual 
network, traffic across data centers etc. that an OpenFlow controller may aggregate at various time 
granularities. As described above such metrics can be pushed towards the Monitoring-as-a-Service where 
other MCN services may use them for charging/accountability or Pay-As-You-Go purposes. 

Similarly, for network elasticity (scaling up and down) in the cloud deployment individual links between the 
virtual machines, switches, NICs, across data centers etc. needs to be adjusted based on the current load 
situations. The load should be monitored based on the statistics module; however, link aggregation needs to be 
configured on the fly (e.g. OpenFlow configuration) that should reflect the current load situation on individual 
links. 
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Figure 16 Collection of network monitoring information 

2.6 Conclusions and future work 
Task 3.1 highlights the networking aspects for supporting deployment of services, specifically MCN services, 
in the cloud environment. The fundamental assumption is the existence of an IaaS layer e.g. OpenStack that is 
used as a basis for deploying services across geographically distributed DCs. However, from the networking 
perspective, the basic building block is the tenant based virtual network that is mapped to the physical 
infrastructure in a CSP domain.  

Further, for network virtualization an OpenFlow based network in assumed in each DC instance. Given the 
requirement that services could be deployed across DCs, networking resources needs to orchestrated across 
domains for seamless service delivery. Services themselves could be composed of other services or possibly 
could be chained therefore inter-connection between services, traffic segregation of tenants (e.g. VXLANS), 
fulfillment of QoS requirements between networking elements, traffic forwarding to correct service instance, 
traffic steering, load balancing (with or without DNS), energy saving, tunneling, network statistics, OpenFlow 
rules scaling, OpenFlow in service provider domain, routing, network elasticity, etc. can be addressed from 
the networking perspective within this task.  

From the SDN/OpenFlow perspective the prime objective is to materialize the networking orchestration 
between domains in a programmatic/automated manner that should minimize the manual configurations 
changes. This should be supported by providing the necessary interfaces to SDN/OpenFlow controllers for 
supporting the services. For proof of concept, control application (Apps) against a specific SDN/OpenFlow 
controller will also be implemented. For Follow-Me-Cloud, interaction between the two OpenFlow controllers 
along with CSP’s middleware could be explored for supporting the required functionality that could also be 
exposed through API (within or across CSPs). Overall, the networking functionality should be covered 
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through well-defined API's that could also support the OCCI interface for interoperability and should also be 
aligned in the overall Neutron model in OpenStack. 
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3 Real-time Performance of Infrastructure Resource 
Management Frameworks 

The following sections describe the contributions from task 3.2, entitled “Real-time Performance of 
Infrastructure Resource Management Frameworks”. 

3.1 Introduction 
One of the key research challenges assigned to this task, as outlined in the proposal objectives, is to examine 
“How to upgrade virtualisation and cloud computing middleware to support highly demanding, real-time 
network applications and services”. To achieve this we need to begin by addressing factors that can 
potentially lead to unpredictable performance, specific to multi-tenancy/shared environments, such as noisy 
neighbour syndrome, whereby resources are monopolised by one or more users, while degrading performance 
for others as a consequence. 

One of the mid-term objectives outlined in the task 3.2 roadmap is to develop a comparison of virtualisation 
technologies and match them against the performance requirements of MCN. Tuning and optimisation 
techniques will also be evaluated to help determine “best fit” technologies for the different workload types. 
We set a foundation for this work in the following sections.  

Current metrics for the performance of CSPs can be unreliable and subject to variability. Therefore, another 
important outcome of this task is to understanding how cloud performance can be measured as accurately and 
meaningfully as possible. This will require a sound testing methodology and working knowledge of available 
tools for performance analysis.  

Performance monitoring and the optimisation of the infrastructure, specific to the workload characteristics and 
performance requirements of each core MCN Service and supporting service will allow the management of 
virtual infrastructure with the ability for reporting, as well as workflows used to manage the network and 
physical servers. 

In the following sections we document how this task has attempted to define MCN specific performance 
requirements and workload characterisation, as well as examine the extent to which virtualisation technologies 
and optimisation techniques can have an impact on performance. By matching potential virtualisation 
technologies and optimisation techniques against specific performance expectations, task 3.2 brings to MCN 
the knowledge base to help develop and deliver the infrastructural foundations necessary for the surrounding 
tasks to build upon.  

3.1.1 Problem description 
VMs share resources and thus compete for them. The three main parameters applicable to performance are 
latency, throughput and utilisation, which together reflect the overall efficiency of a given system. It must also 
be determined to what extent reliability and stability play in overall performance. The relevance of certain 
performance parameters will vary depending on the performance requirements of each component within the 
MCN Services. To effectively address the general challenges described here we refer back to the original 
Description of Work for task 3.2. A roadmap was drawn up early on in accordance with the DoW (DoW 
2012) to address the challenges related to performance within the context of MCN. We outline each stage of 
the roadmap in the Objectives below, while the short to mid-term goals set out in the roadmap are documented 
in the sections that follow. 
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3.1.2 Objectives 
The task 3.2 DoW proposes that a “methodology will be established and suitable benchmarks selected”(DoW 
2012 p. 52). A number of methodologies were evaluated and the group decision was made to focus on the 
USE Method (see section 3.2.1) for its ability to provide a quick, comprehensive overview of system health, 
while identifying potential bottlenecks and errors. Furthermore, it is advised that a checklist be developed to 
direct further investigation and ultimately help decide which benchmarking tools to run, and more specifically 
which metrics are most appropriate. A number of tools were evaluated for use in MCN, from dynamic tracing 
frameworks such as DTrace and System Tap for troubleshooting kernel and application problems on 
production systems in real-time, to open-source benchmarking tools like Phoronix Test Suite and FunkLoad. 
(See Appendix B.5) 

In section 3.3, we essentially trial these methodologies and tools to test atomic services with a series of 
preliminary performance tests. To begin with, we apply the USE Method to help us understand the 
characteristics of two cloud stacks, namely OpenStack (RackSpace) and CloudSigma’s proprietary stack, by 
creating a resource list and functional diagram for both.  

The next important step expressed in the DoW is the need to define “suitable workload scenarios […] used 
for performance characterisation”. In parallel to the preliminary testing we began gathering performance 
requirements in relation to the five core MCN Services; IMSaaS, EPCaaS, DSSaaS, RANaaS, CDNaaS. We 
make our first attempt at understanding typical workloads associated with each of the five core MCN 
Services. (See Appendix B.1) 

An ongoing effort is to research the state of the art with regard to virtualisation technologies and attempt to go 
beyond state of the art with certain optimisation and tuning techniques. As proposed in the DoW, “offering 
different virtualisation technologies through a homogenous interface appropriate to the presented workload 
[…] techniques will be a service offering differentiator”. In section 3.4, a number of optimisation and tuning 
techniques which include, adjusting hypervisor settings, enhancing iSCSI for storage networking, storage 
optimisation and network optimisation are shown. We have begun research into SDN and how affinity groups 
can be integrated with OpenFlow. This will be carried through into year two in consultation with task 3.1.  

We evaluate SmartOS, which used in combination with OpenStack is currently being considered within the 
project as a good open source solution. We will continue to evaluate this option going into year two as well as 
make a comparison between SmartOS and alternatives such as OmniOS, which has most of the same features 
but in a normal install-to-disk configuration.  

We have also taken the opportunity to include research into Admission Control Algorithms (ACA) for MCN 
in this section despite this not having been outlined in the original DoW.  

In section 3.5, we highlight our relationships with other tasks, such as providing a review into monitoring the 
performance of cloud infrastructure to inform work on the CMMS undertaken in tasks 3.3. We will continue 
to contribute to building Analytics-as-a-Service with particular focus on the part Admission Control 
Algorithms can play. 

Finally, in section 3.6, Conclusions and Future Work, we detail further collaboration for year two as we move 
into the next stage outlined in the roadmap. 

3.1.3 Requirements 
Performance testing within the scope of MCN is dependent on the development of performance requirements 
particular to each MCN Service. By predicting workloads we can begin to understand how to provision and 
scale resources effectively. A questionnaire was created and distributed amongst the owners of the services in 
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an attempt to define the resource requirements of each Service. For the corresponding completed 
questionnaires, see appendix B.1.  

Though it is generally recognized that there is a need for having control over infrastructure performance, the 
first answers to the questionnaire have been fairly qualitative in that no clear figures about the critical aspects 
have been provided. In fact, with MCN Service performance as a whole, much depends on the service quality 
as it is perceived by the service users. A clear understanding of how the Services are composed, and what 
technologies are to be used, is not yet entirely achieved at this point in time.  This is expected to become more 
clearly understood in year two, where we will be able to focus more on optimizing performance.  

The next phase of the project will allow for more detailed analysis of the workload given that first prototypes 
(and therefore sample workloads) will be available for performance testing. The methodologies and first 
performance tests conducted now, will allow for a fast understanding of the potential performance issues once 
typical MCN workloads are available. 

Currently, it seems that general consensus is given to adopt Linux based OSs with some preference for KVM 
hypervisors. Other hypervisors such as Xen are also under consideration and will be evaluated against KVM 
early in year two of the project. A partial evaluation is presented in a comparative table in Appendix B.2. No 
evidence for high performance computing has arisen thus far: most answers refer to more or less off-the-shelf 
x86 platforms with standard RAM HD equipment. However, in a few cases potential performance issues have 
been already focused.  

 IMSaaS highlight that for the HSS to operate effectively, high computing power for the authentication 
procedures and high-speed access to the DB may be required and identify a possible RAM bottleneck 
in the xCSCF implementation.  

 Another critical situation is foreseen by EPCaaS in which the processing delay, though minimized 
through server replication, might still remain critical both for the User Plane and the Control Plane 
processing. 

 RANaaS implementation implies a critical issue about network connection latency over a CPRI Layer 
1 interface between the BBU and the RRH where a maximum 150µs figure is needed over and up to 
15Km link. 

We consider the gathering of performance requirements to be an ongoing process and therefore we anticipate 
further refinement to be carried out in the beginning of year two of the project. Once test scenarios are further 
developed we will gain more insight into the specific performance requirements and the respective 
performance metric ranges. 

3.2 Performance analysis methodology 
Performance testing is a broad term that can refer to many different types of testing, each serving a different 
purpose and each providing its own level of insight into performance. For example, testing can be used to 
measure what parts of an existing system are causing performance issues. In this instance the USE Method, 
covered directly below, could be effective in identifying possible bottlenecks, and therefore potentially solve 
performance issues before having to resort to using tools. Alternatively, testing with a number of 
benchmarking tools can also be used to simply demonstrate that a particular system can meet specific 
performance criteria. In this case, a somewhat more flexible methodology might be more appropriate. This 
could involve a series of load and stress tests like those summarised in section 3.3.3 and documented in 
Appendix B.2. In conclusion, methodologies must be selected according to the particular type of testing 
required. 
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The following section is concerned with the USE Method, and how it compares with other methods designed 
to identify performance issues, such as the Problem Statement Method, the Workload Characterisation 
Method and the Drill-Down Analysis Method. What these particular methods have in common is that they 
each have the potential to solve performance issues before any tools are called upon.  

As mentioned above, in section 3.3.3, we present a testing approach based on the assertion that the purpose of 
performance testing at this stage of the project is to compare the performance between potential systems and 
to demonstrate how a particular system meets performance criteria with respect to specific workloads.  

3.2.1 The USE Method 
The USE Method was developed by Brendan Gregg from the US cloud infrastructure company Joyent1 
(Brendan Gregg 2012) The method is intended for use at the beginning of a performance test to check overall 
system health by identifying bottlenecks and errors. For each system, resource metrics for Utilisation, 
Saturation, and Errors (USE) are gathered. From there, specific areas should stand out for further, more 
focused investigation. The method was developed by Gregg to address what he sees as shortcomings in other 
commonly used methodologies in which performance is often analysed randomly. The USE Method attempts 
to provide a starting point whereby components, and the interactions between components, are first 
methodically determined and then analysed. 

3.2.1.1 Resource list 
The first step is to build up a list of resources. The following example provided by Gregg is a generic list for 
servers: CPUs: sockets, cores, hardware threads (virtual CPUs); Memory: DRAM; Network interfaces: 
Ethernet ports; Storage devices: I/O, capacity; Controllers: storage, network cards; and Interconnects: CPUs, 
memory, I/O.  

3.2.1.2 Metrics 
Once a list of resources has been made the next step is to consider the metric types: utilization, saturation and 
errors. Below is an example of resources and corresponding metrics suggested by Brendan Gregg. 

Table 3 List of resources and corresponding metrics (Brendan Gregg 2012) 

Resource Type  Metric 

CPU Utilisation CPU utilisation (either per-CPU or a system-wide average) 

CPU Saturation Dispatcher queue length (aka run-queue length) 

Memory capacity Utilisation Available free memory (system-wide) 

Memory capacity Saturation Anonymous paging or thread swapping (maybe “page scanning” too) 

Network interface Utilisation RX/TX throughput / max bandwidth 

Storage device I/O Errors Device errors (“soft”, hard”, …) 

Storage device I/O Utilisation Device busy percent 

                                            
 
1 http://www.joyent.com 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 44 / 255 
 

Storage device I/O Saturation Wait queue length 

3.2.1.3 Functional block diagram 
By using a server functional block diagram, we are able to analyse every component in the data path. A 
functional block diagram (see Figure 17) shows relationships between resources, which can be useful for 
isolating bottlenecks in the flow of data. Performance analysis can be complicated because of the number of 
components in a system and their relationships. Components that work well in isolation may present 
performance issues and limitations when they interact with one another. Each bus on the functional diagram 
should be annotated with its maximum bandwidth. It is then possible to see potential bottlenecks before 
testing even begins. 

 
Figure 17 Example functional block diagram 

3.2.1.4 Custom checklist 
For each system resource, metrics for utilization, saturation and errors are identified and checked. Any 
highlighted issues can then be investigated further using the most appropriate methods and tools. The steps to 
follow are as follows (see Figure 18): (1) identify resources; (2) choose resource to check (CPU, memory, 
storage, network); (3) check for errors; (4) check utilisation (how busy various resources are during 
performance test, the total amount of resources consumed are measured against resources allocated); (5) check 
saturation (is there more work that can be delivered?); (6) problem identified. 
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Figure 18 The USE Method Checklist 

3.2.1.5 Interpretation 
The USE Method is helpful in identifying which metrics to use. The next step is to learn how to read them and 
interpret their current values. The following are some general suggestions for interpreting metric types:  

Utilisation: 100% utilization most often signifies a bottleneck. Utilisation upward of 70% can cause multiple 
problems also. It should be noted that interpretation can be skewed when utilisation is averaged out over a 
longer period of time. For example, short spikes of 100% utilisation can be missed but still result in noticeable 
degradation in performance.  

Saturation: any degree of saturation can be a problem (non-zero). This may be measured as the length of a 
wait queue, or time spent waiting on the queue.  

Errors: non-zero error counters are worth investigating, especially if they are still increasing while 
performance is poor. It is easy to interpret the negative case: low utilization, no saturation, no errors. 
Narrowing down the scope of an investigation can quickly bring focus to the problem area.  

3.2.1.6 The USE method in relation to other methodologies and tools 
We have agreed that the USE method will be used to provide a starting point to initiate further performance 
analysis. It is not the intention to follow the USE method exclusively, as there are other methods and tools that 
can be used independently or in parallel that may provide more focused analysis. Gregg admits the USE 
method alone will not solve every problem and recommends it be used as one tool, as part of a larger toolbox. 
In the following sections we propose some other methodologies that may be used independently or alongside 
the USE Method as a means to develop a thorough testing strategy. Each methodology has been evaluated and 
documented briefly to highlight potential advantages to being used within the context of MCN.  



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 46 / 255 
 

3.2.2 The Problem Statement Method 
The Problem Statement Method is already commonly used by support teams to quickly get to the bottom of 
technical problems by essentially asking a series of questions. Gregg highlights a number of typical questions:  

1. What makes you think there is a performance problem?  

2. Has this system ever performed well?  

3. What has changed recently? (Software? hardware? load?)  

4. Can the performance degradation be expressed in terms of latency or runtime?  

5. Does the problem affect other people or applications?  

6. What is the environment; what software and hardware are used?  

Although this method has limited scope, the questions can be systematically worked through and answered, 
potentially solving problems before other methodologies and tools are required. When a problem persists, 
other methodologies or tools can be employed. In some respects it will be beneficial to employ this method 
directly before the USE Method. 

3.2.3 The Workload Characterisation Method 
The Workload Characterisation Method asserts that a workload can be characterised effectively by examining 
the input to the system or target - what is being asked of the system - independent from the resulting 
performance. Gregg proposes that a workload can be characterised by answering questions such as:  

1. Who is causing the load? Process ID, user ID, remote IP address? 

2. Why is the load being called?  

3. What are other characteristics of the load (IOPS, throughput, type)? 

4. How is the load changing over time?  

Essentially, this method is designed to identify load, not architectural problems. Gregg states that “The best 
performance wins often arise from eliminating unnecessary work”, supporting the idea that maintenance or 
reconfiguration can enhance performance just as effectively as tuning internal parameters. 

3.2.4 The Drill-Down Analysis Method 
The Drill-Down Analysis Method forces you to start at the highest level and work down from there, peeling 
back the layers of software and hardware to discover a particular problem. With dynamic tracing we are able 
to drill-down even further to examine, for example, the execution of kernel functions. Gregg lists three 
possible stages:  

 Monitoring - this continually records high-level statistics over time across many systems, identifying 
or alerting if a problem is present; 

 Identification - given a system with a suspected problem, this narrows the investigation to particular 
resources or areas of interest using system tools and identifying possible bottlenecks;  

 Analysis - this stage provides further examination of particular system areas, identifying the root 
cause(s) and quantifying the issue.  
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While the Drill-down Method can be very effective in pinpointing the root cause of an issue, it can be time-
consuming. It can also waste a lot of time if the wrong path is taken when drilling down. 

3.2.5 The Tools Method 
This method involves the following steps:  

 List available benchmarking tools;  

 List useful metrics provided by each tool;  

 Develop interpretation rules based on metrics.  

The key to the Tools Method is to help us understand which tools to run, which metrics to read and how to 
interpret them. While this approach can be effective, it can provide an incomplete view of the system if the 
main objective of testing is to isolate performance issues in a fully operational system. Therefore, it may be 
more appropriate for testing applied for capacity planning. The USE method can still be applied at the 
beginning to define a checklist of resources and metrics that will be used to select the appropriate tools. This 
is essentially the approach we have taken in 3.3.3. 

3.3 Cloud OS/Cloud middleware comparison and testing 
As the final workloads of the MCN project have not yet become available for testing, and as this deliverable 
describes the foundations which need to be realized first before the workloads can be tested, the following 
sections attempt to present some early testing, done to ensure basic understandings of performance are in 
place and that in the next project phases more workload specific testing can be done. 

3.3.1 Underlying cloud technology 
The feedback received from MCN Service’s owners with regard to their performance requirements has given 
us some initial insight into the possible performance demands we can expect from each MCN Service. To this 
end, VMs on both RackSpace (OpenStack) and CloudSigma (proprietary) cloud stacks were instantiated with 
the following parameters, fulfilling the typical MCN service requirements in regards to CPU and RAM 
performance. 

Table 4 Cloud stack parameters 

 RackSpace CloudSigma 

Processor AMD Opteron 4170 HE @ 2.09GHz (2 
Cores) 

AMD Opteron 6174 @ 2.20GHz (2 Cores) 

Memory 4096MB 4096MB 

Disk 158GB 158GB 

OS Ubuntu 12.04 Ubuntu 12.04 

File-system ext3 ext4 

Compiler GCC 4.6 GCC 4.7 

 

The following two sections will briefly introduce OpenStack and CloudSigma’s proprietary Cloud Operating 
System. 
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3.3.1.1 OpenStack 
OpenStack is the most distributed out of all the stacks and ideally requires a dedicated compute node for each 
component of it's framework. The design of OpenStack is modular (see Figure 19) , such that each component 
can be substituted with a custom one, as long as the functionality is maintained. This flexibility however 
comes at the cost of deployment complexity and makes OpenStack a difficult stack to install and maintain. 
Tools to ease this process do exist, most notably, Crowbar (Crowbar 2013). 

 
Figure 19 Simplified view of OpenStack architecture. 

3.3.1.2 CloudSigma proprietary stack 
CloudSigma's2 entire stack runs on a single machine and can be replicated, hence scaled and load balanced 
virtually infinitely (see Figure 20). It also requires a database server, which is mirrored off-site for 
redundancy. It could be compared against OpenStack in the sense that it easily scales and load balances, also 
providing high availability. CloudSigma’s stack runs exclusively on KVM. The approach to house the entire 
stack on a single machine has the benefit of avoiding node, hence component failures affecting functionality 
outages as would be the case in OpenStack. 

                                            
 
2 http://www.cloudsigma.com/ 
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Figure 20 Simplified view of CloudSigma architecture 

3.3.2 Testing strategy 
It is assumed that each SIC will be deployed on one or multiple VMs. Considering that the SLA requirements 
for each SIC are at this stage unknown, it was decided to stress test individual VMs on each stack, with the 
emphasis on performance testing the atomic services which underpin the VMs. 

The goal of the testing strategy was to run the tests on a set-up as close as possible to a real life deployment 
environment. Therefore the decision was made to entrust the deployment of OpenStack to a prominent and 
established IaaS provider, Rackspace, who have significant experience and know-how in utilizing OpenStack 
optimally to run their public cloud offerings. 

This approach will provide real life VM performance data based on actual, deployed VMs in a working data 
center environment. The data can subsequently be used to quantify worst case VM performance, as well as 
expected VM performance deviation, the cause of which could be compute node performance degradation due 
to compute node tenant resource hogging, compute node memory leaks etc. Subsequently, the data gathered 
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could be used as a basis for drafting SLA requirements when cloud stack technology and/or cloud 
infrastructure provider selection must be undertaken.  

Scaling based on metrics other than VM CPU load / RAM saturation can be performed by VM scaling / 
orchestration tools. The USE Method suggests a block diagram in Figure 23 be created to visualise the system 
and aid in the creation of a resource list, which will be tested against. 

 

 
Figure 21 Functional block diagram 

The resource list is used to identify the metrics to be measured for and subsequently the tests to be conducted 
to extract these metrics. The table below lists the performance metrics and corresponding tests that have been 
developed from the resource list. For the results from these tests see appendix B.2. 

Table 5 Performance Metrics 

 Description 

CPU  
pts/build-apache Times how long it takes to compile an Apache HTTP Server. 

pts/build-linux-
kernel 

Times how long it takes to compile a Linux kernel. 

pts/compress-7zip Tests the performance of the virtual CPU by measuring the millions of instructions per 
second (MIPS) that it can handle when compressing a file. 

pts/encode-mp3 Times how long it takes to encode a WAV file to MP3 format using LAME, an MP3 
encoder. 

pts/x264 Tests the performance of the CPU through the compute-intensive task of converting 
video. 
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RAM  
pts/ramspeed This benchmark tests the system memory (RAM) performance using RAMspeed SMP. 

pts/stream This benchmark tests the system memory (RAM) performance using STREAM. 

Internal 
Network 

 

iperf Used to measure the network throughput between two VMs on the same private network 
located within the same data centre. 

ping The ping command from is a simple but effective way of measuring the latency of the 
network. 

wget/apache2 Transfer a 1 GB file between a VM running apache2 and another VM using wget. 

wget/nginx Transfer a 1 GB file between a VM running nginx and another VM using wget. 

scp/client Copying a 5 GB file using scp from one VMs to another in order to gauge throughput. 

ftp/disk Using vsftpd as server and lftp as client, transfer of a 5 GB file. 

3.3.3 Performance Testing  
A virtual image was installed with Ubuntu 12.04 LTS and set up with Phoronix test suite. A number of tests 
were then chosen from the Phoronix test suite, which would stress test specific aspects of the stack, with the 
aim of exposing strengths and weaknesses of each stack architecture. 

Multiple VMs were instantiated, each responsible for running one specific test from the Phoronix test suite. 
The tests were then run twice during a 24 hour period, using cron jobs to schedule the tests to run 
automatically at set times. Upon test completion, the test results were appended to a CSV data file. 

The extent to which the cloud stack virtualizes the physical hardware, (thus hiding potential optimization 
opportunities such as NUMA, SIMD) and the extent to which this hardware is physically exposed to the OS 
could have an impact on VM performance. The characteristics of the workload undertaken on the VM can 
further affect VM performance.  

For detailed performance test results see appendix B.2. These results will be taken into the next project phase 
and extended where needed. It also serves as a documentation base for Services wanting to ‘Cloudify’ their 
implementations. 

3.3.4 Performance testing results 
Bearing in mind the similarity between the OpenStack and CloudSigma cloud stacks underpinning hardware, 
testing the CPU and RAM components of the VM was expected to reveal some technical limitations with 
regards to the level in which physical hardware and its capabilities are made available to the VM by each 
stack, and whether this will impact on performance. In relation to MCN, the CPU tests documented in 
Appendix B.2.1 can be used as an indicator, for example, of the time it will take to deploy a new VM instance, 
should it need to be assembled and compiled as required, as opposed to using a pre-compiled image.  

The network tests, documented in Appendix B.2.2, deal with gathering performance metrics to gauge intra-
data center network performance. The tests reveal expected network performance between VM instances, 
which in turn can be considered indicative of the expected performance of MCN core and support services 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 52 / 255 
 

when they are deployed in the same data center. Future research into inter data center network performance 
could provide relevant data to gauge the feasibility of deploying MCN Services with low latency requirements 
across one cloud provider’s geographically dispersed data centers or across different cloud providers 
altogether. 

A specific description of each test and the expected relevance to the project is covered in Appendix B.2. In 
addition, the following sections outline the potential performance optimizations that will be expanded upon in 
relation to further testing.  

3.4 Performance optimisation 
The following chapters document the investigation into a selection of common optimisation and tuning 
techniques, which include: different types of hypervisor (Container based vs. Hypervisor), hypervisor settings 
(KVM tuning, SIMD, NUMA topology); storage optimisation for HDD/SSD storage devices, iSCSI 
implementation; network optimisation, including SDN and affinity networking. The work presented here has 
been done based on the first performance testing presented in the previous chapter. These topics will be 
carried forward into year two along with other topics picked up as MCN specific workloads are further 
developed.  

3.4.1 Hypervisor settings  
Configuring a cloud stack’s hypervisor to take advantage of the underlying hardware optimally can lead to 
significant performance benefits. This is true for all VMs irrespective of workload, for example when CPUs 
are pinned to a VM and Non-Uniform Memory Access (NUMA) topology exposed to the OS. Furthermore, 
by exposing the full CPU instruction set to the VM, workload specific optimisations can then be taken 
advantage of. An example of this is Single instruction, multiple data (SIMD), which can help in multimedia 
processing for example. 

VMs are allocated real, physical cores. This ensures that a given process running inside the VM always runs 
on the same processor. By doing so, any data which is on the CPU cache is always readily available for reuse 
by the CPU. Failure to enable this optimisation could lead to a CPU operation being executed by a different 
CPU each time, potentially resulting in CPU cache misses, meaning that the data would then have to be 
fetched from RAM, hugely degrading performance. 

VMs are granted access to the bare metal aspects of the CPU. The entire CPU instruction set is available to the 
VM, including SIMD extensions, which is especially valuable to end users requiring real time audio / video 
processing and other multimedia data processing. SIMD instructions can greatly increase performance when 
exactly the same operations are to be performed on multiple data objects. 

Further hypervisor optimisations also allow for NUMA topology to be exposed to the guest VM. With 
NUMA, each CPU core on a processor is assigned a defined amount of RAM, which it can access faster than 
it can access the remaining general-purpose memory pool. CPU throughput and I/O are faster when the virtual 
machine can take advantage of the characteristic. Making NUMA available can improve a virtual server's 
performance by up to 30%. The guest OS can take advantage of this in order to optimise memory access 
hence maximise CPU - cache utilisation. CPU cache hits are increased, resulting in greatly improved 
performance. 

Emulation is, by nature, slow, complicated and inefficient. QEMU – VIRTIO, also known as para-
virtualisation is a technology which enables a VM to emulate only the minimum required parts of a real IO 
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device (e.g. network or card). Keeping emulation down to a minimum allows guests to get high performance 
network and disk operations with significantly lower overheads. 

For Windows VMs, it is recommended that hv-tsc and hv-relaxed optimisations are enabled. These are 
optimisations specifically developed for Windows-based VMs, which considerably increase performance as 
such; 

 hv_relaxed is a hypervisor setting, which enables relaxed timing for the CPU. Enabling hv_relaxed 
for Windows considerably increases performance. 

 hv_tsc is a hypervisor setting, which enables the Time Stamp Counter to be passed through from the 
host to the server. By enabling hv_tsc for Windows, performance is considerably increased. 

3.4.2 Storage optimisation 
On an infrastructural level, Solid State Drive (SSD) storage can offer a boost in overall performance 
particularly for storage which has a high read/write access ratio. Furthermore, SSD can be optimised to 
improve overall performance. One clear advantage of implementing SSD-based storage is the potential to 
avoid bottlenecks and inconsistent performance. However, networking capabilities should be addressed in 
parallel for performance improvements to be noticeable even with the most advanced SSD based technology. 
With SDN, outlined in the following Section 3.4.3, storage aligns with the network to not only optimize SSD 
storage traffic performance, but to work intelligently with the network to provision dynamically for advanced 
Quality of Service and to avoid network bottlenecks in real-time. 

3.4.2.1 iSCSI connectivity  
Internet SCSI is an IP-based storage networking standard for the linking of data storage devices. iSCSI is an 
end-to-end protocol for transporting storage I/O block data over an IP network. The protocol is used on 
servers (initiators), storage devices (targets), and protocol transfer gateway devices. iSCSI uses standard 
Ethernet switches and routers to move the data from server to storage. It is an important development for 
Storage Area Networks (SANs) because it enables data to be transferred over Local Area Networks (LANs), 
Wide Area Networks (WANs), or the Internet. iSCSI can be used to facilitate data transfers over intranets and 
to manage storage over long distances in order to increase the capabilities and performance of storage data 
transmission. 

There are some advantages of iSCSI based SANs over Fibre Channel. First of all, an iSCSI IP storage network 
is considered to be less complex to implement and maintain than Fibre Channel. The simplicity of iSCSI, and 
its use of existing Ethernet components, makes iSCSI easier and faster to deploy. The difference in cost can 
also be noticeable and can make a significant impact. SAN deployment was unaffordable to many 
organisations and businesses until 2003 when Storage over IP SANs based on the iSCSI protocol was 
introduced allowing native SCSI commands end-to-end over IP.  

An iSCSI infrastructure and storage platform will be able to meet the needs of most storage application 
currently handled by a Fibre Channel SANs. However, some performance bottlenecks might occur with more 
demanding bandwidth-intensive applications where an Ethernet environment might run out of bandwidth. 
While iSCSI might not always scale to the same performance level of a Fibre Channel SAN, there are a 
number of ways to enhance iSCSI performance, some of which are outlined below. 

Further examination of how iSCSI can be implemented and optimised within MCN will be undertaken in year 
two. A comparison between iSCSI and Fibre Channel will be made to outline advantages and disadvantages of 
each in an attempt to discover suitability within the project. A number of techniques and technologies for 
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improving iSCSI performance have already been identified for further investigation including the use of 
TCP/IP Offload Engines (TOE), Jumbo frames, iSCSI traffic handling as well as iSCSI and IP for storage 
networking. 

3.4.3 Network optimisation 
The traffic flows within a public cloud environment are very different from the traditional enterprise 
environments for which equipment and software has been largely designed. Traditional enterprise 
environments have the ability to predict and build traffic flows more easily. They also don’t need to scale out 
to the extent a public cloud does. One of the challenges public cloud providers face in a multi-tenant 
environment, with regards to networking, is that the relationships between VMs are not predictable. A public 
cloud provider cannot predict how and when VMs will interact and at what volumes. As a consequence, 
bottlenecks in the network can occur, which are essentially hotspots where the network can get overloaded, 
resulting in packet loss. Some providers may choose to over-engineer their network by simply building a 
larger network that exceeds requirements, but of course this is both wasteful and expensive. Other providers 
may choose to do nothing, in which case variable performance is to be expected.  

The need for efficient networking becomes apparent when the potentially high level of traffic that can be 
generated within a public cloud is considered. As an example, CloudSigma deploys around 500 GB RAM per 
server. When this is multiplied by the 20 servers per rack, the total becomes 10TB RAM per rack. When this 
scales out over 20 racks, which is the usual pod size at CloudSigma, the amount of traffic generated by 10TB 
RAM among the thousands of VMs can be immense.  

SDN introduces a layer of software between physical network components and the network administrators 
who configure and manage them. There are many different approaches to implementing SDN. Whether using 
open-source solutions, such as OpenFlow (task 3.1), with an SDN controller sitting above, or in the case of 
CloudSigma, a proprietary solution, namely Plexxi’s affinity-driven optical ring networking solution, the basic 
concept remains the same.3 To enable intent-based networking, whereby network administrators are able to 
shape network traffic from a centralised network console, changing the data traffic rules dynamically. The 
challenge for public cloud providers is to offer reliable performance to customers. SDN essentially provides 
public clouds with the ability to offer Quality of Service on par with private clouds running on dedicated 
infrastructure. It offers a step towards public cloud providers being able to offer guaranteed performance in 
the form of a comprehensive performance SLA. SDN enables customers to define their own network and 
specify their performance requirements, in an automated, self-service manner, in a public cloud. It can 
transform former ‘dumb boxes’, switching traffic to application and service aware components. There is a 
measurable difference in performance between public cloud environments that take advantage of SDN 
technology as opposed to ones that do not. SDN increases network utilisation and gives providers the 
flexibility to offer bandwidth in a dynamic manner, bringing us one step closer to a utility computing model, 
which ultimately benefits the customer by reducing unnecessary waste and lowering prices. 

3.4.4 Workload specific optimisation 
Sizing suitable resource instances (RIs, e.g. compute) can be a challenge given that today many providers 
offer many different configurations. How you choose to size your RIs will affect the performance of your 
service and how quickly you may need to scale. Where sizing is incorrectly chosen, this ultimately has an 

                                            
 
3 http://www.plexxi.com 
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effect on the reliability of the service. Performance is not only the consideration. As cloud services are 
typically used on a pay-per-use basis and the rate of charge is related to the size of the service instance 
component, selection of the correct RI size is important from a cost optimisation perspective. The choices in 
sizes are large. For example by default, OpenStack offers 4 choices and Amazon EC2 has 17 choices. There is 
no universal standard for compute sizing so this makes the challenge of understanding the performance and 
cost implications across multiple providers all the more challenging. 

The preliminary work under investigation and discussed here is based on the following idea. The CSP can 
offer the means to optimise a user-presented workload and delegate the choice of size choice to the CSP. The 
user simply selects the “optimise workload” option, or using an API sets the optimise workload parameter. 
Nonetheless, the user must be given some indication of the requirements of the workloads. The choice here 
must be significantly simplified, such as small, medium or large type workloads. Once this option is set, it 
signals to the CSP that it should begin monitoring the initially allocated compute RI. Should the CSP’s 
monitoring system detect that over a period of time (determined a priori by the CSP) there is constantly a 
certain amount of never utilised resources, above a CSP set threshold, then that compute instance is marked as 
being suitable to be moved down to the next lower instance type. Naturally the inverse action can be carried 
out. For example, if the compute RI is saturated then the compute RI can be resized so it has more resources. 
The workload optimisation can also be activated against existing running RIs. 

Although we talk about compute service instances as RIs in the above case, the very same approach can be 
applied to service types that expose selectable parameters that are performance-oriented. As such, networking 
and block-storage type services can leverage the optimisation. 

Of course there will always be the question of incentive. Why would a tenant want to allow the CSP to make 
decisions on its behalf? Using optimisation has a number of advantages. The first is to the CSP; where a CSP 
can reduce resource consumption of tenants.  They then have additional resources that can be offered to new 
or existing tenants. This results in more usage and ultimately more revenue. From the tenant’s perspective, it 
reduces the costs associated with their deployments and also takes away certain planning and management 
tasks that often require skills of capacity planning. From a perspective of portability, the service instance 
owner can always extract the service instance graph that would contain the actual RI sizes. 

3.4.4.1 In relation to MCN 
With the concept outlined above, here we answer the more technical aspect of how this can be realised within 
MCN. In MCN, a complete service instance is represented by related RIs. Essentially, these RIs provide the 
means to exercise arbitrary workloads. A service template graph is presented to the CC by the SO. The STG 
contains all required RIs and each are assigned various properties. One of these properties can be the 
“optimise workload” property. The CC will then deploy and provision the required RIs. The parameters for 
each RI are passed to the relative service provider. In the case of a CSP and the compute service type, on 
receipt of the request to instantiate the compute RI with the workload optimisation set the CSP begins to 
monitor the compute RI’s performance metrics. Then over a specific period of time the compute RI and its 
workload is monitored. 

The monitoring system in the general case can be any monitoring system that feeds a decision system. In the 
case of MCN the ideal scenario is that the monitoring capabilities are provided by the MaaS, while the 
decision system is provided by the AaaS (task 3.3). 

Should the CSP decide that the resources allocated to the compute RI are too much, it is marked to be down-
sized. The inverse is equally applicable, however the tenant will be charged additionally. The decision is 
carried out directly by a component of the monitoring system. In the case of MCN, the AaaS drives this 
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decision. Either the monitoring system component or the AaaS client process running as part of CSP 
management then records the action in the infrastructure management database (IMDB) of the CSP. The 
CSP’s scheduler then periodically checks the IMDB for compute RIs to be resized. Should one require 
resizing, the scheduler issues the request to the respective physical host machine where the compute RI is 
located. 

There are two ways resizing can be carried out. The first and the most simple is to resize the compute RI. This 
is something that can be easily accomplished in OpenStack and also in Amazon EC2. The second more 
complicated resize could be where the compute RI virtualisation technology is changed. For example a 
compute RI can be implemented using hypervisor technology and could then be migrated and resized to OS 
container virtualisation technology. Such decisions are very much specific to the CSP and what virtualisation 
technologies they wish to support. From the perspective of supporting multiple technologies, SmartOS (see 
section 3.4.5) makes an interesting choice as it supports both OS container and hypervisor technology by 
default. 

Reporting on the results of the CSP workload optimisation actions will be evident in two fashions: 

Inspection of the individual RIs. The default inspector of such information will be the responsible SO 
managing the service instance. The SO has access to all related management interfaces and through these the 
SO can ascertain the current sizing of each RI. 

Inspection of the costs provided by the RCBaaS (task 5.4) will show the cost savings made by enabling the 
CSP workload optimisation. The actual details of this have yet to be discussed with task 5.4. 

It should be that the functionality to optimise workloads would be CSP specific, however this capability can 
be discovered by retrieving the service description that is registered at the CC. 

Scheduler optimisation can also be related to dynamic workload placement (will potentially require live 
migrations). 

3.4.4.2 GFLOPs test 
In task 3.5 much of the work is close to the end user equipment and is extremely performance sensitive, 
especially to latency. High latencies essentially mean dropped calls for the owner of the UE. If task 3.5 work 
is to run successfully upon cloud infrastructure, we need to be able to show that typical performance of 
specialised hardware used today by telcos can be supported by cloud infrastructure. Task 3.5 has reported that 
hardware has well known GFLOPs requirements. Given the RANaaS requirements of 76.8 GFLOPs, the Intel 
Optimized Linpack benchmark suite has been used on a standard OpenStack installation to calculate the 
GFLOPs available in a VM. The hardware used for these benchmarks are seven COTS Lynx CALLEO 
Application Server 1240 with dual Intel Xeon E5620 CPU and 8x 8 GB DDR3 SDRAM @ 1333 MHz. The 
table below summarises the results of the benchmarks. 

Table 6 Summary of test results 

OpenStack Nova Instance Flavour GFLOPs (avg min - avg max) 

m1.small (1 VCPU, 2GB RAM) 7.92 - 9.74 

m1.medium (2 VCPU, 4GB RAM) 14.38 - 19.26 

m1.xlarge (8 VCPU, 16GB RAM) 21.07 - 72.01 

m1.xxlarge (12 VCPU, 32GB RAM) 34.06 - 67.88 
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3.4.5 SmartOS 
SmartOS is an open source type 1 hypervisor platform based on Illumos, a descendant of OpenSolaris, and 
developed by Joyent. SmartOS is a live operating system, meaning that it can be booted via PXE, USB or an 
ISO image, and runs entirely from memory, leaving the full space on the local disk to be used for virtual 
machines. This type of architecture makes SmartOS very secure, easy to upgrade and recover. Thanks to the 
Illumos inheritance, SmartOS presents a set of features that address these needs and make it a perfect 
candidate as a truly Cloud OS. 

3.4.5.1 OS Virtualization: Containers and KVM 
SmartOS offers two types of OS virtualization: 

 Container-based virtualization. A container is the combination of resource controls and Solaris zones, 
providing a lightweight virtualization solution and a complete and secure user space environment on a 
single global kernel. One interesting aspect of containers is that they can easily scale vertically, 
something that is more difficult with KVM virtualisation. 

 KVM virtual machines: KVM virtual machines provide a solution for running a variety of guest OS's, 
including Linux and Windows, in a full, hardware-assisted virtualization. KVM images on SmartOS 
run as a process inside of a zone. 

3.4.5.2 Storage: ZFS and I/O throttling 
ZFS combines file system and logical volume manager in a single feature. Key characteristics of ZFS are fast 
file system creation - allowing to add new tenants almost instantly - and data integrity guarantee. ZFS also 
includes storage pools - that simplify the task of expanding storage capacity - copy-on-write snapshot creation 
and snapshot cloning - allowing fast and reliable backup and cloning of virtual machines. Joyent further 
extended SmartOS adding disk I/O throttling. This feature, particularly interesting for a Cloud OS, overcomes 
a drawback in classic Solaris where a zone or application could effectively monopolize access to local storage, 
causing performance degradation for other applications or zones. With this new feature all zones/applications 
are ensured to get a reliable turn at reading/writing to disk. When a system is under heavy load from multiple 
tenants disk I/O throttling comes into effect, while during quiet time, tenants can enjoy faster I/O without 
affecting other users. 

3.4.5.3 Network Virtualization: Crossbow 
SmartOS makes use of Crossbow to provide a network virtualisation layer. Crossbow is fully integrated with 
the virtual machine administration tool of SmartOS, i.e. vmadm, and allows each virtual machine to get up to 
32 virtual network interfaces (VNICs). But with this ability to offer so many VNICs, how can we supply 
sufficient bandwidth? As SmartOS is a Solaris derivative it can leverage advanced networking features such 
as multipath IP (IPMP) something that has only recently been implemented as an experimental feature of the 
Linux kernel. Operating at a lower level, at the data link level, SmartOS has the possibility of levering data 
link multi-pathing (DLMP), which is close to trunk aggregation. 

3.4.5.4 Observability: DTrace 
DTrace is a performance analysis tool included by default in different operating system, amongst them 
Illumos and Solaris and therefore SmartOS. DTrace, short for Dynamic Tracing, can instrument code by 
modifying a program after it has been loaded into memory. DTrace is not limited to use with user-space 
application, but can be used to inspect the OS kernel and device drivers. SmartOS inherits zones from Solaris, 
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a zone acting as a complete separate server within a single OS instance. In SmartOS, DTrace can be used to 
analyse and troubleshoot issues across all zones in a server or within an entire data centre. 

3.4.5.5 Resource control 
Resource control is an essential part of the Container-based virtualization. In SmartOS there are two methods 
to control resource consumption: fair share scheduler and CPU capping. Fair share scheduler allows the 
administrator to set a minimum guaranteed share of CPU, to ensure that all zones get the fair share of CPU 
when the system is busy. CPU capping sets a limit on the amount of CPU that a particular user will get. In 
addition to these two methods, Joyent added a CPU bursting feature that let administrators define a base level 
of CPU usage and an upper bound and also limit how much time a zone can burst. 

3.4.5.6 Reliability 
SmartOS offers Fault Management (FMA) and Service Management Facility (SMF) that makes it more 
reliable. The Fault Management feature helps detect, report and diagnose any fault or defect that can occur on 
a SmartOS system. The Service Management Facility (SMF), another feature SmartOS inherits from Solaris, 
introduces dependencies between services - meaning that the system will ensure that all services a particular 
service depends on are up and running before starting it, parallel starting and automatic restart upon failure to 
allow fast booting time and service recovery, and delegation of services to non-root users to limit the 
privileges of a certain service. Complementing these is the ability of highly available load balancing with the 
virtual router redundancy protocol (VRRP). This is an additional feature that needs to be installed on 
SmartOS, yet it provides a means to implement hot-failover via virtual IP sharing. This is very similar to the 
combination of pacemaker and corosync. 

3.4.6 Admission Control Algorithms for MCN 
Nowadays, more and more distributed applications are being provided in the cloud as a composition of 
virtualized services. Each service is deployed as a set of virtualized resources, i.e. Virtual Machines (VMs), 
which are activated according to their workflow pattern each time a request arrives from the end users. The 
use of virtualization techniques allows for the seamless allocation of each component of the distributed service 
inside the cloud. It also makes easier the process of horizontal elasticity, i.e. adding/removing extra duplicate 
VMs for each component during runtime to maintain a certain level of performance for the overall service 
when there are variations in the workload. 

As the utilization of the cloud approaches its capacity, some deployments may not be accepted in the cloud. 
The problem of resources provisioning and dynamic placement of deployments has received a great deal of 
attention over the years. Apart from the resource requirements, when allocating a set of services within a 
cloud, this problem needs to be solved by optimizing proper metrics that express the goodness of the found 
allocation. From the Infrastructure Provider’s perspective, such metrics are significant for the cost of each 
allocation solution. However, apart from the cost, nowadays an IP’s business policy may include other factors 
such as the risk of collaborating with a given Service Provider (SP), as well as other factors that relate to the 
cloud resources, such as how eco-efficient a given host is as compared to the others. For example, given a 
profit-driven IP, in some cases it may be more lucrative to admit a highly profitable service even under the 
risk of jeopardizing existing less profitable ones. Likewise, given a very conservative IP and two services 
competing for the same resources, the less profitable service of the two may be accepted in the cloud, if it is 
sufficiently less risky than the other one. 

At admission control time, and in order to provide strong performance guarantees, IP must consider not only 
the basic computational and networking requirements but also the extra ones that may be needed to be added 
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at runtime, defined as elastic requirements. In many cases, the elastic requirements may be quite large 
compared to the basic ones. For example, given a service with a high expected variability in the number of 
users, the number of VMs that may need to be deployed at runtime may significantly vary over time, in order 
to meet the agreed quality of service (QoS) level for the users. Therefore the elastic requirements play a 
significant role in the cost of hosting the service, and the IP has a strong interest in investigating the 
possibility of reducing the resources that need to be booked for elasticity reasons when accepting the service. 
However, at the same time, such an approach may increase the possibility of deviating from the agreed (QoS) 
level, and the imposed penalties may as well outgain its advantages. 

We address admission control and resource allocating problems in two scenarios: the basic problem and the 
elastic cloud service. In the former case, each service requires specific resources and the resources are 
allocated to provide as many services as possible (Konstanteli et al. 2012). Such a problem can be cast as a 
conventional bin-packing problem can solved by linear programming. The latter case focuses on elasticity and 
tackles the problem of optimum allocation of distributed services on virtualized resources by incorporating a 
probabilistic approach in terms of availability guarantees. The optimization model relies on the actual 
probabilities of requiring extra computational and networking capacity for the services, which are 
incorporated into the admission control test, allowing to reduce the physical resources that are required for 
elasticity reasons. For the full report, see appendix B.4. 

3.5 Relationship to other tasks 
Task 3.2 has the following relationships with other tasks. This is namely task 3.3 for the Monitoring-as-a-
Service and Analytics-as-a-Service. 

3.5.1 Analytics-as-a-Service 
The Analytics-as-a-Service will be detailed in Section 8.3. It has a close relationship with the MaaS as it 
allows the analysis of metrics coming from the overall system.  

As detailed in section 3.2.1 the Methodology used in this project requires for the knowledge of metrics from 
different kind of resources. The gathering of these metrics can be realized using the MaaS. The deep analysis 
of these values could be realized using the Analytics-as-a-Service. This would then allow performance 
engineers to get an understanding of not only the metrics but also the relationship between the metrics. This 
relationship can also show if performance of the MCN service degrades over time. Next to degradation, 
workload characteristics can be identified and used for feature enhancements of the services itself. This can be 
done by using certain Hypervisor configurations, someone which are described in Section 3.4.1, storage 
optimizations outlined in Section 3.4.2, or by using optimal placement of the Service Instance Components. 

The metrics stored in the MaaS also reflect a certain usage of the resources monitored. This usage records can 
be used to further investigating with the Admission Control Algorithms described in Section 3.4.6. 

What this shows it that the Analytics-as-a-Service shows the connection between task 3.2 and task 3.3 where 
this Service is further detailed. The strong link and the use cases described here lead to the more detailed 
investigation of Performance related topics and the Analytics-as-a-Service in the next project phase.  

3.5.2 Monitoring the performance of cloud infrastructure  
We have evaluated a number of third party tools available for monitoring the performance of cloud 
infrastructures. Using these tools we can monitor the performance of the various infrastructural components in 
the cloud, such as: virtual machines, storage and the network. From here, we can drill down to further 
examine the performance of individual resources such as CPU and RAM. However, there are many other 
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factors, which can affect performance including the number of virtual machines, hypervisor settings, network 
configurations and hardware specifications. The various resource interdependencies and interactions between 
components can also affect performance and add complexity to performance analysis. 

The evaluation of Performance monitoring, as detailed in appendix B.6, was contributed to the task 3.3 and 
also influenced the design decisions – and therefore – the specification of the MaaS. 

3.5.3 CloudController 
The role of task 3.2 will be extended in the next project phase to offer input into what resources are 
provisioned and how the Cloud Controller can be utilized to provision the appropriate resources matched 
against the performance requirements of the End User. This will result in a relationship between the two 
corresponding tasks. Whereas task 3.2 will offer out performance enhanced infrastructures, task 3.4 needs to 
be able to select the most appropriate type of performance enhanced resources for the deployment of the SICs. 
Figure 22 shows a very high-level overview of this. 

 
Figure 22 Workload Placement 

When SICs are deployed, the performance requirements they have, need to be met by the (virtual) resource 
they are deployed upon. The CC therefore needs to have a certain degree of knowledge about the performance 
enhancements in place. Eventually high-level performance requirements need to be exposed in the STG so the 
CC can do a correct workload placement. 

3.6 Conclusions and future work 
We have outlined in this section, the work carried out so far by task 3.2 with reference to the original DoW. 
We show how a roadmap was developed in accordance with the DoW and used to plot short, middle and long-
term goals, each of which have been documented within this deliverable.  

We have documented the feedback received from each of the five MCN Services with regard to their 
performance requirements. A summary of each Service along with the respective requirements and 
preferences for operating systems and hypervisors has been provided. We have outlined how this can be used 
as a basis for workload characterisation. We have established a methodology and looked into a number of 
tools for performance analysis that could be beneficial to the project. Initial performance tests have been 
undertaken. The results will be used in the next project phase when deeper analyses of workload specific 
performance will be undertaken. Performance optimisation has been covered, with particular focus on 
hypervisor setting, storage optimisation, network optimisation and workload specific optimisation. We have 
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highlighted relationships with other tasks and how our work can inform them, for example how Admission 
Control Algorithms can be used in the development of the Analytics-as-a-Service.  

As we enter into year two of the project, we plan further engagement with other tasks, with particular respect 
to MCN Services and support services, for which we can base further work. We will begin by establishing 
more clearly the networking requirements within the context of the project to help develop network I/O 
settings that match different workload scenarios. This will lead us to delve deeper into storage and network 
optimisation. The aim will be to show specific working examples, which may influence decisions made within 
task 3.1. This will help define measurable differences in performance between a public cloud environments 
that takes advantage of particular SDN technologies as opposed to one that doesn’t. We will drill-down deeper 
to document the potential benefits of using all-SSD storage integrated with affinity-driven networking using 
CloudSigma’s current experiences with the integration of SSD with SDN technology. This will provide the 
project with insight into a working commercial example and could be used as a yardstick for work into the 
integration of OpenFlow. This will lead to more workload specific testing, some of which will be specific to 
networking challenges. Future work could focus on bringing expertise in stack performance optimisation from 
MCN partners to OpenStack. Seeing as OpenStack’s architecture is highly modular, MCN specific OpenStack 
components could be developed, closely matching MCN service SLA requirements. These would extend or 
completely override the default OpenStack modules. The next project phase will also see more collaboration 
between task 3.2 and task 3.3 as we attempt to integrate the work done in developing Monitoring-as-a-Service 
and Analytics-as-a-Service. This will offer the chance to define and integrate real-time performance 
dashboards as stated in the DoW.  This work will also require interaction with task 5.3 as a more interactive 
end-to-end SLA management system is developed.  

In summary, the work undertaken within task 3.2 will continue to provide a comparative view of the different 
virtualization possibilities and foundational infrastructural resources to meet the performance requirements 
needed to deliver fully virtualized MCN end-to-end services.   
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4 Common Monitoring Management System 
The following sections describe the contributions from task 3.3, entitled “Common Monitoring Management 
System”. 

4.1 Introduction 
This task will focus on the design, implementation and test of monitoring mechanisms, from the low-level 
resources to the high-level services, across the four different domains: radio access network, mobile core 
network and data centre. At the time of writing the deliverable, we have decided to exclude parts of this 
deliverable with less novel contributions such as related work and taxonomy to the appendix C1. 

This document also outlines the requirements and metrics for a monitoring system within the MCN project. 
The Common Monitoring Management System (CMMS) is described and specified as a main contribution of 
task 3.3 within this document. The dynamic instantiation of the CMMS is illustrated in the form of 
Monitoring-as-a-Service (MaaS) within MCN. All life cycle stages are presented within this document, too. 
Analytics-as-a-Service (AaaS) is presented as one example consumer of monitoring data. AaaS is further 
detailed in section 7.3. Finally a summary and outlook on future work of this task within MCN is outlined. 

4.1.1 Problem description  
According to the DoW of MCN, task 3.3 is devoted “To provide monitoring facilities for extraction, pre-
processing, distribution, storage, analysis and notification of metrics such that higher-level services can utilize 
these facilities to enable adaptive platform services (such as SLAs; task 5.3 and the Follow-Me concept; task 
5.2), where certain guarantees and service quality (QoS) and/or experience (QoE) must be maintained (task 
3.3).” 
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Figure 23 Overview of four monitoring domains and the MCN project 

The goal of the monitoring system is to extract different monitoring data out of several domains of the MCN 
architecture referred to in Figure 23. The four domains and the related elements are the following: 

Domain A – represents all the elements within the RAN, also known as the Access Network Infrastructure.   

Domain B – the various virtual and non-virtual nodes that are part of the Mobile Core Network. 

Domain C – constitutes the Cloud Datacenter Infrastructure and the Network Infrastructure. The virtual 
network infrastructure that may be spanned through various datacenters is included in this domain. The 
Network Infrastructure represents the services deployed in network operator’s infrastructures, Connectivity-
as-a-Service.  

Domain D – this category comprehends all the remaining services that are related to the MCN, it is within the 
IMS: OSS and BSS. 

It should be stated that the in here presented monitoring approach is able to capture monitoring data out of 
several federated domains in parallel. No limitation to only one domain is envisioned.  

4.1.2 Objectives 
This section will highlight the main objectives as hinted in the Description of Work (DoW 2012 p. 53) to 
highlight how the design and specification of the Monitoring System for MCN was motivated. “The main 
objective of the monitoring service of task 3.3 is the resource monitoring across the different domains: radio 
access network, mobile core network and data centre.” This paragraph outlines the objectives taken from the 
DoW. Within this task on monitoring, subtasks have been formulated as goals: 

 Firstly, “monitoring should provide metrics for assuring the health and the performance of the 
MobileCloud infrastructure.” 
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 Secondly, “monitoring should support the creation of metric and context-based information 
(notifications/events) to be used to support adaptive life-cycle functionality […]”, which is identified 
in MCN project by using a questionnaire among the MCN Services. 

 “Essential and fundamental intelligent fault tolerance mechanisms […]” will be included in the design 
of the monitoring system. The support of several metrics by the monitoring system requires “domain 
specific logic” (e.g. domain logic required in task 3.5, task 4.3, task 5.1 or task 5.2).  

 In turn, the monitoring system is able to extract monitoring data from different sources and exposes 
them over a unified interface towards external MCN components. These MCN services can be 
Analytics-as-a-Service, SO decisions part, etc. 

 Interfaces between the monitoring system and other MCN services components will be specified, 
defined and integrated.  

One additional aim is “to influence and contribute to cloud standards such as OCCI”. Therefore, partners of 
the MCN consortium are investigating OCCI working groups to explore the potential for contributions from 
MCN in OCCI. 

4.1.3 Monitoring requirements identification 
This section presents the requirements identified for the MCN Common Monitoring Management System 
(CMMS) and the MaaS. The monitoring requirements have been defined as common metrics. Such metrics 
might be service specific, but can be used by other MCN services, too. MaaS is a service of category support 
defined within the MCN framework that collects the different monitoring information relevant for a specific 
MCN service and exposes them to the single components (functional entities or other support services) of the 
end-to-end service. This approach enables the usage of the different types of monitoring data during the MCN 
service runtime in support of OSS/BSS features, like SLA validation or Rating, Charging and Billing 
functions and, on the other hand, in support of the enhanced functionalities provided by the MCN platform, 
like automated service elasticity, mobility predictions, VMs and contents migrations. 

Two main categories of monitoring requirements have been identified:  

 Cross-service requirements, related to generic monitoring functionalities, features and interfaces to be 
supported independently on the specific MCN service. 

 Per-service requirements, related to a specific MCN Service, and mainly focused on the metrics and 
parameters to be monitored and provided to the other service components. 

Section 4.1.3.1 provides the specification of the cross-service requirements, while the per-service 
requirements are described in the next sections, for each reference domain. The collection of the per-service 
requirement has involved the active participation of the service owners: for each MCN service, a 
questionnaire has been filled with the list of relevant metrics, their description, the component generating the 
values and measurements for each metric and the consumer. 

4.1.3.1 Overview  
This section describes the cross-service requirements identified for the CMMS and the Monitoring-as-a-
Service, considered as a support service of an end-to-end MCN service. These requirements are fully 
independent of the specific parameters to be collected or the specific infrastructure domain or service to be 
monitored. 
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Table 7 Cross-Service monitoring requirements 

Cross-service monitoring requirements 

Requirement 
ID 

Requirement 
Name 

Requirement Description Priority 
Level 

MON_01 Monitoring 
sources 

The MCN monitoring service must be able to support a variety 
of monitoring sources. Both infrastructure and service level 
monitoring information must be supported. At the 
infrastructure level, parameters describing resource usage and 
infrastructure status should be considered both for data centres 
and network (RAN and core). At the MCN service level, the 
monitoring system must be able to support parameters related 
to the end-to-end service, as well as parameters related to the 
single service components. 

Mandatory 

MON_02 Unified 
interface 

The MCN monitoring service must expose a unified interface 
towards the consumers of the monitoring data. This interface 
must be independent of the specific protocols, parameters and 
semantics adopted by the different 
systems/components/services to be monitored. 

Mandatory 

MON_03 Multiple 
consumers 

The MCN monitoring service must be usable from a variety of 
consumers, without any major degradation of performance. 

Mandatory 

MON_04 Polling 
mechanisms 

The MCN monitoring service must be able to provide 
monitoring data following a polling mechanism 
(queries/replies). 

Mandatory 

MON_05 Asynchronous 
notification 
mechanisms 

The MCN monitoring service must be able to provide 
monitoring data following subscription/notification 
mechanisms, where the consumer can specify the type of data 
to be received, the time interval for periodical notifications or 
the threshold(s) for alert notifications. 

Mandatory 

MON_06 Scalability The MCN monitoring service must be able to automatically 
scale up and down, depending on the amount of monitoring 
data to be retrieved, processed and stored, exploiting the 
elasticity characteristics of the cloud services.  

Preferred 

MON_07 Extendibility The MCN monitoring service must be easily extendable to 
further monitoring sources, without any major change in the 
architecture. 

Preferred 

MON_08 Integration in 
MCN services 

The MCN monitoring service must be easily integrated with 
MCN services as a support service. It must be able to interact 
with the other components of an MCN service, both in terms 
of monitoring sources and consumers.  

Mandatory 
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4.1.3.2 Per-service requirements 
After defining the general high-level requirements out of the MCN end-to-end use case scenario, the detailed 
and service specific requirements have been identified. In order to interview all MCN Service owners 
(responsible partners for a service), a questionnaire has been formulated for identifying the component and 
metric that is required to be monitored as well as the consumer of the monitoring data. 

The following list of requirements has been derived out of the requirements questionnaire document: 

Table 8 Per service monitoring requirements 

Component / 
Source 

task Metric Description Consumer 

Virtual 
machine 

task 2.3 CPU value Average of the CPU 
usage 

SM 

VM task 
4.2/4.3 

CPU, RAM, Storage usage 
BW/network card 

Current cloud resources 
used 

EPCaaS 

HSS / MME task 
4.2/4.3 

End-user location (tracking ID, cellID) 
real-time and history data 

 EPCaaS 

VM task 
4.2/4.3 

BW/interface  EPCaaS 

HSS task 
4.2/4.3 

Number of IP addresses allocated per 
user 

 EPCaaS 

HSS/EPC 
Components 

task 
4.2/4.3 

Number of users, active users, idle 
users per MME 

 EPCaaS 

PGW/PCRF  Number of active PDN connections  EPCaaS 

4.2 Monitoring-as-a-Service reference architecture model, concepts and 
information flows 

This section outlines the CMMS in a general overview, architecture and reference points. 

4.2.1 General concepts 
The Common Monitoring Management System (CMMS) will have a twofold objective. Firstly, providing 
metrics for assuring the health and the performance of the MobileCloud infrastructure, and secondly 
supporting the creation of metric and context-based information (notifications/events) to be used to support 
adaptive life-cycle functionality. The task will follow an approach of extract, pre-process, distribute, store, 
analyze and notify, based on resource specific metrics as depicted in Figure 24. 
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Figure 24 General concept of monitoring and relations 

Monitoring is used in parallel with other MCN Services in order to measure specific system parameters 
(metrics). Therefore monitoring is characterized as a supporting service next to atomic and MCN Services. 

The monitoring system should be capable of collecting metrics from different systems and on different levels. 
The main idea is to be able to collect data from the 'access' level all the way up to the 'application' level. In 
doing so the monitoring system will allow other services (through monitoring consumption) to get a complete 
overview. 

4.2.2 Common Monitoring Management System Reference Architecture 
Herein is presented the architecture reference model for the CMMS. The core of the CMMS architecture is 
composed by three components: the Frontend, the Metric Storage and the Aggregator component. 
Furthermore, distributed monitoring agents are connected to the overall CMMS architecture over well-defined 
interfaces. Figure 25 shows the CMMS architecture (core and monitoring agents) and the entities that interact 
with it.  
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Figure 25 Common Monitoring Management System Architecture 

These entities are SM, SO and CC as well as Monitoring Consumers and the Monitoring Agents. The 
Frontend provides interfaces to the administrating instances (SM, SO and CC) and to the Monitoring 
Consumer. The SM, SO and CC uses the Frontend for configuration purposes while the Monitoring Consumer 
uses it to retrieve monitoring data. As to the Metric Storage, it is the component responsible for storing the 
collected metrics, while the Aggregator is the entry point for the monitoring data provided by the Monitoring 
Agents. 

4.2.3 High level Functions 
The following sections hold the description of the high-level functions. 

4.2.3.1 Monitoring Information Delivery 
The CMMS needs to provide highly adaptable mechanisms for the delivery of monitoring information. It 
needs to be able to simultaneously provide information to a broad set of monitoring consumers (e.g. SLA, 
RCB, SO, Analytics). These consumers might have different requirements, for example: the type of delivery 
(e.g. push or pull); have triggered events (e.g. resource capacity reached 90%); information might be 
grouped/aggregated following different parameters. 

4.2.4 Functional Elements 
The following section hold the descriptions of the functional element. 
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4.2.4.1 Non-Service Specific 
This section describes the functionalities of the common functional elements with reference to the CMMS. It 
should be noted that the following elements are related not to the CMMS service itself, but to the entity that is 
using the CMMS.  

This section describes the functionalities of the common functional elements with reference to the CMMS and 
MaaS. It should be noted that the following elements are related not to the MaaS or CMMS service itself, but 
to the entity that is using Monitoring Services.  

Monitoring Consumer: Monitoring Consumer are the entities that use the Frontend interface to retrieve the 
metrics provided by the CMMS. An example of monitoring consumer is the SLA service (described in details 
in D5.1 (D5.1 2013)), which needs to collect monitoring information about the MCN service instances in 
order to validate the SLAs associated to the service and verify that its performances are compliant with the 
QoS metrics negotiated between customer and provider. In order to allow the gathering of monitoring data, 
dedicated SLA Agents are deployed and provisioned on-demand for each MCN service instance and used 
during the service runtime to continuously collect the required monitoring data from the monitoring service. 
Such data are then aggregated in case of composite services and further elaborated within the SLA 
management system according to specific SLA rules. This approach allows to evaluate the QoS delivered for 
the entire end-to-end service and produce suitable notifications in case of SLA violations. 

Monitoring Agents: The Monitoring Agents have three main tasks, the collection, processing and exposure 
of monitoring data. The first step, the collection, is where all the raw monitoring data is generated by closely 
tracking the monitoring targets. The processing will normalize the raw data according to the specific metric 
registration within the Aggregator. The following step will be the exposure of the monitoring data by 
delivering it to Aggregator.   

4.2.4.2 Service Specific 
As described earlier, the MaaS is composed by a three main macro-components: (1) the CMMS core and (2) 
multiple distributed Monitoring Agents instantiated on-demand during the provisioning of the services and (3) 
CC, SM and SO as service specific control and management components. This section describes the internal 
functional modules of the MaaS, the core CMMS components and the functions of the Monitoring Agents. 
System administrating tasks is the role assumed by SO and the CC entities when administering, configuring 
and managing MaaS. 

Service Manager: The SM interfaces the SO and CC. The CC instantiates the MaaS SO initially once 
required. 

Cloud Controller: The CC manages the physical resources and instantiates the CMMS on behalf of the SO 
and returns its endpoint towards the SO. When the CC is deploying an MCN service with monitoring 
capabilities, we assume that MCN Service have Monitoring Agents functionalities included, otherwise the CC 
will be in charge of deploying the Monitoring Agents within the service components. 

Service Orchestrator: The SO manages and configures the CMMS. The SO, who knows the service 
dependencies and requirements, uses the Frontend interface of the CMMS to configure it for the specific 
service it is orchestrating. It will also interact with the Frontend to acquire the necessary information for the 
configuration of the Monitoring Agents. During the CMMS runtime the SO might need to adjust the 
monitoring system to changes in the MCN Service. 

Frontend: The Frontend of the CMMS provides an abstraction layer between the CMMS internals and the 
Monitoring Consumer. Monitoring consumers will use the Frontend to interact with the CMMS through well-
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defined interfaces. This interaction can be for configuration of the CMMS or for the retrieval of monitoring 
data. The Frontend must expose all the necessary commands for the monitoring consumer to configure and 
manage his monitoring service. Using the Frontend, it is possible to configure the metrics available, which are 
dependent of the monitoring agents, and its granularity. Although all possible configurations and actions are 
available in the Frontend, some level of abstraction will be provided regarding the actual provisioning of the 
service. Besides the configuration, the Frontend is also in charge of delivering monitoring data. The delivery 
can be made using one or more of the following methods: 

 Polling – the monitoring consumer will query the CMMS through a unique endpoint assigned for this 
service. The query can either be synchronous or asynchronous. 

 Delivery – the SO informs the CMMS of the endpoint where he wants the monitoring data delivered. 
The Frontend will use this endpoint to deliver the data, which can be in real-time or synchronous.  

 Trigger – for specific systems, the SO may require a service which is alarm based. He can use the 
Frontend to configure the conditions that will trigger these alarms. 

Metric Storage: The Metric Storage is the entity that ensures that all the monitoring data is made persistent, 
e.g. within a Database. Due to the heterogeneity of the monitoring sources and agents some type of 
normalization must be made before storing it. The database that composes the Metric Storage component may 
be provided by a supporting service, DBaaS.  

Aggregator: All the monitoring data generated by the Monitoring Sources will be stored in the Metric 
Storage using the Aggregator component. Although the complete analysis of the data will be performed by the 
monitoring consumer, the Aggregator will make some processing of the raw data before being store in the 
Metric Storage. The role of the analysis at this level is more focused on common and generalized algorithms 
to summarize and consolidate information from multiple sources. This component can be seen as an interface 
which enables the fast storage of metrics. 

4.2.5 Reference Points 
In this section the reference points are presented for the CMMS core towards other entities as depicted in 
Table 9 CMMS Reference Points. This is a preliminary definition of the reference points. In the upcoming 
year these will be further detailed, including their primitives, as well as the internal reference points. 

Table 9 CMMS Reference Points 

Reference Point Functional Definition CMMS 
Component 

External entity 

Monitoring::CMMS.SM The MCN EEU requests or 
disposes MaaS 

Frontend MCN EEU 

Monitoring::CMMS.SO Provides means to: obtain the 
list of metrics available from 
the CMMS; obtain the 
running configuration from 
the CMMS (e.g.: obtain the 
endpoint of the Aggregation 
component); configure the 
CMMS. 

Frontend Maas CC 
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Monitoring::CMMS.CC Instantiates the CMMS.SO 
and deploys the CMMS 

Frontend MaaS SO 

Monitoring::CMMS.SI.Consumer Provides the delivery of 
monitoring data to the 
monitoring consumer. 

Frontend Monitoring 
Consumer 

Monitoring::CMMS.SI.Aggregator Provides: means to register 
new types of metrics (e.g. 
configure data formats, 
delivery systems); the inbox 
to receive the metrics from the 
monitoring agents. 

Aggregator Monitoring Agent 

 

Moreover, it is shown how a standardized interface, in this case OCCI, can be used to support these reference 
points as described in the next section. 

4.2.5.1 Using standardized interfaces 
The Open Cloud Computing Interface is an API and Protocol for managing Cloud resources. It has been 
developed as a standard API under the umbrella of the Open Grid Forum. Initially designed to deal with IaaS 
based resources it can be extended to deal with other resource types as well (Nyren et al. 2011). 

Next to the management of resources it is key that the resources under control, of an OCCI compliant 
interface, should be Monitorable as well. Therefore the OCCI working group is currently working on 
extending the OCCI standard with Monitoring capabilities.  

These Monitoring capabilities can be used in the context of the MaaS in two ways: 

 Southbound: A monitoring extension for OCCI would allow the instrumentation of compute resources 
in an IaaS based cloud which cannot be changed for the MCN project. The data flowing from the 
Cloud Service Provider will be gathered by an Agent not residing in the Cloud Service Provider 
premises but externally. This Agent then again can report the metrics back to a MaaS instance. 

 Northbound: Next to the interface defined in this task a standardized interface sitting next to the non-
standardized interface will allow for easier abstractions. Different technologies can now be used to 
implement the MaaS and be used in similar ways. For differentiation reasons the ‘proprietary’ 
interface can still be used. Also different Service Providers can now offer out MaaS SIs. 

4.3 Monitoring as a supporting service 
Within the scope of MCN, the MaaS is a supporting service for other MCN Services. MaaS will be used for 
other MCN Services such as EPCaaS, IMSaaS, etc. After presenting the deployment and instantiation of a 
monitoring system in a MCN environment, this section outlines the way other MCN Services make use of the 
MaaS. The individual life-cycle stages are addressed in detail. 

4.3.1 Deployment, provisioning and disposal of MaaS 
A SO from an MCN Service can request a monitoring service at any time during its life-cycle. The service 
request is made to the MaaS SM who will order the CC to deploy the MaaS SO; the latter is in charge of 
provisioning the service. The service itself uses the same CMMS architecture shown in the previous section.  
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The MaaS SM, which is the logical entity that provides an external interface to the administrator of a 
monitoring consumer, responds to the service request with the endpoint the administrator can use to configure 
the SI. 

 
Figure 26 Monitoring-as-a-Service Deployment and Provisioning 

Since the monitoring agents are external to the SI, they are deployed with the MCN SI since they are part of it. 
The MCN Service that requests the monitoring system is in charge of provisioning the monitoring agents, the 
SO can obtain from the Frontend the necessary information to configure them, e.g. obtain the endpoint for the 
Aggregation component. 
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Figure 27 Monitoring-as-a-Service Disposal 

Monitoring within the MCN architecture is defined as a supporting service for MCN Service (namely MaaS), 
which can be requested by other MCN Services. In order to make use of MaaS, other MCN SO have to 
instantiate a CMMS instance per tenant. Figure 26 and Figure 27 describe how CMMS is requested by a MCN 
Service, in which way the CMMS is exposed as MaaS and how MaaS/CMMS is disposed finally. 

4.3.2 MaaS interactions with other MCN Services 
In this section the different life-cycle stages for using a MaaS SI are shown. These are general procedures to 
be executed during the specific phase of a SI lifetime. All the life-cycle stages are independent from the 
specific MaaS instances to be provisioned. 

4.3.2.1 Design 
Design issues to be considered: scalability, reliability, manageability, and adaptability. 

 Scalability - The system should scale well with the number of nodes in the system. 

 Reliability - The system should be immune to node and network failures. 

 Manageability - Control over all nodes from a single or several locations 

 Adaptability - System configurations need to be able to adapt to growing/changing systems. 

Develop a distributed setup on whatever solution that might be chosen 

 For example, Zabbix (Zabbix 2013) can be deployed in a distributed setup. Scales well and very 
robust. 

 Different nodes can be used to monitor different apps, processes or servers. 

 Separate nodes can be connected to a single Master server from where they can be configured or 
managed. 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 74 / 255 
 

Two possibilities: 

 The core components of the CMMS are up and running and only the agents are instantiated and 
attached to the components to be monitored 

o Less complexity, but less control for the consumer 

 The core components are instantiated on demand in a specific tenant 

o Better performances, full control, more complexity in the deployment phase 

4.3.2.2 Implementation 
During the implementation phase the different reference components of the monitoring system are 
implemented and provided as baselines to be used during the following deployment phase. During the 
provisioning phase, they will be properly replicated and installed as required for their service-specific 
instantiation and configured to be able to operate in a specific environment. This life-cycle stage is responsible 
for the implementation of the key components of the monitoring system. Although the monitoring agents are 
external to the monitoring service their implementation will also be referred in this section. 

4.3.2.3 Deployment 
The deployment phase comprehends the instantiation process and it is done before the actual system can be 
configured. The procedures present in this life-cycle stage are based on predefined templates, which are sent 
to the provisioning system.  

When a user requests a MCN Service, the monitoring support is implicitly present as part of the Service itself 
or in the service description although it may be explicitly request by the user. The related SO requests from 
the CC the CMMS and the MCN SIC, which includes the monitoring agents. It should be mentioned that the 
monitoring agents are either a) the monitoring agents are part of the service itself and therefore integrated into 
the service or b) external functions and extensions of a SIC. This way the monitoring agents are deployed with 
the MCN SIC. After deploying the MCN Service and CMMS successfully, the management endpoint is 
signaled on from the CC to the SO for the next step namely provisioning. 
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Figure 28 MaaS Deployment life-cycle stage 

4.3.2.4 Provisioning 
With all components already deployed, the SO knows all the necessary dependencies between the monitoring 
system, the MCN Services and is now able to configure the CMMS and the monitoring agents within the SIs 
components.  
 

 
Figure 29 MaaS Provisioning life-cycle stage 

From this point forward, the SO and the User have full control of the monitoring system.  

4.3.2.5 Runtime and Management 
The SO might scale the SIC during Operation and Run-Time Management. Scaling includes adding or 
removing SIC, which is depicted in the following in two separate stages. A trigger to update the service graph 
(add a SIC) is send from the SO to the CC. The CC modifies the infrastructure map accordingly. 
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As a result of the service update a request for data exposure modification may be triggered from the MCN 
Service to the Monitoring Service, which proceeds with a response. 

In contrast to adding a SIC to a MCN Service, the removal might not involve the CC. One reason might be 
that one or multiple Monitoring Agents might be deactivated. Since the SO is aware of the management 
endpoints of the Monitoring Agents, the SO is able to reconfigure the Monitoring Agents directly, without 
involving the CC. 

A response notifies the SO and the CC optionally. 

 
Figure 30 MaaS Runtime Mgmt life-cycle stage 

4.3.2.6 Disposal  
When requested by the User, Administrator, MCN EEU, the SM forwards the disposal request to the SO, 
which notifies the CC to delete the MCN SI or SIC within the infrastructure map. 

The CC notifies the MCN Service and upon receiving its response it also notifies or re-configures the 
Monitoring instance for deletion. 

After having received the response from the Monitoring Service, the CC responds to the SO Response and this 
Response goes through the SM until it reaches the User. 
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Figure 31 MaaS Disposal life-cycle stage 

4.3.3 Cloud Principles for Monitoring in MCN 
The following listing collects some notes on how the MaaS reflects on the basic Cloud Principals defined by 
NIST: 

On-Demand: 

The different components of the monitoring system are provisioned on-demand: Aggregator, Frontend, 
Metric-Storage (e.g. could make use of DBaaS). Moreover, if required, the monitoring agents and adapters 
related to the specific service are also provided on-demand (usually running in the VMs related to the SI 
itself). 

Self-Service 

When requesting a service, the user must be able to specify the monitoring options from a catalogue, including 
the type of information to be monitored. Depending on the user’s choices, the core monitoring system and the 
required monitoring agents and adaptors will be automatically provisioned with the requested capabilities. 

Even if not explicitly specified by the user, a monitoring system providing basic functionalities in support of 
other supporting services (e.g. SLAs, charging, prediction) or the main MCN Service itself must be 
provisioned. 

The user should be able to dynamically request the modification of the monitoring options, e.g. 

 Adding or removing monitoring parameters (--> this could mean add/remove agents), or 

 Increasing/decreasing the granularity and the periodicity of the measurements (--> this could have an 
impact with the requested resources capability), or 
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 Increasing/decreasing the time period for reports about historical data (--> this has an impact mainly 
in terms of storage or DBaaS). 

Elasticity 

The infrastructure elasticity should be able to automatically scale up or down the system depending on the 
amount of the monitoring information generated and stored. The dynamic creation or deletion of monitoring 
agents (and/or adaptors) must be also supported. 

For example, the need to scale up the system can be: 

 The consequence of an explicit user request (e.g. increase the granularity of a monitoring parameter, 
add a new monitoring parameter, increase the period for the availability of historical data), or 

 The consequence of an internal change in the service (e.g. increasing of monitoring data due to a 
failure in the service, or higher number of service requests, etc.) 

Multi-Tenancy 

As a first option, the service can be provided per tenant, with a full dedicated monitoring system instantiated 
for each tenant and without any sharing of system components. 

In alternative, the monitoring service can be also provided sharing a single monitoring core system among 
multiple tenants. However, the distributed monitoring agents should be still provided per tenant. 

Pay-as-you-Go 

How do you charge a service? 

 The service can be directly charged for the amount of monitoring parameters explicitly requested by 
the user. 

 The cost of the monitoring service as a pure supporting service should be considered as part of the 
main MCN service cost. 

What technical interfaces are needed to OSSaaS, Monitoring, Rating Charging Billing and AAA? 

 Interface between MaaS and SLA system for SLA validation during service runtime 

 Interface between MaaS and RCB to provide monitoring parameters for service charging 

4.4 Deployment examples 
This section outlines two deployment examples of existing monitoring solutions. First Ceilometer is 
explained, followed by Zabbix exemplarily. 

4.4.1 Ceilometer 
Figure 32 shows an OpenStack deployment scenario with the positioning of the different components of the 
Ceilometer (Ceilometer 2013) module (details on the Ceilometer functional architecture are available in 
section C.1.1.2).  
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Figure 32 OpenStack deployment with Ceilometer 

In this scenario we consider a simple data centre composed of three servers (the Compute Nodes) hosting the 
VMs and interconnected through a network with an OpenFlow switch. A Nova Agent and a Ceilometer 
Compute Agent are installed on each Compute Node to get resource utilization statistics.  

The data centre network is managed through a Floodlight (Floodlight 2013) controller installed on a dedicated 
server (the OpenFlow Controller). The overall management of the data centre is performed through a 
centralized server (the Cloud Management Server), where the different components of OpenStack are 
installed, in particular Nova, Glance, Swift, Cinder, Horizon, Ceilometer and Neutron, properly configured 
with the Floodlight plugin. Keystone has been installed on a further server, the AAA server. 

In this example, all the Ceilometer modules apart from the Compute Agents (i.e. the Central Agent, the 
Collector, the Data Store, and the API Server) are installed in the centralized Cloud Management Server and 
they are configured so that the metering data are stored into the collector database (the Mongo DB in this 
case).  

The most updated list of the metering data that can be collected through Ceilometer is reported on the 
Ceilometer development wiki page (Ceilometer 2013). The main ones are briefly reported in the following 
table. 

Table 10 Type of metering data that can be collected through Ceilometer 

Compute metering data (Nova) 

Metering data Type Unit Description 

memory Gauge MB Volume of RAM in MB 

cpu Cumulative ns CPU time used 

cpu_util Gauge % Average CPU utilization 
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vcpus Gauge vcpu Number of VCPUs 

disk.read.request Cumulative Request Number of read requests 

disk.write.request Cumulative Request Number of write requests 

disk.read.bytes Cumulative B Volume of read data in bytes 

disk.write.bytes Cumulative B Volume of written data in bytes 

disk.root.size Gauge GB Size of root disk in GB 

disk.ephemeral.size Gauge GB Size of ephemeral disk in GB 

network.incoming.bytes Cumulative B Number of incoming bytes on the network 
for a VM interface 

network.outgoing.bytes Cumulative B Number of outgoing bytes on the network 
for a VM interface 

network.incoming.packets Cumulative packets Number of incoming packets on the 
network for a VM interface 

network.outgoing.packets Cumulative packets Number of outgoing packets on the 
network for a VM interface 

Image metering data (Glance) 

Metering data Type Unit Description 

image.size Gauge B Uploaded image size 

image.update Delta -- Number of update on the image 

image.upload Delta -- Number of upload on the image 

image.download Delta -- Image is downloaded 

Volume metering data (Cinder) 

Metering data Type Unit Description 

volume.size Gauge GB Size of volume 

Object Storage metering data (Swift) 

Metering data Type Unit Description 

storage.object Gauge object Number of objects 

storage.object.size Gauge B Total size of stored objects 

storage.object.containers Gauge Containers Number of containers 

storage.object.incoming.bytes Delta B Number of incoming bytes 

storage.object.outgoing.bytes Delta B Number of outgoing bytes 

4.4.2 Zabbix 
Zabbix (Zabbix 2013) can collect data from infrastructure (and other supported components) in 3 ways; 
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 Via a deployed Zabbix client 
 Via SNMP polls 
 Via Traps from supporting infrastructure components 

Using SNMP, specific data objects can be polled from the network hardware. An Object can be, for example, 
a port status or a port uplink throughput value. Each Object in SNMP has an Object ID, known as OID. The 
return values of OID polls, known as “Items” in Zabbix, can then be pooled together to form aggregate Items 
using mathematical equations. Zabbix can assign Triggers to Items, which can take action once the trigger 
threshold has been breached. Examples include sending an email, sms, running a shell script or any other user 
defined action when, for example, a router port is transmitting a higher than user-specified level of traffic. 
This can then be used to track down the failure of a routing path for example. 

All routers based on the Linux kernel have Zabbix agents deployed on them to report metrics to their 
respective Zabbix servers. Network devices which do not support Zabbix agent deployment are either polled 
periodically via SNMP by the Zabbix server, or are configured to fire off Traps when a pre-defined state is 
reached, providing they support such functionality. 

The database for each Zabbix server can be MySQL, PostgreSQL, MS SQL Server, IBM DB2, amongst 
others and can be hosted on the same machine or externally. It is recommended to host the database externally 
where heavy load is to be expected from a large number of Zabbix clients. 

Zabbix can even be deployed to monitor and report metrics about Java apps. Future research could focus on 
enabling apps written in languages other than Java to report data to Zabbix. An alternative Zabbix deployment 
topology is also illustrated in the diagram, where the Zabbix server, database and web front-end reside on 
separate machines. 
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Figure 33 Zabbix data centre deployment example 

In this scenario, we consider a simple data centre composed of three servers (the Compute Nodes) hosting the 
VMs and interconnected through a network. 

As shown in Figure 33, the CloudSigma stack is installed on the CS API server, which can be scaled and load 
balanced on several machines, if need be. Zabbix clients are deployed on each physical compute node atop the 
OS and run alongside the NPax client, which is analogous to the Nova client found in OpenStack. 

A number of Zabbix servers are deployed and provisioned to collect specific metrics from the data centre 
infrastructure. These can be physical, as can be seen in the Master Zabbix Server found in the diagram above, 
or virtual. 

In the case of CloudSigma, the Zabbix master server collects metrics from the bare metal compute nodes and 
storage infrastructure. It also hosts the Zabbix web front-end. The secondary and tertiary Zabbix servers are 
used to monitor network equipment and (CS Infrastructure related) virtual machines, respectively. 

4.5 Conclusion and future work 
This part of the deliverable covers the monitoring aspect of MCN. Firstly, a motivation for monitoring within 
MCN is given together with a clarification of the objectives of this task. An extensive state of the art research 
on related work has been done, which is presented in appendix C.1. Requirement analysis formulates the 
project internal requirements, which has been split into general, high-level and service specific requirements. 
The core part of this work is the design of a Common Management Monitoring System, the deployment and 
instantiation of the MaaS and the usage of other MCN Services together with the MaaS finally. Cloud 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 83 / 255 
 

principals are discussed before two deployment examples of monitoring solutions (Ceilometer and Zabbix) are 
presented.  

This deliverable mainly covers theoretical work on monitoring for MCN, although some practical work on 
Zabbix and Ceilometer has also been performed. The future work for monitoring in MCN includes practical 
work and implementation for monitoring. 

 Firstly, the design and specification of a generalized Monitoring Adapter concept for all MCN 
Services will be done. 

 Secondly, the creation of a Monitoring Adapter for IMSaaS (task 5.1) and EPCaaS (WP4) will be 
implemented. Other Monitoring Adapters will be specified, too. 

 Thirdly, a proof of concept validation for MaaS life-cycle will be designed and implemented. 

 Fourthly, the requirement analysis between MaaS and other MCN Services will be continued to 
identify further metrics for monitoring. 

 Finally, Analytics-as-a-Service (AaaS) will be developed further. 
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5 The CloudController 
The following sections describe the contributions from task 3.4, entitled “CloudController, Algorithms, and 
Mechanisms for Virtual Infrastructures”. 

5.1 Introduction 
The CloudController (CC) is a key architectural component of MobileCloud Networking as described in 
Deliverable D2.2 (D2.2 2013). It is responsible for supporting the SOs end-to-end requirements and 
complementing the SOs service life-cycle management needs in MobileCloud. 

All services in the MCN project have a relationship towards this entity. This includes the MCN Services – 
later representing the MobileCloud – as well as the Services of the categories Support and Atomic. 

The CC therefore can also be seen as the centre of an hourglass or sandglass. Services use the CC to get 
access to the required environment (top to bottom), whereas the CC enables the access to these 
resources/instances (bottom to top: from Services to (virtual) resources). The CC represents the interface 
between the two parts and essentially enables the connection between the two halves. Looking from bottom to 
top it presents a platform that can be used by Services. Looking from top to bottom it abstracts from 
underlying technologies and enables an interoperable platform for Services. 

This chapter will outline and describe the CC component. It will introduce the problem statement, the 
objectives it tries to address and finally the architecture of the CC.  

Within the architecture sections the overall architecture is presented and then detailed within the descriptions 
of the sub-modules of the CC. Each module description will highlight the internals of the module, interactions 
and possible technical candidates, which were considered to implement the functionalities. The CC itself 
relies on a set of services, which are described and the relationship explained in the following sections. This 
will conclude the architectural part of this chapter. Once the architecture is described the interactions with the 
entities are highlighted. As a final part, technical evaluations carried out in the first months of the project are 
presented. 

5.1.1 Problem description 
The Description of Work defines the main objective of this task which is to “[...] design a coordination and 
orchestration function from the infrastructure perspective for the composition, provisioning, life-cycle 
management of services and maintenance of agreed SLA guarantees spread across MobileCloud's service 
domains (task 3.4).” (DoW 2012 p. 54) The CC is therefore one of the key elements in the overall 
architecture. All Services (of different categories) have a certain relationship with this entity. A key aspects 
for MCN Services is that the CC enables hooks to support the service life-cycle. Support and atomic services 
are considered to be registered with the CC. After registration, the CC can create instances of those support 
and atomic services on behalf of the MCN Services requesting them. 

The CC needs to support many use cases as described in the Scenarios section from Deliverable D2.1 (D2.1 
2013). To show the scope, two main scenario descriptions are listed to illustrate the implications and 
assumptions on the CC: 

 Cloudify legacy services - One of the main innovations needed to support the ‘Cloud-Enabled MVNO 
Scenario’ (D2.1 2013 p. 36) is the support for a Cloud-enabled Mobile Core (i.e. EPCaaS). This 
means that existing services, as they are offered today, need to be ‘cloudified’. 
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 New Cloud services - In contrast to the existing services the ‘End-to-End MobileCloud‘ (D2.1 2013 p. 
52) describes means where new services are connected to the legacy cloud-enabled services by the 
‘Application Service Provider’ 

The CC needs to be able to manage and enable the SO’s life-cycle, coordination and orchestration - from the 
service requirement perspective - of all kind of services. Requirements to operate a service can be IaaS-based 
resources (e.g. Virtual Machines) and supporting services (e.g. monitoring capabilities). Therefore the key 
innovation from this task will be the development of a CC satisfying those needs. 

5.1.2 Objectives 
This section will highlight the main objectives as hinted in the Description of Work (DoW 2012 p. 54) to 
highlight how the design of the CC was motivated. The design of the CC and its definition of the Northbound 
and Southbound interface will “contribute in the shaping of the general architecture”. In particular, the design 
of the interfaces (North- and Southbound) and the functional sub-components of the CC will have an impact 
on the overall architecture. 

The interface definitions and all the functional sub-components of the CC will be highlighted in the next 
section. It will become clear that the objective to use a “[...] unified and consistent [...]” interface will enable 
the use of federated resources. Especially the Southbound Interface, which will leverage existing standards 
(such as OGF’s OCCI) to make use of federated resources. 

Next to these architectural related objectives, the previously described problem statement, indicates that the 
CC shall be in charge of the orchestration of “[...] the composition and corresponding provisioning of end-to-
end services”, especially during the Runtime phase of the services where it is key that SIs maintain the 
previously defined Quality of Service (QoS). In case of (virtual) resources making up Service Instance 
Components are under-performing “[...] schemes that help to dynamically reallocate those as well as to 
consider additional resources, in both a proactive and reactive fashion will be provided”. 

The sections on interactions (see section 5.2.4) with the CC will address this part of the objectives.  

It is noted here that no major deviations from the DoW are currently seen. Technically, though, the solutions 
might be different from those described in the DoW. One topic which has been technically realized differently 
is the assurance of the SLAs, which will not be carried out by the CC itself directly, but will be done together 
with the SLA-as-a-Service from task 5.3 as highlighted in section 5.2.3.1.1. The other topic addresses the 
Horizontal-API as described in the DoW. This will be revisited in the next project phase if deemed necessary. 
At the time of writing this deliverable, the necessity of such an interface is not assumed. 

5.1.3 Requirements 
The Requirements for the CC are derived from the Requirements work carried out in the project and described 
in (D2.1 2013). The Requirements described in this document are categorized in different domains. The main 
requirements for the CC are defined in Domain A. Figure 34 from this Technical Domain shows an overview: 
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Figure 34 Use cases for the CC 

The full specification of these requirements can be found in Appendix A of (D2.1 2013). Stakeholders within 
the project mainly want to be able to host their services and applications in an ‘as-a-Service’ provisioned 
manner. The main requirements therefore can be found in the management of resources (exposed in MCN by 
Services of the Atomic category) and other services supporting (exposed in MCN by Services of the category 
Support) the hosted service itself. 

The CC mainly matches these requirements, as they can be described in the information model (see section 
5.2.4.1). When describing the interactions (see section 5.2.4.1) it will become clear how individual 
requirements - for example, requesting/deploying/scaling/disposal of virtual resources - are met. Lastly the 
overall End-to-End orchestration will be matched by the architecture of the CC (see section 5.2). 

5.1.4 On standards and pragmatism 
OCCI (Nyren et al. 2011) is the standard that all services in MCN should adopt too where possible. This is 
especially the case where OCCI support already exists or new services are newly implemented. In the case 
where an existing service (e.g. CloudSigma) is available then integration into the CC can be accomplished 
through the implementation of a service-provider-specific resource type within the deployment module (see 
section 5.2.2.3). Although this is not ideal from the perspective of open standards adoption, it is a pragmatic 
way to maintain development effort while respecting the existing service providers' strategic decisions and 
views. 

5.2 CloudController architecture 
The CC will support the SO in the end-to-end provisioning and life-cycle management needs of services in 
MobileCloud. It will provide both atomic and support services required for realising those SO needs, 
potentially from external service providers (indeed it is anticipated that this will be the common case). The 
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main MCN architectural entities that interact with the CC are the SO and the SM as defined in Deliverable 
D2.1 (D2.1 2013). The SO is responsible for service instance creation (including orchestration). The SM is 
responsible for instantiating a SO instance using the CC. 

The CC receives service requests and executes them in accordance to QoS requirements set out in those 
requests and supports the maintenance of SLA guarantees through the facilities of a SLA-as-a-Service 
offering, detailed in Deliverable D5.1 (D5.1 2013). Importantly, it establishes whether the complete required 
resources for the requested SIC can be delivered across all MCN Service domains. 

The CC is a generic entity of the overall architecture and shall not hold any Service/Domain specifics of a 
Service. It is also a logical entity. It consists of multiple modules that are each responsible for one particular 
task and abstract underlying technology choices. There is a northbound Frontend (N-Frontend) ‘above’ them 
that mediates the requests from client-like entities like the SM and SO - and a southbound Backend (S-
Backend) ‘below’ them, which issues requests to (atomic/support) service providers. 

5.2.1 Overall architecture 
Based on the Service life-cycle approach described in Deliverable D2.2 (D2.2 2013) the idea is that the CC 
should support every phase that a service is likely to exercise. The life-cycle of a Service includes the 
following phases: 

 Design: Design of the architecture, implementation, deployment, provisioning and operation 
solutions. 

 Implement: Implementation of the designed architecture, functions, interfaces, controllers, and APIs. 

 Deploy: Deployment of the implemented SIC 

 Provision: Provisioning of the implemented SIC and thereby activating the overall SI. 

 Operation & Runtime Management: Reconfiguration and scaling operations to guarantee optimal 
service experience. 

 Disposal: Release of resources used by the SIC. 

Therefore, for each phase, one module is placed in the logical architecture in Figure 35: 
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Figure 35 CloudController’s conceptual overview 

Each module has a specific role in the overall logical entity of the CC. A short description of each module is 
given next: 

 Northbound-Frontend: Provides a Frontend and exposes an API which can be used to interface with 
the CC. The main consumers of this API are the SO and the SM. All incoming requests come in 
through this module. 

 Design: Supports the Design phase of the Services. It will allow the listing of capabilities which the 
CC offers. 

 Deployment: Will enable the deployment of the SO and its individual SIC. 

 Provisioning: Once a SIC is deployed the Provisioning module will enable its configuration. 

 Runtime: Once a SI is up and running, the runtime module will take care of runtime operations such 
as scaling requests. 

 Disposal: When the SI is no longer needed this module will support the disposal of each SIC. 

 Southbound-Backend: Provides means to interface with other Services, which then can be requested 
by higher layers. 

The Implementation phase is not directly represented by one module. However the implementation of a 
Service will be supported by the MCN Service Development Kit (SDK) with a rich API feature set. This SDK 
will enable the rapid development of SOs and abstract from the CC’s Interface. 
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5.2.2 Sub-modules of the CloudController 
Each of the following sections describes each of the modules of the overall CC logical architecture. Next to 
the detailed descriptions the interrelationship with other modules are presented. For each module, the 
technical candidates for implementation in the next year of the project will also be shown.  

Each of the modules listed below can be seen as services themselves. Each is aggregated through the 
Northbound-Frontend and by registering all of them with the Design Module. This allows for a flexible 
composition of the CC itself during the deployment of the same. 

5.2.2.1 Northbound-Frontend 
The Northbound Frontend module exposes the CC functionalities to clients, typically the SM and SO (via the 
Service Development Kit described in section 5.2.4.3). Internally it interacts with a message bus to distribute 
the incoming requests to the appropriate module. 

5.2.2.1.1 Module architecture 
The Northbound Frontend module includes an API Endpoint and a Dispatcher as shown in Figure 36. The API 
Endpoint defines the entry point for all connections to the CC. The incoming requests are then handled by the 
Dispatcher, which routes the request to the appropriate Module.  

The FMC diagram in Figure 36 shows the architecture of the Northbound Frontend.  

 
Figure 36 Architecture of the Northbound-Frontend 

5.2.2.1.2 Interface definition 
All Interactions coming from other service instances shall flow through the Northbound Interface of the CC. 
This Interface is known as CC::Frontend.north in the overall architecture. Therefore, it is a key entity in the 
design and needs to be highly available. The following listing shows the Functional Descriptions of the 
features offered out of the Northbound Interface of the CC: 
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Table 11 CC::Frontend.north interface definition 

Id Functional Descriptions Comments 

1 Authenticate tenants over authentication tokens Needs interaction with WP5’s AAA 
service 

2 Provide capabilities that higher layers can list capabilities Provide the endpoints for all the 
services registered at the CC 

3 Ability to deploy the SO bundle  

4 List/Retrieve deployed SO instances which can then reflected 
in a list or running SOs  

Can be done through a listing of 
endpoints (URLs) of the SO 

5 Update the SO bundle with a new one   

6 Call services to deploy a provided Service Template Graph 
(see section 5.2.4.1) 

 

7 Provision and configure (contextualize) the full set of support 
services and atomic services related to a SI 

 

8 Provide hooks to configure the individual components of a SI   

9 Provide hooks to access the current status and configuration of 
SIC 

 

10 Provide hooks to manipulate the Service Template Graph  

11 Provide ways to scale (update) individual SIC This is essentially similar to updating 
the Service Template Graph 

12 Disposal of SO instances  

13 Dispose a specific/group of SIC  

5.2.2.1.3 Technology mapping 
This module will be newly developed by the MCN project. 

5.2.2.2 Design Module 
When designing a specific Service, Service owners and Developers need a means of knowing the capabilities 
of the different Cloud Service Providers. The Design Module will expose the Service Provider’s capabilities.  

During the Design phase of a Service the capabilities of the CC can be queried to identify the features 
available. SM Instances will also be able to choose whether or not to deploy the SO on a given CC.  

After the SO has been deployed, the Design Module enables the SO to select the capabilities needed to 
comply with the requirements of the SI. 

In order to fulfil its functions, all the capabilities of the CC must be registered within the Design Module. 
These Service descriptions (and therefore capabilities) should contain some basic parameter such as: 

 A Service identifier, description and type (e.g. [CloudSigma, ‘A IaaS based Cloud Service offering’, 
‘Atomic/IaaS’]) 
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 A Service version number (e.g. Version: 2.0) 

 (Set of) Service endpoints which the CC can use to interact with (e.g. http://api.cloudsigma.com) 

 Any other information which fits the ‘scheme’ of the Service description. 

5.2.2.2.1 Module architecture 
The Design Module is composed by two elements, the Frontend and the Service Registry as shown in Figure 
37. The Service Registry represents a container for all the information needed for the Design Module 
functionality, while the Frontend provides the means to access the information of the previous component.  

Cloud Service Providers are able to register their capabilities within the Service Registry using the 
Southbound API, which is connected to the Frontend. When a SM or a SO wishes to query the Service 
Registry, all the information is exposed by the Frontend, which can be accessed through the Northbound 
Frontend: 

 
Figure 37 Architecture of the Design Module 

To register services, the Services Providers may do so in two ways, either manually or automatically.  

 If done manually the MCN Service Provider who owns the CC, upon receiving a request to register a 
service, will manually insert the data in the Service Registry.  

 The automatic procedure requires the provider, who owns the CC, to make available the endpoint and 
the form that Service Providers have to use to register a service. The latter can be seen as a web 
service, although it will not be made available to the general public.  

Either option is possible but in both cases it is necessary to first establish a business agreement for the 
different providers.  

5.2.2.2.2 Interactions 
During the Design phase of a service, this module provides a list with the available capabilities from the CC. 
Afterwards, when implementing the service, the developer is able to use the capabilities discovered earlier. In 
the Deployment and Runtime phases, the SO may request and use the capabilities to instantiate and manage 
the SI. More details are highlighted in the Interaction sections 5.2.4. 

5.2.2.2.3 Technology mapping 
The main requirement for this module is the support to store information (service descriptions) of all 
registered services. This can be done with Apache ZooKeeper™ (open-source) or any other database. 
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Apache ZooKeeper  

ZooKeeper’s4 general purpose is to coordinate distributed systems consistently. It uses a shared hierarchical 
namespace of data registers, called znodes, similar to a standard file system. Znodes are used to store small 
amounts of coordinated data; e.g., status information, configuration, location information, and more. Besides 
storing data, they also can have associated znodes, similar to a directory. 

One of the greatest strengths of ZooKeeper is the replication of a service in various servers. Each one of the 
servers has a copy of the data tree, which can be accessed through a client. To maintain data integrity the data 
tree is always synchronized between the servers and write access is limited in opposition to reading access. 
Write requests are forwarded to other servers and until the majority of servers acknowledge the request the 
writing will not be persistent. 

Other Databases 

Next to more complex setups, the Design modules can also be implemented using a simple database. 
Databases such as MongoDB5 or similar NoSQL solutions seem especially promising as they allow for storing 
documents or key-value pairs. This particular kind of information is expected to be stored and queried from 
the Design Module. The query capabilities of NoSQL Databases also offer mechanism to filter the results. For 
example, this allows for queries for services of a particular version. Also the DBaaS (described in section 7.4) 
can realize this module. 

5.2.2.3 Deployment Module 
The Deployment module is responsible for the deployment phase of the MCN service life-cycle. It creates 
resources for the different SIC. Note that the configuration of the services is not the task of the Deployment 
Module. Two main objectives lead to the specification of this module: 

 The ability to deploy and host the SO Instance 

 The ability to deploy the SIC requiremed by a SO instance making up the tenant’s SI. 

5.2.2.3.1 Module architecture 
The general design of the Deployment module includes a Deployment Engine and a Metadata Service as 
shown in Figure 38. The Deployment Engine processes incoming requests; i.e., the Service Template Graph 
(see section 5.2.4.1), from the Northbound-Frontend module and allocates (virtual) resources according to the 
Service Infrastructure Graph of a specific Service. This is then translated into requests towards the 
Southbound Backend module. The Metadata Engine is in charge of managing and updating information 
regarding the allocated virtual resources in the local Database. This includes information about Events 
accuring in the system, the deployed Stack, the availabable Resources, and Rules which need to be in place. 

The FMC diagram in Figure 38 shows the general architecture of the deployment module:  

                                            
 
4 http://zookeeper.apache.org/ 
5 http://www.mongodb.org 
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Figure 38 Architecture of the Deployment Module 

5.2.2.3.2 Interactions 
The Deployment Module takes part mainly in the Deployment phases of the MCN Services life-cycle. Based 
on the Service Template Graph (see section 5.2.4.1) received the Deployment Module contacts the appropriate 
Service Providers, e.g. Support Service Provider or IaaS Service Provider, and ask for a SI to be instantiated. 

5.2.2.3.3 Technology mapping 
The deployment of the SO and SIC can be realized by several existing technologies. For the deployment of the 
SO, bundles OpenShift and CloudFoundry are reasonable candidates. OpenStack Heat and Juju can be used to 
deploy complex services over multiple (virtual) resources. 

OpenShift  

Through OpenShift (see section D.2.4) cartridge framework it is possible to define a service template. The 
OpenShift platform will then take care of transforming this template into resources. 

CloudFoundry 

CloudFoundry (see section D.2.3) can provide much of the functionality related to the life cycle management 
of SOs. As it is a platform that also contains messaging and database services it could also be used to offer 
DBaaS to MCN.  

OpenStack Heat  

OpenStack Heat (see section D.2.1) can provide much of the functionality related to the life-cycle 
management of Support and Atomic SI and so therefore supports the functionality required by the 
Deployment and Provisioning modules. Heat also offers the template parsing capabilities required for the 
Deployment Module as well as the metadata collection from allocated resources. 

Juju 

In the CC juju (see section D.2.2) could cover the functionality of the Deployment, Provisioning and Disposal 
modules. In particular, it could be used for the deployment of supporting services, since it already offers a 
high number of known services. 
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5.2.2.4 Provisioning Module 
The Provisioning Module is expected to take deployed SIC and configure them. This is needed to bring them 
online and make them accessible to the SO and SM. When Virtual Resources are deployed they still need to 
be technically customized ("Provisioning") to fit the actual specific Service Template Graph. The 
Provisioning Module is not expected to take care of anything that is not dependent on the specific "service" 
environment. 

In the following sections it is assumed that the (Virtual) Resources (which make up a SIC) are up and running 
(deployed) and that there is a Provisioning Agent within each of them and that these Agents are reachable by 
the Provisioning Module. It is expected that at the end of the Provisioning operations there is an active SI that 
includes the means for the SO to manage it. 

Note that, although a functional architecture will be depicted in the following, after considering the 
technologies usable to implement the CC Provisioning Module, it might result that there will not be actually 
any technical distinction between this and the CC Deployment Module implementations. 

5.2.2.4.1 Module architecture 
Figure 39 depicts the general architecture model of the CC Provisioning Module. The provisioning functions 
are accessed (typically by the SOs) through the Northbound Frontend (N-Frontend) of the CC. A provisioning 
module "Frontend" component is in charge of servicing API requests. The (core) "Provisioning" component 
retrieves from the storage the logic of the operations to be performed, called a "recipe", and executes it by 
interacting with the "Agent" components running within target SIC. The "Agent" components are specific to 
the SI implementation technology and are capable of executing locally the commands they receive from the 
core Provisioning component. 

It is worth pointing out that the communications from the Provisioning module to the Agents do not involve 
the Southbound Backend: the technologies that are likely to be adopted are “Agent”s in the target VMs and 
the Provisioning Module communicates with them using a direct connection. From an architectural standpoint 
these “Agents” are to be actually considered as CC Provisioning Module sub-components and therefore can be 
seen as connected through an “internal” interface. 
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.   

Figure 39 Architecture of the Provisioning Module 

5.2.2.4.2 Interactions 
Interactions of the Provisioning Module, with other components and within modules sub-components, are 
outlined below with reference to the phases of the MCN Services life-cycle.  

Design - At the moment, there is no intention of the Provisioning Module to be invoked during the Design 
phase of an MCN Service. Though a minor issue, while designing a service it has to be considered what the 
Provisioning Module is actually capable of doing. 

Implementation - When a MCN Service is "implemented" by a (number of) (virtual) resources(s), each one is 
being characterized by technical parameters (e.g. CPUs, RAM, HD, ... Operating System image). The OS 
image should already include an agent that is capable of executing commands coming from the CC 
Provisioning Module. 

Moreover, it is expected that in this phase specific service configuration recipes will be downloaded in the 
Provisioning module "Recipes" storage. 

Deployment - When a MCN Service is deployed, a SO is instantiated by the SM. The CC Provisioning 
Module will, on behalf of the SM, take care of the provisioning of the SO instance. Note that some 
technologies may allow that provisioning scripts are passed in-line together with the deployment command 
(see relationship with the Deployment Module in Figure 39). 

Provisioning - Will provision all the SIC requested by the SO. It is assumed that the Virtual resource(s) 
realizing a SIC have already been deployed by the Deployment Module and are accessible via a network. 

Runtime - It might be expected that the Runtime Module will provision all the resources needed to support the 
scaling-out/in operations. 
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Following the request to scale requested by the runtime module, the Provisioning Module will (likely) take up 
a service-specific scaling recipe, interact with IaaS provider in order to start-up/shut-down VMs for example 
and with the VM Agents to perform the needed reconfigurations. 

However, this scaling function might also be effectively driven by the SO, with service-specific logic, and in 
this case the CC becomes a pass-through towards SIC 

Disposal - The MCN Service Disposal phase does not involve the Provisioning Module.  

5.2.2.4.3 Technology mapping 
Several options exist to realize the Provisioning Module. Some would be based on a tight integration with the 
Deployment Module by means of PaaS technologies like CloudFoundry (see section D.2.3) and OpenShift 
(see section D.2.4). The following have also been considered as functional to the objective while designing 
this module: 

 Shell scripts as sequences of shell commands on the target machine can be used to perform the 
provisioning operations locally. It has to be used in conjunction with other tools capable of supporting 
remote operations. 

 Puppet6 and Chef7 are configuration management tools that can be used to implement the 
Manager/Agent interaction between the Provisioning Module and the SIC. Each of these has its own 
scripting language to support remote operations. 

 Ansible8 is a platform capable of interacting through SSH with a remote machine. It can be used to 
perform provisioning operations without the need for an Agent on the target machine (that should 
have been setup to support SSH sessions). 

 Juju (see section D.2.2) though presented as an orchestration tool, can be effectively used to 
implement some core functions of the Provisioning Module, like the ones needed to support the 
scaling operations. 

5.2.2.5 Operation and Runtime Module 
Once SICs are deployed and provisioned and therefore running, the Runtime Module will be used to manage 
resources. The main changes which can occur during this life-cycle phase are scaling and migration 
operations. Scaling in this case can be vertical or horizontal, resulting in the change of SIC or 
addition/removal of SICs. 

5.2.2.5.1 Module architecture 
All requests to scale (update) individual SIC of the Service Instance Graph are passed through the Northbound 
API to the Operation and Runtime module. Hooks to manipulate the Service Template Graph (CRUD 
operations on nodes in the graph) are also provided by the Runtime Module via the Northbound API. 

                                            
 
6 http://www.puppetlabs.com 
7 http://www.opscode.com/chef 
8 http://www.ansibleworks.com 
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These requests are then forwarded to the Provisioning Module, which takes care of provisioning and 
deprovisioning of services instance in the Service Instance Graph. The Service Instance Graph is maintained 
in the SO and not made visible to the CC, hence not within the Operation and Runtime module. 

Figure 40 details the architecture of the Runtime module: 

 
Figure 40 Architecture of the Operation and Runtime Module  

The Module will interact with the MaaS for retrieval of monitoring data, i.e. values of some predefined 
metrics, which the module will use to take runtime decisions. Other relationships include the links to the 
Deployment and Provisioning Module for eventually carrying out the runtime operations. 

The internal components include a Frontend, which exposes the Operation and Runtime functionalities toward 
the Northbound-Frontend. The incoming requests are dispatched to the internal Runtime Module and 
eventually forward to a Scaling Module, which triggers the Deployment or Provisioning Module if needed. 

5.2.2.5.2 Interactions 
The main phase in which the Operation and Runtime Module is needed is during the runtime life-cycle phase. 
Besides the interaction with the MaaS cited above, the Runtime Module interacts with the Provisioning 
Module to request more or less resources based on requests made by the SO via the Northbound API. Also it 
will interact with the deployment module when changes in the Service Instance Graph lead to changes and 
redeployments of (virtual) resources. 

5.2.2.5.3 Technology Mappings 
OpenStack Heat allows to define auto scaling rules in any template. An auto scaling rule defines the 
conditions to be met for a specific resource to scale out or in as well as the minimum and maximum number of 
resources to scale to. OpenStack Heat is due to be integrated with Otter, Rackspace’s scaling engine. 

OpenShift has inbuilt scaling capabilities. When an app is created in OpenShift it is possible to specify 
whether the app is allowed to scale or not; if it is, OpenShift will take care of allocating more virtual resources 
(called Gears in OpenShift) as required. OpenShift offers a less granular control over what resources to scale 
and how compared to OpenStack Heat.  
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5.2.2.6 Disposal Module 
This functional element is in charge of disposing a running SI. The request for disposal can be partial or 
complete. This means that the requestor can either dispose a SIC or dispose the complete SI with all its SIC. 

The request to perform this is triggered by the SO (on behalf of the SM). It is the responsibility of the 
Destroyer module to ensure that all SIC are disposed, so that no chargeable SIC remain. 

Figure 41 shows an overview of the Disposal Module: 

 
Figure 41 Architecture of the Disposal Module 

5.2.2.6.1 Technology mapping 
For this particular module OpenShift, CloudFoundry, Juju and Heat all have the capability to dispose of the 
provisioned service (see appendix D.1). 

Heat can provide much of the functionality related to the life-cycle management of Support and Atomic SI 
and so therefore supports the functionality required by dispose SIC which were previously deployed. 

5.2.2.7 Southbound Backend 
The main purpose of the Southbound Backend of the CC is to provide ways to access services of the category 
atomic and support. It is noted here that those services can be distributed and federated, offered by both the 
same or different service providers. All requests on those services are done on behalf of the tenants (e.g. SOs) 
using the CC. 

5.2.2.7.1 Interface definition 
This backend of the CC can be described as being the adapter/interface to lower-level services. The following 
listing describes the functional descriptions of this interface: 

Table 12 CC::Backend.south Interface definition. 

Id Functional Description Comments 

1 Register services for them to be listable. Create, retrieve, update, and delete service record as 
described in section 5.2.2.2 

2 Needs to be able to do CRUD operations 
on services of category atomic 

Create, retrieve, update (scale), and delete resources 
(VM, storage, specific applications, net services). 

3 Needs to be able to do CRUD operations 
on services of category support 

Create, retrieve, update (scale), and delete service 
instances. 
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4 Configuration and Contextualisation of 
Service Instances. 

Configure resource & trigger a configuration 
command to a support service (instance). 

Regarding the configuration of the services of the category support and atomic it is assumed that the operation 
returns a list of management interfaces (for example for VMs it is the console; SSH or VNC or RDP). This 
will then allow the SO to further trigger configuration of the SIC. 

5.2.2.7.2 Technology mapping 
For each kind of API the atomic and support services offer, there needs to be an adapter. This can be a 
solution such as JClouds9 or DeltaClouds10. Whenever possible the Adapter/Client to these API should use the 
Standards available to enable a maximum level of abstraction. Those Standards can be OGF’s OCCI of 
DMTF’s CIMI. (see selected sections in DeliverableD7-2-1) 

The interface of the Southbound-Backend can be implemented differently depending on what the service is. If 
a service from MCN (e.g. RCB, AAA, Mon) then the API is based on standards like OCCI. If it is to an 
existing service (e.g. IaaS based Cloud from CloudSigma or an OpenShift cartridge) then the API is the 
specific API of that service, implemented as a Heat resource type plugin.  

5.2.3 Service Dependencies 
In order for the CC to carry out all the functions described in the interface definitions of the Northbound-
Frontend it will need help from other Services. Overall the CC is very Service centric. So everything is 
considered to be a Service which can be interacted with. This will also bring up the notion of Internal Services 
described next. 

Services needed by the CC can be categorized in three types: 

 Support services - A support service is needed by the CC to perform operations. These are generally 
considered external to the CC, hosted within or outside the business domain of the CC provider. 

 Atomic services - Services which provide core functionalities to the CC 

 Internal services - Each of the previous described modules relate to a (technical) service which 
together make up the CC. 

The list of services that the CC requires: 

Table 13 List of CC's dependency services 

Name Type Responsible 
task 

Purpose 

Block Storage 
Service 

Atomic 
service 

task 6.4 Provide resources to persist data 

Compute Atomic task 6.4 Provide resources to carry out computation tasks. 

                                            
 
9 http://www.jclouds.org 
10 http://www.deltaclouds.org 
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Service service Implemented as VMs or OS containers 

DBaaS External 
Support 
Service 

task 3.4 Provide Storage capabilities. 

Deployment 
Service 

Internal 
service 

task 3.4 See section 5.2.2.3 

Design Service Internal 
service 

task 3.4 See section 5.2.2.2 

Disposal Service Internal 
service 

task 3.4 See section 5.2.2.6 

Image Service Atomic 
service 

task 6.4 Provide access to and storage of operating system 
images that can be executed by the Compute service 

MaaS External 
support 
service 

task 3.3 Provide monitoring support for the management of the 
CC. Note that this work will be part of Y2 (D3.2). 

Network Service Atomic 
service 

task 3.1 Provide resources to provide network routing and 
connectivity between compute resources. Implemented 
using L2 over L3 technologies 

Object Storage 
Service 

Atomic 
service 

task 6.4 Provide resources to persist data 

Provisioning 
Service 

Internal 
service 

task 3.4 See section 5.2.2.4 

RCBaaS External 
support 
service 

task 5.4 Provide the means for service providers to bill for 
tenants’ service instance usage. 

Runtime Service Internal 
service 

task 3.4 See section 5.2.2.5 

SLAaaS External 
support 
service 

task 5.3 Provide assurance of meeting agreed SLA guarantees 

5.2.3.1 Relationships with other Services 
The following sections cover the listed dependent services in more detail, especially the interactions with 
services not developed in this task. This mainly relates to the SLA, RCB, Monitoring and Networking 
Services. The other Services are either described in this deliverable or are considered to be pre-existent (e.g. 
Compute, Block & Object Storage, and Image Services). 

5.2.3.1.1 Service Level Agreement Service 
The SLA service, implemented through the SLA Management System owned by a service provider, is 
fundamental to allow the MCN platform to provide services with performance and QoS guarantees compliant 
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with the agreements and business contracts negotiated between customers and providers. As described in 
detail in Deliverable D5.1 (D5.1 2013), the SLA Management System includes catalogues with the repository 
of the SLAs negotiated with the different customers and the specification of the KPI metrics expected for each 
service.  

In this context, the interaction between the SLA Management System and the MCN entities in charge of 
taking decisions about the resources to be dedicated to a given SI become fundamental during the different 
phases of an MCN service lifecycle. 

In particular, during the deployment and provisioning phase, the SO (and in particular its decision component) 
must interact with the SLA Management System to retrieve the technical description of the SLA to be 
enforced for the SI. The KPI metrics specified in the SLA will be elaborated on by the SO to produce a 
Service Template Graph with the resources required to guarantee the SLA. The resulting Service Template 
Graph will be delivered to the CC that will in turn deploy and provision the service components, including the 
SLA Agents. 

Once the SI is up and running, during the operation phase, the SLA Management System will continuously 
verify the service performance and, in case of misalignment with the expected values, will send asynchronous 
reports to the SO to notify of the need to improve the resources allocated for the given service. It should be 
noted that the final decisions about a potential resource upgrade is always taken by the SO based on multiple 
factors, like the availability and cost of additional resources or the level of performance degradation. 

5.2.3.1.2 Monitoring 
Two main reference points have been specified for the interaction between the CC and Monitoring in general. 

Firstly, life-cycle phases of the MaaS – as described in section 4.2 - are controlled in part by the CC. (The 
support of other MaaS life cycle phases and configuration will be done using the SO.) The initial deployment 
of MaaS as well as the connectivity setup of the Monitoring Agents are performed by the CC. The CC is one 
of two MCN management components in the outlined scenario. 

Secondly, the CC is monitored itself through a Monitoring Agent. Therefore selected Metrics of the service 
CC as well as the virtual or physical machine hosting the CC are monitored. The Monitoring Agent of the CC 
has to be part of the deployed CC service. After deployment and configuration of the MaaS, the CC 
configures its Monitoring Agent with the monitoring service endpoint for exposing metrics to the MaaS. 

5.2.3.1.3 Networking 
The Service Template Graphs (see section 5.2.4.1) will contain information on how the network links are to 
be realized between SIC. These network links can be seen as high-level networking requirements of the given 
SI. 

This requirement should also capture a major use case, also described in section 3.2.3: a set-up where two 
SICs, of a SI, reside in two different data centers. Still the overall service has to behave as if the SICs are 
directly interconnected. So it is required that a network link between the two data centers can be expressed. 
This will require the CC to be able to express the requirements of that link and define a ‘tunnel’ between the 
two data centers. 

A sequence diagram and its related description (see appendix A.4) will demonstrate how the CC can deploy 
and provision the networking link between two data centres.  

All these steps can be performed using an extension of the OGF OCCI standard. It is a requirement that both 
Cloud Service Providers be connected to each other on lower levels, for example, both are public Cloud 
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Service Providers which are connected to the Internet. The idea on how SLAs can be expressed and 
maintained over this link will be further investigated in the next phase of the MCN project. 

5.2.3.1.4 Rating, Charging & Billing 
The rating, charging, and billing (RCB – see Deliverable D5.1 (D5.1 2013)) are fundamental activities that 
lead to the generation of revenue from the services offered to the consumers. In MCN, RCB is offered as a 
support service which could be instantiated, if requested, by SOs as a SIC, for other services (atomic, 
composed, support) by the CC. The RCB support service is registered in the service catalogue just like any 
other support service, and this enables the CC to instantiate RCB when needed, based on the domain specific 
needs of the SO. 

Once an instance is created, the RCB instance’s management link is returned back to the SO, and it is the task 
of the SO to properly configure the RCB instance as per the service’s requirement. 

5.2.4 Interaction with Service Orchestrators and Service Managers 
The following sections will detail the CC’s interactions with other entities, namely the SO and SM. The 
overall architecture from Deliverable D2.2 (D2.2 2013) is now brought into relation with the internals of the 
CC. 

5.2.4.1 CloudController information model 
The primary consideration for the CC’s information model is from the perspective of the SO. In MCN the 
approach taken is to enable the SO to describe the complete service by expressing all service components in a 
model. That model relates service components to others where dependencies exist. Each service component is 
essentially identified by a type and a set of properties. These properties can be formal and informal ones (with 
respect to SLA Templates). An informal parameter is one that is not related to a service’s SLA offer, if indeed 
a service does have a SLA. A formal parameter is one that is guaranteed by a SLA offer (expressed in a SLA 
Template). This work related to SLA will be considered in WP5. 

What is described so far is just the needs of a static model. In line with the cloud computing principles, the 
model also needs to provide a way for SO implementers to specify how service components can scale. How 
service components scale will be specified by the SO implementer using a suitable scaling rule language. This 
rule language will be specific to the implementation under the Northbound Frontend and the CC SDK. 

The most suitable representation of the features described above is to model using a graph. In this graph, 
service components are graph nodes and their dependencies are graph edges. Both nodes and edges can have 
one or more properties. 

From the conceptual perspective, a SO presents two graph models, serialised in a format suitable for the CC. 
One of these graphs is the Service Template Graph (STG) and the other is the infrastructure template graph 
(ITG). The ITG is a subgraph of the STG and the serialised form assembles one template document. 

 The STG represents how SICs relate to each other and depend on others. 

 The ITG will represent how a SIC is deployed on a support or atomic service. 

And example of these graphs and their relationships with each other is shown in Figure 42. 
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Figure 42 Service- and Infrastructure Graphs 

In Figure 42 a simple service is represented. It comprises of three service components, each of which are 
implemented using either support services (e.g. monitoring) and atomic services (e.g. compute or storage). 
These two graphs (STG, ITG) are presented as one from the SO to the CC’s Northbound Frontend through the 
SDK (as shown in the figures left hand side). Once presented, the CC returns back a reference to the Service 
Instance Graph, which may have components in the process of deploying, provisioning or simply running. 
With this reference the SO can request the current state as a model rendering, and then perform updates to the 
model and supply them back to the CC to enact. 

Getting closer to SIC requirements, from the diagram above a Compute atomic service would have basic 
properties like “number of CPU cores”, “RAM”, “Operating System”. These properties will have to include 
more MCN-specific properties, for example, Location. This particular property will be important for the CC 
making decisions about how network connectivity will be accomplished, especially if two services (e.g. 
compute) are to be deployed in different geographic regions, possibly with different providers. Having two 
separate locations will indicate to the CC that a “bridging” network (implemented using e.g. L3 over L2  
tunnelling) needs to be established. This work is described in detail in section 3.3.2. 

It should be noted that the CC can only work with services that have been registered (see section 5.2.2.2) with 
it and therefore will only have knowledge of the properties contained in those service registrations. In the first 
revision of the CC, it will not act as a value added intermediary, however certainly the possibility is there. 

Just as in Object Orientated Programming, instances of the SO-presented Service Template Graph can be 
created. The result of the CC creating an instance of the template will be a Service Instance Graph. This is the 
eventual result that is returned to the SO on deploying the service template. The SO has full access to the 
Service Instance Graph and can extract the service infrastructure graph from it. 

The Service Instance Graph is a dynamically changing entity. For example, when scaling operations occur this 
graph will be changed or the SO makes modifications. The SO can always request the latest representation of 
this graph and will be able to make partial updates to the graph (e.g. adding a new service component). 
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Having considered the graph needs of the CC from a conceptual perspective, a functional perspective is 
required. In order to do this, a set of existing graph models were considered. Those were the models of 
TOSCA (TOSCA 2013), CAMP (CAMP 2013), and AWS CloudFormation (AWS 2013), detailed in section 
D.1. One thing that they all have in common is that there is no explicit delineation between service and 
infrastructure template/instance graphs and that from their model perspective these levels are merged. From a 
management and developer’s perspective this makes sense by simplifying the model that needs to be dealt 
with either at implementation or operation perspectives. 

5.2.4.1.1 Evaluation of technology 
TOSCA is a standards specification of OASIS and currently the only open source implementation is 
unavailable. TOSCA could suffice the needs of MCN, however, there would be a development effort required 
to just provide the interface. It currently gives MCN no additional guarantee of success and currently no one 
in MCN is actively engaging with the SDO. 

CAMP is a promising standard; however, there are not many implementations (one) and the adoption and 
deployment of that code could be questioned, just as in the case of TOSCA. It could certainly suffice the 
needs of MCN. One thing to note about the two mentioned specifications is that they have been discussed at 
OpenStack design summits and neither was received well. They were deemed to be either rather heavyweight 
or having too many unnecessary features.  

Juju (Canonical 2013) is an interesting option; however, the model does not have multiple implementations 
and by this very fact can introduce lock-in into one platform.  

Finally, CloudFormation is a model that although not pushed out through a SDO has widespread use upon the 
AWS platform. However, this is not enough to be considered from the MCN perspective even though there 
are now two open source implementations of the model. The model can satisfy the needs of MCN. And given 
that one of the implementations is part of the OpenStack ecosystem, CloudFormation makes a strong 
proposition. 

5.2.4.2 Interactions with the Service Manager and Service Orchestrator 
The following sections will highlight the interactions of the CC with the other entities. The two main actors 
interacting with the CC are instances of the SMs and SOs. All incoming request, to perform operations, will 
flow through the Northbound Interface. 

Each of the following sections will highlight one phase of the life-cycle of a Service. Within each section a 
sequence diagram showing the interactions is presented. 

5.2.4.2.1 Registering External Atomic and Support Services 
For the CC to be able to interact with the SMs of external services, those need to be registered. Support 
Service Providers (SSPs) can register their service with a description by performing a call on the Southbound-
Backend of the CC. Figure 43 shows the sequence diagram for this scenario. 
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Figure 43 Registering a Service 

When a call to register a new service is retrieved, it will be forwarded to the Design Module which will store 
the provided service details. By doing so, the endpoint for the SM is now known and the CC can, on behalf of 
a service requestor, initiate the instantiation of new SIs at the SSP. 

5.2.4.2.2 Listing capabilities of the CloudController 
Now that service details are stored within the CC, they can be queried for (see Figure 44). Those calls will 
come from Service Developers and Administrators who want to know if their services can be hosted by a 
particular CC instance.  

 
Figure 44 Listing capabilities 

The listing of capabilities should be filtered if a filter is applied within the request. 

5.2.4.2.3 Initializing new Service Orchestrator instances 
When the service has been designed and implemented a SO Bundle can be created. The following two options 
are available now when creating a SO instance: 

 Deploy a SO Bundle: In this case the bundle has to be deployed with the CC. 

 Use previously deployed SO Bundle: The bundle has already been deployed and only needs to be 
referenced. 

Figure 45 shows the sequence diagram for this scenario.  
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Figure 45 initialising new SO instances 
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Whether the bundle has been deployed or a previously deployed one is used is irrelevant for the following 
steps: The CC will initialize the new instance. During initialization of the SO instance the SO can do a final 
check if the required services are available. Also the Service Template Graph can be initialized. Once done the 
SO is ready to deploy the SIC. 

5.2.4.2.4 Deployment of Service Instance Components 
Now that a SO instance is up for this service, the deployment of the SIC making up the SI can be triggered. 
This is done by a call from the SM to the SO. 

As a one-time operation the Deployment Module needs to be retrieved. Once the Deployment Module is 
available it can traverse over the Service Template Graph and deploy the individual SICs. Note that the SICs 
can be of different Categories. 

Once done, the return values of the deployment can be used to update the Service Instance Graph. 

Figure 46 includes the sequence diagram which shows this flow for deploying SICs. 
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Figure 46 Deployment of SICs 
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5.2.4.2.5 Provisioning the Service Instance 
In case that deployment and provisioning is not done in one step, the provisioning can be triggered separately. 
As a first step, the Provisioning Module will be retrieved. This again is a one-time operation. Once retrieved, 
the configuration of the SIC can be retrieved from the SO bundles and the provisioning of the SIC can be 
triggered. 

Figure 47 shows the sequence diagram for this flow. 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 110 / 255 
 

 
Figure 47 Provisioning of SICs 
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5.2.4.2.6 Managing the runtime operations 
Once the SIC, which make up the SI, are provisioned they can be managed during runtime. This runtime 
management will allow for optimal usage of resources and the SI. 

Operations, for example, scaling actions to deal with peak loads, can be triggered by the Service Consumer 
(Enterprise End User). The call is triggered at the SM where it is translated into an update of the Service 
Template Graph at Service Orchestration level. 

This sequence is described in the first part of Figure 48: 
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Figure 48 Runtime management of SICs 
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The second part of the diagram describes how the decision part of the SO can constantly monitor the SIC and 
decide upon actions needed. When an action is triggered the Service Template Graph is updated once again by 
the Runtime Module. 

5.2.4.2.7 Disposal of Service Instances Components 
The Disposal of a SI consists of two parts: The disposal of the individual SIC and the disposal of the SO 
managing those. 

Figure 49 shows the disposal of the SIC in the first part. Once done the SO is disposed on request by the SM. 
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Figure 49 Disposal of SIC and SO instance 
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5.2.4.3 Service Development Kit 
The Service Development Kit (SDK) is, from an architectural point of view, a non-functional element of the 
overall CC architecture. The motivation for this software component is to abstract from the interface of the 
CC and simplify the development of services using the CC. It will remove the burden on developers to 
implement the code making remote calls to the CC. These remote call procedures will be implemented in the 
SDK, shielding the developer.  

During implementation of the SMs and SOs of a service, the functionalities of the SDK can be used. The SDK 
may contain additional algorithms, which are shared among the developed SOs in the project. The following 
listing shows some example functionalities, which are shared among all services in the project. 

 Access, Authentication and Authorization - The request coming into the SO and SM need to 
authenticated and authorized. The SDK shall provide helper routines to perform these operations. 

 Querying - When deploying a SO on a CC the SO instance can query if the required environment is 
available.  

 Service Access - The SO will need to create multiple SIC of different kinds and categories 
(Atomic/Support). The SDK shall help the SO in performing these operations and provide abstract 
methods. 

 Abstraction - For all Internal Service provided within the CC and selected Service of Category 
Support, the SDK shall provide helpers to deal with SIs. This makes dealing directly with 
Management interface of several SIC unnecessary. For a list of possible Service see section 5.2.3. 

Abstractions to these functionalities therefore will be implemented in the SDK. This SDK can then be used to 
integrate existing services as well as new ones in the MCN project. An early prototype SDK has been 
implemented and is described in section 5.3.1. 

5.3 Deployment examples 
During the first months some early demonstrators have been used to verify the specification of the CC. 
Descriptions of code deployments for testing purposes can be found in appendix D.3. The following sections 
describe a first implemented prototype. 

5.3.1 First Prototype of Service Manager, Service Orchestrator and Service 
Development Kit 

Within the first months of the project the architecture described in this deliverable as well as the overall 
architecture was verified with a simple prototype. The following sections briefly describe the technologies 
used.  

Cloud911, the IDE selected for the development of the SO and SM Prototype code is based upon OpenShift. It 
can be thought of as 'Google docs' for development, providing a standardised, collaborative development 
environment. This allows for more than one developer to work on the code, without development environment 
configuration differences between developer systems leading to potential compilation/runtime errors. It also 

                                            
 
11 http://www.c9.io 
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ensures the development environment is instantly available on any machine, provided that it has internet 
connectivity. Figure 50 shows the Cloud9 development environment: 

 
Figure 50 Screenshot of Cloud9 hosting prototype 

The SO Bundle for this prototype consists of a simple application and the service descriptions in the form of: 

 The Service Template Graph, necessary for the deployment of SIC, described with a AWS 
CloudFormation template. 

 Configuration metadata for the SIC themselves. 

The application code used in this prototype assembles the various classes and components of the SO / SM & 
Service Development Kit. For later versions these parts will be naturally split into three separate entities. For 
this first prototype the application consists of all three parts.  

5.3.1.1 Service Manager 
The SM is based on a generic SM, which is not specific to the example SM demoed here.  This ensures that a 
consistent interface is exposed to the Enterprise End User, regardless of what kind of service is used. 
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A new instance of the SM is then instantiated with a reference to the prototype SO.  In essence, the prototype 
SO is now linked to and accessible via the generic SM. 

5.3.1.2 Service Orchestrator 
The SO is divided into a 'Decision' and 'Execution' parts. Both require an AAA token, which authenticates and 
authorizes the tenants, in order to execute. 

The decision part is given a reference to the execution part of the SO. This will allow the decision 
subcomponent to call on execution functions within the execution subcomponent, when action needs to be 
taken based on a reached SO state; or for example, when the tenancy allowance of the given SO has been 
breached and scaling must occur. 

Finally, the decision part of the SO is started as a thread, which evaluates the SOs state on an ongoing basis 
and decides to do a scaling operation when needed. 

The execution part of the SO holds the following implemented details: 

 Initialization of the SO: 

o Reads the description files from the SO. 

 A routine to deploy the prototype service: 

o Triggers deployment module of the CC to setup a set of emulated Virtual Machines. 

o Triggers the emulated MaaS 

 A routine to provision the SIC of the SI: 

o Configures the previously deploy emulated Virtual Machines and configures each SIC. 

 A routine to ‘scale’ a SIC by reconfiguring the number of users it deal with: 

o This routine can be triggered from decision part - or on request by the SM 

The decision part of the SO holds the following implemented details: 

 Is implemented as continuously running Thread: 

o It retrieves values from the SIC. 

o If the retrieved values exceed a given threshold the ‘scaling’ routine of the execution part is 
triggered. 

5.3.1.3 Service Development Kit 
The Service Development Kit used in this Prototype offers a set of basic features to support the SO in 
fulfilling its tasks: 

 Routines to authenticate and authorize tokens given to the system 

 Provides means to interact with the internal Services of the CC: 

o Supports the listing of available emulated services. 

o Ways of creating SIs of category support & atomic 

 Implements the generic part of the SM. 
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 Implements Skeletons for the ‘decision’ and ‘execution’ part of the SO. 

 Provides some APIs to abstract from the management APIs of MCN related services such as the 
deployment module: 

o This for example abstracts the deployment module so that the Service Developer does not 
need to directly talk to the interface of OpenStack heat. 

5.3.1.4 Running the prototype 
Figure 51 shows the prototype in action: 

 
Figure 51 Screenshot of running SM/SO prototype 

The logged data of the SO and SM is shown in this terminal. The internal and external IP address of the 
service can be observed, providing us with the details necessary to access it, both locally via locally deployed 
services (or e.g. SSH), as well as remotely. 

The decision part of the SO, by nature being a continuously running process, monitors the predetermined 
scaling threshold, and calls on the Execution part of the SO when this threshold is breached.  In this prototype 
code, the threshold is hardcoded to be ‘80’. On certain occasions that threshold is exceeded and the decision is 
made to do a scaling operation. 

5.4 Conclusion and future work 
The Architecture, Interactions and notably the technology evaluation for the CC presented in this chapter have 
shown that the Objectives and Requirements described earlier can be met. The CC is, as noted before, a main 
part of the overall MCN architecture and a lot of work has been put in place to make it a consistent entity. The 
challenges faced during the definition of the architecture lead to a broad research on existing technologies, of 
which some are described here. The goal is to work with standards and technologies used in past projects and 
stand on the shoulders of those before us. 

With this architecture in place the authors are confident to implement it in the next project phase. This will be 
done by taking the evaluated technologies, do a gap analysis and extend them were needed. For each of the 
modules the previously listed technologies are candidates, and it is noted here that the architecture of the CC 
shall not be bound to a particular technology but present a reference model that allows different kinds of 
implementation flavours. This might mean that future work can either be built upon OpenShift or 
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CloudFoundry. The use of the Service Development Kit, the Interface Definitions and the use of standards 
will allow for a non locked-in environment. When using these technologies this tasks strives to use open 
standards – which have available implementations – such as DMTF’s OVF, SNIA’s CDMI and OGF’s OCCI. 

The implementation of the CC in the next project phases will lead to a close collaboration with work package 
6. The definition of service admission control algorithms and negotiation processes will also be detailed once 
first prototypes are implemented and first service are available to test those algorithms and processes. The 
results of this ongoing effort will then finally result in the next deliverable of this work package and be 
detailed by then.  
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6 Radio Access Network-as-a-Service 
The following sections describe the contributions from task 3.5, entitled “Wireless Cloud”. 

6.1 Introduction 
The MobileCloud Networking project will enable the end-to-end provision of mobile networks to enterprise 
end users, from the access part to the service platforms, including core network. The access part is provided 
through the Radio Access Network-as-a-Service (RANaaS), which allows any type of Radio Access Network 
(RAN), Third Generation Partnership Project (3GPP)12 and non-3GPP based, to be provided on-demand to 
enterprise end users (EEUs). The scope of the following sections is to describe the architecture enabling such 
business models.  

6.1.1 Background 
The explosive increase of capacity needs of mobile communication users results in more dense deployments 
of a large number of Base Stations (BSs). These BSs deployed in sites have high power consumption and 
Capital Expenditure and Operational Expense levels (CAPEX and OPEX). In general, up to 80% CAPEX of a 
mobile operator is spent on the RAN (Chen 2012). The cost of major wireless equipment makes up only 35% 
of CAPEX, while the cost of the site acquisition, civil works, and equipment installation is more than 50% of 
the total cost. Therefore, ways to reduce these supplementary costs is important to lower the CAPEX of 
mobile operators. In terms of OPEX, these represent 60% of the total costs, when considering a depreciation 
period of 7 years, which means that OPEX is a key factor to be considered, where transmission operation and 
maintenance represents 7%, while electricity represents 41%, site rental 31%, and general operation and 
maintenance 21% (Chen 2012).  Besides this, BSs are currently dimensioned for peak traffic loads, which 
increase 100 times every 10 years (Jauhiainen 2013), while in reality the offered traffic varies drastically both 
geographically and temporally. In fact, measurements report that 50% of sites generate 10% of revenue, while 
20% of the BSs carry 50% of the traffic (Guan 2010). On top of this, the average revenues per user are 
decreasing. On the other side, fibre availability is already a requirement for many operators, in urban areas, 
where 90% of sites in dense areas have fibre, of which 96% are within a distance shorter than 10 km to central 
office, which congregates nowadays up to 28 sites (Chanclou 2013). 

Cloud-RAN (C-RAN), a centralized processing, collaborative radio, real-time cloud computing and clean 
RAN system (NGNM 2013a), and leverages the aspects referred above, to make RAN more flexible and 
efficient. In C-RAN, a Base Station (BS) is split into a Remote Radio Head (RRH) and a Base Band Unit 
(BBU), as depicted in Figure 52: 

 The RRH is a remotely located radio unit and antenna, in charge of the radio functions from the RF 
transmission and reception to digital baseband and adaptation to the transport network. The 
geographical coverage made possible by the antenna defines the cell area. 

 The BBU is the baseband digital processing equipment, composed of high-performance 
programmable processors and real-time virtualization technology. The BBU handles incoming cell 
traffic from RRH. To this end it carries out any action required at physical layer level (L1) function 
and congregates Layer 2 and 3 functions (control and management) of a BS.  

                                            
 
12 http://www.3gpp.org/ 
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 The BBU and the RRH are linked via a high bandwidth and low-latency optical fronthaul network, so-
called Digital Radio over Fibre (D-RoF). 

 A data DC congregates multiple Virtual Machines (VMs) with instantiated BBUs, referred as BBU-
Pool.  

 Multiple BBU-pools of different Radio Access Technologies (RATs) may be congregated.  

 
Figure 52 C-RAN architecture. 

The centralized processing makes it easier to do collaborative treatments of radio data, enabling higher 
throughput for the end users. The centralized processing also allows operators to use cloud computing 
paradigm to handle incoming radio traffic. Finally, the aim is to reduce power consumption as a result of the 
mutualisation of servers. Some of the main challenges include the optical fronthaul transport network to 
achieve high bandwidth at acceptable costs, virtualisation of radio access network functions for real time 
processing with good power consumption performance.  

The RANaaS concept has a background in the C-RAN concept – C standing for “centralized, clean, cloud and 
collaborative”, while for others simply “cloud”. This research topic has been proposed by major actors, such 
as China Mobile (Chen 2012), Huawei (Huawei 2011), ZTE (ZTE 2012), Intel (Guangjie et al. 2012), IBM 
(Zhu et al. 2011) and Alcatel-Lucent (Haberland et al. 2013).  

In particular, Alcatel-Lucent (Haberland et al. 2013) has been developing the smart mobile cloud solution, 
which enables the C-RAN paradigm. Its architecture, depicted in Figure 53, divides the serving geographical 
area into subareas, each managed by a Decentralized Cloud Controller (DCC) within a Multi-site/-standard 
BBU pool (MSS-BBU). Multiple RRHs provide cellular coverage of the area, forwarding the traffic to MSS-
BBU. BBUs are made up of a PHY cell (handling the cell processing), a scheduler (managing the radio 
scheduling of user data and cell control functions), User Processing (UP) and Cell Control Functions. 
Depending on the computational effort of each BBU, the DCC decides whether UPs shall be offloaded to 
remote BBU processors within the same MSS-BBU, or even to processors in remote MSS-BBU pools, for 
balancing the load. This approach is a first step towards the RAN virtualization, with the splitting of radio 
functions into distinct functional elements, some of them being managed by dedicated BBUs  
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Figure 53 Smart Mobile Cloud architecture (extracted from (Werthmann et al. 2013)). 

Regarding standardisation, the Next Generation Mobile Networks (NGMN) alliance (NGNM 2013a), 
representing many operators, has launched a project entitled “Centralised Processing, collaborative radio, real-
time cloud computing, clean RAN system” (C-CRAN). It has carried out an initial analysis of costs, identified 
scenarios and requirements, and suggested potential solutions for C-RAN (NGNM 2013b). It also evaluated 
the potential impact of standardisation on businesses. Results show that even with simple centralized stacking 
of servers, major gains can be expected for both CAPEX and OPEX. Key technologies and challenges have 
been identified, such as the virtualization of mobile network functions. Current investigations show that only 
minor impacts on mobile network standards are expected. The NGMN alliance is currently focusing on more 
advanced scenarios, in order to share resources in the data centre more effectively. 

On the other side, the ETSI standardisation body has created a new ISV (Industry Specification Group) 
working group, called Network Function Virtualization (NFV) (ETSI 2012). NFV analyses the software 
architecture and the management of the virtualized network functions, for the landline, mobile, access and 
core networks as well as for service platforms. NFV also researches the necessary interfaces and problems 
such as orchestration.  

Projects also under way at 3GPP (3GPP 2013a) currently focus on the automation of network sharing between 
operators (RAN sharing). This involves allowing operators to offer, on-demand and automatically, certain 
capacities to other operators as well as offer certain management capacities to these operators. These projects 
are the forerunner for future offerings in the area of RAN sharing, facilitated by the virtualization of mobile 
networks. 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 123 / 255 
 

6.1.2 Problem description 
The problem tackled by this chapter is to design an architecture for RANaaS enabling business models, 
described in deliverable D2.1 (D2.1 2013) and highlighted in section 6.1.4, while matching requirements 
expressed so far in section 6.1.4 and Appendix B.1.5. The architecture shall enable a RANaaS provider to 
offer radio mobile network functions on-demand, automating the deployment and provisioning processes. The 
architecture shall make it possible to optimise the data centre resource use to ensure that service level 
agreements are met, while at the same time minimizing data centre resources. 

Several challenges are raised by this novel architecture. On one side, the fronthaul network, based on fibre 
links, has very tight requirements in terms of latency, where the maximum round-trip delay must be below 
150 µs (maximum of 15 km of BBU-RRH distance) (Haberland et al. 2013). Transporting baseband signals 
through fibres requires high bit-rate links. For example, a site with 3 LTE RRHs with 20 MHz bandwidth, 
requires a 7.4 Gbit/s link, while having a three sector site with LTE (in two bands), UMTS (in 2 bands) and 
GSM, requires up to 20 Gbit/s link (Chanclou 2013). This requires dimensioning and optimisation of the 
optical links between BBU-pools and RRH based on realistic network configurations. Several propositions for 
the reduction of required bit-rates of links are under investigation, based on compression of signal, or defining 
different ways of splitting functions between BBU and RRH. Also, the support of interoperability and multi-
technology (2/3/4 G and Wi-Fi), and RAN sharing between different operators are being investigated in this 
project. 

Another challenge is load-balancing between BBU-pools. The processing and storage needs of BBUs varies 
dynamically with the load of the associated RRH, as well as for the BBU-pool. Based on the cloud concept, 
BBUs may be scaled up or down (increase or decrease processing and storage capacity) according to the 
needs, and shall support the seamless migration of BBUs from one DC to another. This may only be possible 
by the virtualisation of BBU functions. A key aspect is the quantification of the relation between load and 
processing needs at the BBU. This processing must be decomposed between load independent and dependent 
components, which can be scaled according to needs. To flexibly and efficiently satisfy agreed Service Level 
Agreements (SLAs), load-balancing mechanisms are needed to allocate and configure the required resources 
according to temporal and geographical variations of load. The resources to be considered are radio resources 
allocated to each RRH, number of RRHs per BBU-pool, number and characteristics of available RATs, fibre 
resources available between RRHs and BBU-pools and processing resources available on each DC. 

This balancing relies on monitoring and prediction mechanisms, essential to the optimisation of resources. 
Key advantages are the saving of CAPEX and OPEX costs, by congregating BBUs in virtual pools of 
dynamically optimised reserved resources. It also eases the adaptation to non-uniform traffic and enables 
smart traffic offload. Besides this, the centralised processing of a large cluster of RRHs also enables the 
efficient operation of inter-cell interference reduction and Coordinated Multi-Point (CoMP) transmission and 
reception mechanisms, as well as mobility. 

Another enhancement, enabled by C-RAN, is the capability to provide multi-tenancy. RANaaS enables to 
simultaneously offer to multiple tenants – Virtual Network Operators (VNOs) – virtual radio resources 
according to specific SLAs. For example, VNO 1 may want to guarantee 2 Mbit/s throughput to all its users, 
while VNO 2 offers a best effort service to its users. This requires dedicated mechanisms for the integrated 
management of these virtual radio resources. This is supported by an elastic on-demand allocation of 
resources, enabled by detection and prediction mechanisms of resource usage, to optimise the offered services.  
The proposed RANaaS architecture will enable mobile operators to quickly deploy and make upgrades to the 
network. This solution will provide a flexible way of scaling up and down the RAN and dynamically 
instantiating resources where and when they are needed, and releasing them when not needed anymore. 
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6.1.3 Objectives 
The Description of Work defines the overall objective of this Task as: “to design and implement a system 
enabling and providing virtualised foundational infrastructural resources from the various service domains 
within MobileCloud, namely Radio Access Network […]” (DoW 2012 p. 51). This leads to many sub-
objectives which needs to be addressed. For example the dynamic “[…] dimensioning of the virtual BBU 
pools based on realistic network configurations […]” (DoW 2012 p. 55). This lead to the architecture 
specification presented later on in this chapter. Within this architecture the SO will play a huge role in the 
“[…] management of virtual radio resources” (DoW 2012 p. 55). With the help of the enabling technologies 
from the CC this entity will also realize the functionalities of the entity previously called the “Wireless Cloud 
controller” in the DoW. Finally this chapter will also present a test plan which “to enable rapid end-to-end 
proof of concepts to be demonstrated.” (DoW 2012 p. 55). 

6.1.4 Requirements 
The correct operation of a RANaaS instance poses several general requirements towards other MCN and 
supporting services. These requirements are related to the operation of the RAN components as well as their 
integration with other network elements and services. For a detailed specification of all requirements 
associated with the Technical Domain of the Access Network Infrastructure Cloud, we refer to the section 6 
and the Appendix A of the D2.1 (D2.1 2013). RANaaS will have to fulfill the following requirements: 

 It shall be able to allocate physical resources on-demand. 

 It shall be able to dynamically variety the allocated resources within one or multiple wireless access 
technologies to meet variable offered traffic and SLA contracts. 

 It shall be able to allocate resources energy-efficiently to guarantee a given performance 

 It shall be able to offer RANaaS. 

 It shall be able to balance load within components of the same or various wireless access technologies 
(e.g., antenna, BBU). 

 It shall guarantee connectivity between network components (e.g., BBU-RRH connectivity). 

 The hardware virtualization shall allow the radio resources to be efficiently handled by the BBUs. 

 It shall be able to migrate resources from one BBU (virtual or not) to another one in order to 
efficiently share the processing resources between the BBUs. 

 It shall be able to allocate processing resources for one RAT, between different RATs in the same 
area or between different regions based on workload. 

 It shall allow the Mobile Network Operator (MNO) to have a global Operations, Administration and 
Management (OAM) view, from the RRU to the BBU, including the fronthaul. 

 The cloud design shall enable advanced signal processing techniques. 

 It shall allow the RANs to be interconnected to legacy or cloud-based core networks. 

 The cloud controller shall be able to dynamically configure and manage any component of the 
network. 

 It shall be able to provide static/dynamic information on the topology and characteristics of its 
participants of the RAN. 
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 It shall support an SLA with monitoring facilities. 

 It shall be able to estimate geographic and temporal offered traffic distribution. 

 It shall be able to monitor and process the location and movement of End Users used to 
initiate/maintain RAN topological changes. 

 It shall be robust to changes, their impact in the performance of the network being minimized. 

 Interruption of services in case of RRH/BBU failure shall be minimized. 

 It shall be resilient to changes, their impact in the performance of the network being minimized. 

 Impact of network component faults shall be minimized by redundancy. 

 It shall guarantee that the connectivity between network nodes (e.g., BBU-RRH link) supports a 
minimum requested capacity. 

 It shall guarantee that the connectivity between network nodes (e.g., BBU-RRH link) supports a 
maximum requested delay. 

 It shall allow MNO to administer their radio mobile networks being isolated from the others MNOs. 

 It shall have the capability of supporting Authentication, Authorization, Accounting, Confidentiality 
and Integrity. 

 It shall be able to support different levels of privacy depending on the supported services. 

 Cost-efficient services and applications from the user perspective (e.g., usage of free connectivity vs. 
paid one). 

 The services and applications shall be time efficiently provided to users. 

 The network shall support seamless handover between heterogeneous wireless access technologies. 

 It shall be able to map applications into different service classes. 

 It shall be able to configure itself in a self-organized way. 

 It shall allow dynamic sharing of radio resources. 

 It shall be able to provide end-users connectivity via multiple wireless access technologies (e.g. 2G, 
3G, 4G and Wi-Fi). 

 It shall support interoperability between the available heterogeneous wireless access networks and 
legacy mobile core networks. 

 It shall be able to efficiently support multiple RAT, e.g., GSM, HSDPA, UMTS, LTE 

A common feature between all requirements is that they are designed to ensure the reliable, secure, scalable 
and efficient (in time, space and energy consumption) provision of a RANaaS. In doing so, not only looking at 
it as an individual service but as part of a larger service offering. The ultimate goal of the requirements is to 
offer high level of satisfaction to both service providers (as the RANaaS users) and end-of-the-line-customers 
(the everyday users of the provider service). 

One set of requirements relates to the physical operation of the network. In this context, issues to address are 
connectivity between the RAN network components, monitoring of hardware performance and appropriate 
load balancing as well as energy consumption. Another set of requirements is oriented towards ensuring the 
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smooth running of the RANaaS. In this category we identify, requirements towards authentication, SLA 
management, Rating, Charging, Billing (RCB) and prediction of future service needs. For example, 
authentication-related requirements to ensure only authorised access to the RANaaS service instance and its 
service components are given. A special set of requirements are related to the mobility of users and their 
services from the perspective of the service provider (as the MCN project focusses on that). Mobility of users 
implies that migrating part of or their complete service may be needed to keep the agreed service level quality. 
Service migration sets specific needs towards connectivity among network elements, discovery of migration 
targets and handling of supporting service instances.  

6.1.5 Scenarios for RAN-as-a-Service 
Several MCN Scenarios can be found in deliverable D2.1 (D2.1, 2013). For the convenience of the reader, we 
provide here a quick reintroduction to one, representative of RANaaS capabilities. In the Cloud-Enabled 
MVNO scenario, the Enterprise End User (EEU) SwissMobile asks two MCNSPs (Operator A and Operator 
B) for a managed or unmanaged RAN service. This allows SwissMobile to connect its customers either via 
RAN from Operator A or Operator B. Data from the MCNSP is then forwarded to SwissMobile core network 
(virtualized or not). Each MCNSP then independently interacts with the required stakeholders to fulfil 
SwissMobile's requests. The MCNSP may simultaneously interact with several RAN Providers (RANPs) or 
Support Service Providers (SSPs). 

A RANP offers RANaaS to the MCNSP, who is responsible for the end-to-end mobile network. To manage 
the RANaaS, RANP uses infrastructure resources offered by the CSP and uses support services offered by 
third parties SSPs. Finally, the network connectivity is obtained thanks to the Network Connectivity provider 
via the Cloud Service Provider (CSP). The RANP fulfils MCNSP’s requests by deploying, provisioning, 
running and disposing RAN service instances. Support services allow RANP to benefit from additional 
services, such as monitoring, charging. SSP manages these support service instances. Connectivity intra and 
between service instances (MCN or support service instances) may be provided by NCP through CSP.  

Different management policies may be offered to the EEU, from the fully managed to the fully unmanaged 
model. In the fully managed model, the EEU has no control on the RANaaS service instance working while in 
the unmanaged model RANP offers an interface that allows some control on the RANaaS working, e.g., 
enabling the fine tuning of specific parameters for the load balancing between 3gpp RAN technologies. 

For the scenario definition, considering the boundary of 15 km maximal distance between RRH-BBU 
(Haberland et al. 2013), we shall consider that micro-data centres hosting mobile access network functions are 
distributed in a kind of hexagonal deployment of 30 km distance, guaranteeing that every RRH has at least 
one DC within 15 km. However, ideally to be able to do load-balancing, a shorter distance would be good. 

6.2 RAN-as-a-Service Reference Architecture Model, Concepts and 
Information Flows 

The following sections describe the RANaaS service by introducing the general concepts of the MCN 
architecture framework, then providing the architecture reference model, briefly describing the functions to be 
supported to enable the RANaaS scenarios, describing the different functional elements and the interfaces 
between them. Finally the lifecycle shows the different procedures, i.e., deployment, provisioning, scaling, 
migration and disposal. 
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6.2.1 General Concepts 
Before describing the actual RANaaS reference architecture model, several concepts supporting the RANaaS 
need to be introduced. 

RANaaS relies on the Monitoring-as-a-Service (MaaS), described in section 4, which extracts metrics for 
assuring the health and performance of any MCN service, including RANaaS, and supports the creation of 
metrics and context-based information (notifications/events thresholds) to be used to support adaptive life-
cycle functionality. It follows an approach of extract, pre-process, distribute, store, analyze and notify, based 
on resource specific metrics. These metrics and triggers are used by the SLA management, RBC and Service 
Orchestrator to take adequate actions. Associated to MaaS, Analytics-as-a-Service (AaaS), described in 
section 7.3, processes and interprets monitored data and builds specific indicators used by several Support 
Services (SS) of the Service Instance Components (SICs), defined in D2.1 (D2.1, 2013), of the RANaaS 
Service Instance (SI).. 

RANaaS relies on the Mobility and Bandwidth Availability Prediction-as-a-Service (MOBaaS), described in 
Deliverable D4.1, which provides prediction information regarding (1) the movement of RANaaS individual 
end users (location of an individual end user in a future moment in time), (2) the traffic that these individual 
end users will be generating at a certain location in a future moment in time, (3) bandwidth available at a 
certain location in a future moment in time.  

Regarding Domain Name System-as-a-Service (DNSaaS), described in section 7.1, two types of requirements 
are identified. First, to expose RANP's external components, e.g., RANP's SM. Secondly, to expose RANP's 
RANaaS internal components, for management purposes (e.g., cell control function for the radio resource). A 
DNSaaS service instance may be used for management purposes in order to expose a permanent fully 
qualified domain name instead of IP address that may change (e.g., due to component migration). This 
specific DNSaaS is not required to interwork with an EPCaaS SI, since there are no DNS requests from the 
core network (or other external RANs) with regard to RANaaS components. 

Load balancing-as-a-Service (LBaaS) is described in section 7.2. It includes a load balancer router that gets 
input packets and selects the server to manage the session. RANaaS is made up of SICs, which interworks to 
provide the radio processing, from the physical layer to the GTP layer to the core network. Data between SICs 
is carried over point two protocols over IP. LBaaS may be used to balance the load between SICs, if the traffic 
is based on TCP, HTTP or HTTPS. Another option is to use SDN to define the networking between SICs. The 
choice between the two options is for further study. 

SLAaaS, described in Deliverable D5.1, is used by RANaaS to make sure that services offered by service 
providers are guaranteed by SLAs and to offer guarantees to its own customers, i.e., MCNSP. SLAs are 
retrieved during the deployment phase and enforced from then on.  RANaaS SICs are configured to provide 
Key Performance Indicators to the MaaS, which are then retrieved by SLAaaS to check the current status of 
SLAs. If SLAs are no more guaranteed, then RANaaS is notified in order to react appropriately, as well as the 
Rating Charging and Billing system to enable penalties. 

The AAA system, described in Deliverable D5.1, allows messages between parties to be authenticated and 
authorized. 

In a number of different scenarios, RANaaS may have the need to migrate/relocate some (or all) of its 
components from one specific location to another. This is a complex process, and Information Centric 
Networking/Content Distribution Network-as-a-Service (ICN/CDNaaS), described in Deliverable D5.1, may 
provide the necessary mechanisms in order to make it not only possible but also feasible and efficient. 
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RANs have strong infrastructure requirements to achieve real-time performance, e.g., processing radio traffic 
from the remote radio heads within a short time as required by 3gpp standards. This results in strong 
constraints with regard to compute, storage and network resources, as stated in section B.1.5. 

Software defined networking (SDN), addressed at large in section 2, and may offer benefits to the RANaaS 
concept as well. On the one hand, SDN can be seen as an enabler for the external communication from/too 
RAN. On the other hand, SDN can be internally applied for the communication among RAN components as 
well. Since an eNB can be represented as a set of radio acquisition (RRH), general and user-specific functions 
(BBU), SDN will be investigated in its potential to optimize the mapping between these components. Details 
are given in section 2.2.1. A brief discussion on the physical realisation of the RANaaS concept is provided 
here and illustrated in Figure 54.  
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RRH
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Figure 54 Physical infrastructure aspects of RANaaS reference architecture  

The RANaaS Service Instance Components (SIC) that may run on different VMs need to be connected with 
each other. Also, the RAN gateway SIC needs to be connected to the components running the network core 
(EPC). Connectivity is provided through a switch, which is managed by an SDN controller. Since RRH are 
hardware-based, they are explicitly indicated in Figure 54. The use of SDN allows for flexible, on-the-run 
mapping between RANaaS functional elements.  

RANaaS is supported by Data Base-as-a-Service (DBaaS), which provides storage of data objects using an 
on-demand self-service model, as described in section 7.4.  

6.2.2 Architecture Reference Model 
The RANaaS architecture reference model is detailed in Figure 55. RANaaS is a service offered to MCNSPs 
through the interface of the RANP’s SM. One MCNSP requests the RANP’s SM to create a new RANaaS 
service instance. This service is then instantiated thanks to the Wireless Cloud Controller, which is made up of 
the combination of the Service Orchestrator and the Service Manager. The SO fully automatically manages 
the RANaaS service instance (e.g., making scaling decisions).  

The proposed architecture splits the eNB base band functions into a set of RAN specific RANaaS functional 
elements, described in detail in section 6.2.5.2, to make-up the per-RAT BBU. A BBU is composed by the 
scheduler, the Phy Cell, the Common Processing, the User Processing, the per RAT control functions and the 
RAN gateway. There is a one to one mapping between the RRH and the PHY cell. Interworking between cells 
is made by the collaboration between Control Functions, e.g., the X2 interface for LTE, as described in 
Appendix E.1. A set of BBUs is called a BBU-pool. These RANaaS functional elements are specific to the 
Radio Access Technology. They are instantiated by the SO through the CC and then controlled, e.g., for 
providing new configuration files. This interface may also be used to enable a dialog between the RAN 
service instance and its service management, e.g., to enable smooth migration of running eNB between virtual 
machines by requesting running eNBs to not execute handover procedures during such critical phases. The 
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RAN Gateway (GW) is the only functional element seen to the outside world. Its role is to offer security 
between external elements (e.g. core network nodes and/or EPCaaS SICs) and the RANaaS service instance 
and to forward traffic from/to EPC to/from the RANaaS functional elements. 

 

The RANaaS uses support services, e.g., to react to key performance indicators for scaling out. This is done 
through the interworking between RANaaS functional elements and support service instances. To this end, 
RANaaS functional elements have specific agents that provide inputs to the respective support service 
instances, e.g., by providing monitoring information, such as the current status. Legacy nodes are also 
supported, by use of a dedicated entity called the management agent responsible for configuring them. 

The RANaaS service instance can be managed by the EEU depending on the service subscription type. If so, 
then the EEU can interact with the RANaaS through the management agent.  

The various functional elements have agents (represented with an “A” box in Figure 55) configured and 
controlled by the SO, and feeding the respective SICs.  

 
Figure 55 RANaaS Architecture Reference Model. 

The following sections summarize the functions supported by the RANaaS, then how these functions are 
supported by the functional elements, the reference points between them and the informational flows for the 
lifecycle, from the creation to the disposal, including scaling in and out. 
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6.2.3 High level Functions 
The following high level functions have been identified. 

6.2.3.1 Non RANaaS specific high level functions 
AAA-related functions: RANP relies on AAA to assure the validity of authentication credentials transferred 
by its customers (namely service requestor), to enforce access control, and to collect the usage data records 
which are then used to initiate the payment process for service delivery. 

DNS-related functions: RANaaS provides credentials that allows DNSaaS provider to check the customers 
rights. DNS-related functions are provided by the DNSaaS provider to RANP. RANP may be authorized to 
configure its DNSaaS service instance, depending on RANaaS management policies. If authorized, then 
RANP is able to create a new DNS domain and dispose it. It may ask for more or less nodes (if DNSaaS does 
not auto scale by itself). RANP can add, remove or update A and AAAA records. RANP retrieves a set of 
DNS-related Key Performance Indicators (KPIs) by use of MaaS. RANaaS is able to handle charging events 
from DNSaaS via RCB support service. 

Monitoring-related functions: RANaaS relies on the MaaS, as described above. Every service that exposes 
data to the monitoring system requires an "adapter", so-called “monitoring agent”, represented with an “A” 
box in Figure 55. RANaaS needs to define and implement such an adapter into a RANaaS SIC, which exposes 
certain metrics (e.g. an adapter on top of the cell control functions, which exposes the active individual end 
user on this RANaaS SI). RANaaS can also subscribe to monitoring data, which will be collected through 
MaaS. The RANaaS SO deploys RANaaS SICs that include agents, if relevant, and subsequently configures 
IP/ports and ensures connectivity among the agent and the monitoring system. Also filters can be configured, 
for exposing an event from the MaaS towards RCBaaS and RANaaS SO. There are two levels of monitoring, 
of an instantiated service (specific metrics) and of the infrastructure (VMs specific metrics). 

SLA-related functions: Another function is SLA Management. An SLA is an agreement between two parties 
for a certain duration for a certain service level. RANP provides existing service levels to MCNSP. MCNSP 
agrees to a specific service level and an SLA is then created. When MCNSP disposes the RANaaS SI, then the 
related SLA is removed. At any time MCNSP is able to request audits logs to RANP. SLA violations are also 
used to react to make decisions to improve RANaaS service instance performances. Authentication performs 
the identification and authentication of the service requester and the validation of the service request to ensure 
that the service requester is authorized to perform the SLA service.  

Mobility Prediction-related functions: RANaaS relies on the MOBaaS. The prediction information is used 
by the RANaaS to generate the triggers needed for e.g., optimal network placement and optimal run-time 
configuration (e.g., scale-up and scale-in of BBUs). 

Migration-related functions: RANaaS may have the need to migrate/relocate some (or all) of its components 
from one specific location to another. This is a complex process, and Information Centric Networking/Content 
Distribution Network-as-a-Service (ICN/CDNaaS) may provide the necessary mechanisms in order to make it 
not only possible but also feasible and efficient. Moreover, the migration process is enabled on the physical 
level by appropriate networking, which will be provided by the NCP stakeholder. As mentioned in section 2, 
the SDN approach may be considered in order to optimize the performance. The interface from RANaaS to 
ICN/CDNaaS, shown in Figure 55, has two different purposes, although one of them may require the other. 
The first purpose is the use of ICN/CDNaaS as a Support Service to migrate internal components of the 
RANaaS from one virtual machine to another, without the need to migrate the entire virtual machine. The 
second purpose is the co-location of CCNx routers (ICN/CDNaaS components) with the RANaaS and their 
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integration with the UPs, which have a dual role: to cache content closer to the users and to serve as end-
points to content transfer (hence the dependency of the first purpose)13.  

6.2.3.2 RANaaS specific high level functions 
The following specific high level functions are noted here: 

Radio Resource Management (RRM) functions: In cellular wireless systems with multi-user and multi-cell 
network capacity issues, the objective of the RRM functions is to use efficiently the scarce radio spectrum 
resources and to manage seamlessly the user mobility. More specifically, RRM includes radio bearer control, 
radio admission control, connection mobility control, dynamic resource allocation (scheduling), Inter-Cell 
Interference Coordination (ICIC) and power control functionalities. 

Security-related functions: this is achieved by encryption of user data stream sent over the radio interface. 

Header compression: IP header compression over the air interface ensures efficient use of the radio 
resources. 

Multi-RAT support: this would allow resource sharing and seamless interworking between multiple radio 
access technologies (GSM, UMTS, and LTE). 

Management of multi-tenant resources: this involves sharing the resources between all the tenants, while 
ensuring logical isolation between the data belonging to different tenants.  

Connectivity to the EPC: this includes routing of the control plane data and signalling towards the MME and 
the user plane data (bearer path) towards the S-GW. 

6.2.4 Reference Points 
The communication between individual components in the RANaaS architecture (as in any other architecture) 
is being managed via well-defined, standardised reference points (3GPP 2013b p. 410) and (3GPP 2012 p. 
420). A Reference Point is defined between any two entities. In this context, we can distinguish between 
reference points pertaining to the RANaaS management for the RANaaS lifecycle (e.g., scaling out) and 
reference points related to the operation of the RAN (e.g., 3gpp S1-MME). The later can be legacy interfaces 
from current cellular networks or newly defined interfaces between RAN components, appearing as result of 
RAN virtualisation.  

Legacy LTE radio access reference points (see Appendix E.1): 

 S1-MME: traditionally between the E-UTRAN (eNB) and MME for the control plane. In the RANaaS 
architecture it is the connection between the EPC and the CF (control functions), on top of RAN-GW.  

 S1-U: traditionally between E-UTRAN and Serving GW for the per bearer user plane tunnelling and 
inter eNodeB path switching during handover. In the RANaaS architecture it connects the RAN-GW 
and the EPC. The S1-U is based on GTP-U protocol. 

                                            
 
13 CCNx routers acting as end-points for content transfer is a simple process, with a virtual machine communicating to another and 
transferring content. However, the role of caching content closer to the users involves a more complex process. When content requests 
come from the UEs, the traffic follows the normal path until the beginning of the GTP tunnel. Here, the UP just before the beginning 
of the GTP tunnel will have its traffic redirected to a ICN filter if the traffic matches some defined rules, and this filter will take care of 
the processing of the traffic so that it can be handled by CCNx routers. Once CCNx routers have processed the traffic, it will either be 
sent to the UP which handles the GTP tunnel (cache miss) or back to the user (cache hit). This process is described in detail in 
Deliverable D5.1. 
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 X2: traditionally between two eNB for the support of handovers; in the RANaaS architecture it is the 
interface between CPs (common processing). 

 Uu: traditionally between a UE and its serving eNB for the communication of control and user plane 
information. In the RANaaS architecture the Uu serves the communication between UE and RRH due 
to the virtualisation of the eNB. The Uu uses the RAN radio stack (3GPP 2013d). 

In addition to legacy RAN interfaces the RANaaS architecture introduces several new interfaces due to the 
virtualisation of the eNB and its representation as a set of RRH, common control functions (e.g., CP, 
scheduling, etc.) and user-specific functions (UP).  

RANaaS LTE radio access reference points: 

 RAN.RRH_Phy – between the RRH and the Phy_cell functionality of the BBU. The information 
passed over the interface is carried over optical links by use of, e.g., the Common Public Radio 
Interface (CPRI) protocol.  

 RAN.Phy_UP – between the Phy_cell and UP functionality of the BBU and supports the 
communication pertaining to the user plane functions specific for each UE. 

 RAN.Phy_CP – between the Phy_cell and CP functionality of the BBU and supports the 
communication pertaining to control plane functions common to all UEs. 

 RAN.Phy_Sch – between the Phy_cell and Scheduling functions within a BBU. It enables the passing 
of information pertinent to the common scheduling of multiple users over a shared radio spectrum. 

 RAN.UP_Sch – between the Scheduling and the UP functions of the BBU. It carries information on 
user-specific radio transmission configurations, supporting the enforcement of scheduling decisions. 

 RAN.CP_Sch – between the Scheduling and the CP functions of the BBU. It carries information on 
common radio transmission configurations, supporting the enforcement of scheduling decisions. 

 RAN.CF_Sch – between the Scheduling and the CF functions of the BBU, allowing control of the 
scheduling decisions. 

 RAN.CF_UP – between the CF and the UP functions of the BBU for the purpose of instructing on 
user-specific processing, i.e., to configure L1, MAC, RLC or PDCP parameters. 

 RAN.CF_CP – between the CF and the CP functions of the BBU for the purpose of instructing on 
common processing, i.e., applicable to all users, e.g., to trigger the sending of paging messages. 

In terms of management-supporting reference points, some of them shared with the general architecture of 
MCN services, described in deliverable D2.1 (D2.1 2013), and some that are RANaaS-specific.  

RANaaS external reference points (crossing the RANaaS service instance box, in Figure 55):  

 RAN.MA_EEU – between the enterprise end user equipment and the management agent. The 
interface enables both (1) feedback to the EEU on its currently running service and (2) direct 
management of the RANaaS service instance (in unmanaged service mode).  

 RAN.MA_AAA – between the management agent and an AAA server/proxy that ensures that the user 
requesting access to the RANaaS service instance is authorised to do so. 

 RAN.MA_SO – between the management agent and the RANaaS SO of RANaaS. It enables the 
passing of any requests or instructions from the EEU to the SO for execution.  
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 RAN.MA_LA – between the management agent and the legacy agent for the purpose of allowing the 
management of legacy RAN systems by the EEU and collecting feedback on their performance.  

 RAN.SO_SM – between the RANaaS SO and the SM. This interface allows SM to request SO to 
deploy, provision and dispose a RANaaS SI. 

 RAN.SO_SSP – between the RANaaS SO and the Support Service instance associated with the 
RANaaS SI. It defines the exchange of data needed for the specific Support Service. 

 RAN.SO_A – between the RANaaS SO and the agent of a supporting service. It allows SO to get 
information from a supporting service to make decisions, e.g., SLA violation reports. 

 RAN.SO_SCP – between the RANaaS SO and CC; it supports the communication for the initial 
provisioning and the on-the-run scaling in terms of the underlying hardware platform.  

 RAN.SO_CF – between the RANaaS SO and the CF of the BBU. This interface is used by the 
orchestrator to trigger specific RAN process, e.g., to disable the execution of handovers during the 
critical migration phase of the VM hosting CF. 

 RAN.SSP_A/LA –between an agent (legacy or RANaaS) and a supporting service instance 
component. This interface is supporting service specific and allows the supporting service to retrieve 
information. 

 RAN.RAN-GW_UP- between the RAN GW and UP. It transparently carries S1-U data over GTP 
tunnels. 

 RAN.RAN-GW_CF- between the RAN GW and CF. It transparently carries S1-MME data over GTP 
tunnels. 

 RAN.RAN-GW_EPC – between a RAN GW and an EPC node, e.g. MME, S-GW, Se-GW 

6.2.5 Functional Elements 
The following functional elements are defined for the RANaaS. This section is split between those functional 
elements which are specific to the service, and those who are not. 

6.2.5.1 Non-RANaaS Specific 
The following Non-RANaaS specific function elements are defined. 

6.2.5.1.1 Service Manager 
The SM is the entity that allows RANP’s customers, i.e., MCNSP, to request for RANaaS. If a business 
relationship is made, then the SM is responsible for initiating the RANaaS SI. 

Interworking between RANaaS and support services: the SM provides to the SO relevant information 
enabling it to create the SICs. 

Service Level Agreement: The SM makes sure a new SLA with SLAaaS each time a new RANaaS service 
instance is created. The SM deletes an existing SLA each time a RANaaS service instance is disposed.  
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6.2.5.1.2 Service Orchestrator 
The SO can make decisions, e.g., add more virtual machines to face the current load (auto scaling). It can 
configure SICs, either directly or through the CC. The configuration may be either triggered to react to 
internal RANaaS triggers, or if requested by the EEU. 

Interworking between RANaaS and support-services: The SO initiates the support service instance 
creation by providing the RANaaS specific STG to the CC. 

Service Level Agreement: The SO is able to get status information of the SLAs in place. 

Monitoring-related: The SO configures and controls agents on various components.  The SO feeds specific 
supporting services SICs with monitored data. The SO consumes monitored information of various SICs 
through the MaaS or AaaS. 

Rating, Charging and Billing: Receives billing information of consumed services. 

Analytics-as-a-Service: AaaS provides an analytics-based decision system that is feat by the monitoring 
system to the SO. 

Mobility-Prediction-related: The SO can query and receive via the MOBaaS, the output (e.g., prediction of 
end user location and prediction of bandwidth used and/or bandwidth available) generated by MOBaaS. 

Migration-related: The SO asks the component at the source location to provide the entire context that needs 
to be migrated (RAM content, configuration files, etc.) to a specific CCNx router. As soon as the SO of the 
RANaaS acknowledges the content transfer, it can ask the CC to migrate the network sessions from the source 
component to the destination component. When this process is finished, the SO is finally able to stop the 
services running at the source component. This will then lead to a final sync process between the source and 
the destination components, which aims at syncing any information that changed in the meantime. Finally, 
when the syncing process is complete the SO of the RANaaS issues an order to the CC to dispose of the VM 
hosting the source component. The component is now migrated to a new location. 

6.2.5.1.3 Cloud Controller 
The CC triggers the SI creation to other SPs through the means of the STG. 

Interworking between RANaaS and support-services: If SSP's SM authorizes, then CC initiates the support 
SI. 

Migration-related: The CC provides means for migrating of an existing SIC from one location to another. It 
allows also network sessions to be redirected. 

6.2.5.1.4 AAA Server 
The AAA service itself is made up of three components: 

 Authentication Agent: It verifies the validity of authentication credentials that a service requestor has 
transferred to the SM. To this end, it compares the received credentials with those stored in the 
Subscriber Data Base. 

 Authorization Agent: When a particular authenticated Service Requester (SR) wants to access a 
service, authorization agent evaluates and enforces the access control policies, and determines to what 
level of access the authenticated SR should be permitted. As input for its decision making, it consults 
the Subscriber Data Base and it acquires some accounting data from the accounting provider. 
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 Accounting Provider: It aggregates the usage data records from monitoring agents. It then 
validates/normalizes them, and passes them to the RCB for the purpose of rating, charging, and 
billing. The collected information is also used by the authorization agent for the purpose of authority 
control.  

6.2.5.1.5 AAA Proxy 
The AAA proxy identifies and subsequently provides credentials to the AAA server in charge of the tenant. 

6.2.5.1.6 Tenants’ Credentials (Subscriber Data Base) 
It contains the subscription credentials related to different service requestors. 

6.2.5.1.7 Management Agent 
For unmanaged RANaaS service instances the Management Agent authenticates and authorizes EEU requests. 
If the AAA successfully completes, then the Management Agent forwards requests to the SOs. The 
management agent is also responsible for configuring Legacy Agents (LA). Finally, the Management Agent 
also acts as Support Service agent for the MOBaaS to provide information required, i.e., network graph and 
electronic road map. 

6.2.5.2 RAN Specific Functional Elements 
The processing part of an eNB is described in detail in Appendix E.1. It includes the layer 1 (L1), layer 2 (L2), 
and layer 3 (L3) functions corresponding to E-UTRAN user plane and control plane protocol stacks across 
Uu, S1-U and S1-MME interfaces (3GPP 2013b p. 410). The reader is referred to the Appendix E.1 for more 
details on the protocol stacks and functional architecture of legacy eNBs.  

According to our proposed architecture reference model (see section 6.2.2), the eNB functions are split 
between RRH and per-RAT BBU. Several functional split options between RRH and BBU are possible, as 
discussed in section E.3. In a first approach, it is considered that the RRH covers some of the Uu L1 functions 
such as FFT/IFFT and RF transmission, while the baseband processing part of Uu L1 (coding/decoding, 
modulation/demodulation, MIMO processing, OFDM), all other higher layer functions corresponding to Uu 
L2 and Uu L3, as well as, S1-MME and S1-U termination stacks are hosted by the per-RAT BBU. 

In this section, we look in more detail at the functional architecture of the “Per-RAT BBU”. We divide the 
processing part that is located in the per-RAT BBU into 5 different functional elements, namely, the Phy Cell, 
the scheduler, the per RAT control function, the User Processing (UP), the Common Processing (CP), and the 
RAN gateway. We discuss the different functions that are supported by each functional element, as well as, 
the interfaces that need to be established between them. 

6.2.5.2.1 Phy Cell 
The Uu L1 processing in per-RAT BBUs can be categorized into per user processing and the per-cell 
processing. Phy cell is responsible for the dynamic multiplexing/demultiplexing of signals for one cell (the 
per-cell processing part of Uu L1), and is independent of the number of established user radio bearers.  Thus, 
in case of an LTE cell and for Down Link (DL), all the data to be transmitted on the air interface, i.e., control 
and/or user plane data coming from CP and different UPs, are multiplexed through Phy Cell (OFDM) to build 
the LTE frame. The reverse functions are applied for the Up Link (UL) (see section E.2). Other functional 
split options between RRH and BBU (PHY cell) are possible, as discussed in section E.3. The functionality of 
the Phy Cell is controlled by the scheduler.   
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6.2.5.2.2 Scheduler 
Access to the shared radio resources is dynamically controlled by the scheduler according to the QoS 
parameters (especially radio channel quality measured by UEs). Thus, the scheduler decides on  

1. which UE to be served during each transmission time interval; 

2. which frequency resources – Physical Resource Block (PRB) – to be allocated to each UE (number 
and positioning of PRBs); 

3. which spatial pre-coding to be used; 

4. which instantaneous transmission data rate (adapted to the channel quality) to be used. This will 
finally lead to the choice of Modulation and Coding Scheme (MCS) to be allocated to each UE for 
each transmission. 

To perform the previously mentioned tasks, the scheduler should have some control interfaces with different 
functional elements in order to apply its decisions. Thus, (1) and (2) lead to the control and management of 
Phy cell, (3) leads to the control of Multiple In Multiple Out (MIMO) processing (hosted by Uu L1 in CP and 
UPs), and (4) leads to the control of link adaptation function (hosted by the MAC layer in CP and Ups). The 
scheduler is itself controlled by the Radio Resource Control (RRC) layer which is hosted by the Per RAT 
Control Function.  

6.2.5.2.3 Per RAT Control Function 
The “per RAT control function” covers all the eNB control functions regarding the S1-MME, X2, and air 
interface (Uu). More specifically, it includes: 

 RRC layer of Uu radio control plane stack; 

 S1-MME and X2 control plane stack (L1, L2, IP, SCTP, S1-AP/X2-AP). 

It is worth mentioning that the functions supported by RRC, S1-AP, and X2-AP can be divided in two 
categories: (i) the general functions independent of UEs (e.g., broadcast of system information by RRC, 
control and configuration of S1/X2 interface by S1-AP/X2-AP); (ii) UE dependent functions (e.g., control of 
UE bearer by RRC and S1-AP, mobility control by X2-AP). The UE bearer specific control information that 
should be transmitted on the air interface is routed to the UP for the rest of the processing, while the general 
control information is routed to the CP. Furthermore, the Per RAT Control Function is responsible for the 
control and configuration of all the layers hosted by CP and UPs, as well as the functionality of the scheduler.  

6.2.5.2.4 UP (User Processing) 
UP corresponds to the dedicated user processing of Uu L1 that is required per user radio bearer in UL and DL. 
It covers the most processing consuming functions (such as coding/decoding, modulation/demodulation, 
MIMO processing) that would be possibly relocated for load balancing issues. More specifically, it includes: 

 S1-U termination stack (L1, L2, UDP/IP, GTP-U); 

 Uu radio user plane stack (part of L1 dedicated to user processing, i.e., PHYuser, L2 (MAC, RLC, 
PDCP)); 

 Part of Uu radio control plane stack (PHYuser of L1, L2 (MAC, RLC, PDCP)). 

It is worth noting that the scheduling function is supported by the “Scheduler functional element” and is not 
hosted by the UP.  As already mentioned, each UP is connected to the Phy Cell, and is under the control of Per 
RAT Control Function and Scheduler. Furthermore, the user plane parts of the UPs are connected to the S1-U, 
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while dedicated control plane parts of the UPs are connected via the Per RAT Control Function to the S1-
MME.  

6.2.5.2.5 CP (Common Processing) 
CP corresponds to the processing of common control information (independent of UEs) in UL and DL. It 
processes the common control channels such as Broadcast Channel (BCH), Random Access Channel 
(RACH), Paging Channel (PCH), etc., and includes: 

 Part of Uu radio control plane stack (PHYuser of L1, L2 (MAC, RLC, PDCP)). 

It is worth noting that the scheduling function is supported by the “Scheduler functional element” and is not 
hosted by the CP. As in the case of UP, the CP is connected to the Phy Cell, and is under the control of Per 
RAT Control Function and Scheduler. It is also connected via the Per RAT Control Function to the S1-MME. 
The rationale behind the functional splitting between UPs and CP, is that the processing effort for common 
control information is negligible with respect to that for the dedicated UPs, and thus CP would not be the 
object to be relocated. 

6.2.5.2.6 RAN GW 
The RAN Gateway (GW) is the only functional element seen to the outside world. Its role is to offer security 
between external elements (e.g. core network nodes and/or EPCaaS SICs) and the RANaaS service instance. It 
routes downlink packets to the relevant RANaaS functional element, i.e., UP and CF, by implementing SCTP 
(for S1-MME) and GTP (for S1-U) relay functions. Design options can be to have the RAN GW inside or 
outside the BBU. 

6.2.5.2.7 RAN Specific Service Instance Components and Monitoring Agents 
Every MCN service contains (statefull/stateless) information, which is interesting for other consuming 
services. Such information is not exposed by the MCN services to external consumers by default. In order to 
expose specific information, an adapter is required, the Monitoring Agent. The Monitoring Agent (represented 
as an “A box” in Figure 55) extracts information from (most properly) each MCN service and exposes such 
information in a constant manner to a logically centralized monitoring system. Each Monitoring Agent is 
RAN service specific. Monitoring agents provide KPI measures. Several models exist and are used 
simultaneously: regular update, based on triggers or on request. 

6.2.5.2.8 Legacy Agents 
Legacy agents support functions that interwork with RANaaS related support service instances, e.g., MaaS. 
They are managed and controlled by the Management Agent. . This interface between LA box and Supporting 
Service SIC is not drawn in Figure 55 for the sake of clarity.. For example, this may be functions enabling the 
monitoring of the legacy functional element, such as an RRH. 

6.2.6 RANaaS Lifecycle  
The RAN service lifecycle can be split into six different stages which may include common procedures and 
operations. We only show the evolved UMTS Terrestrial Radio Access Network (E-UTRAN). Other RANs 
(3GPP-based or not) are not depicted for the sake of simplicity. 
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6.2.6.1 Design 
Several design options exist with regard to the RANaaS functional elements implementation. The exact 
mapping between RANaaS functional elements and virtual machines depends on technical and business 
conditions. Performance may require some functional elements to be located in the same VM. In a similar 
way, different vendors providing RANaaS functional elements may result in multi VM design. 

Each SIC will have a separate VM image which represents the specific component, e.g., UE's UP or 
Scheduler. The images contain specific scripts (with configuration templates) which are used for the 
configuration during its provisioning phase. The images will be available in the Image service, part of IaaS, as 
presented in D2.2 (D2.2 2013). 

6.2.6.2 Deployment 
The deployment procedure is presented in Figure 56.Based on a trigger from an EEU a new instance of an SO 
is created. Once this instance is available the SO will trigger the deployment of the individual SICs. Once all 
SICs are up and running the overall RANaaS service instance is available.  

 
Figure 56 RANaaS deployment procedure. 

6.2.6.3 Provisioning 
The provisioning is presented in Figure 57. Once the SIC are deployed the will be configured. Therefore 
configurations can be read and provided to the CC. The CC will eventually provision all the SIC. Now the 
overall RANaaS service instance is ready to be used. 
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Figure 57 RANaaS provisioning procedure. 

6.2.6.4 Operation and Runtime 
The following sections describe details on how RANaaS SIs are scaled and individual SIC migrated. 

6.2.6.4.1 Scaling 
The scaling procedure follows the steps presented in Figure 58. When an internal or external trigger is 
activated with the SO of the RANaaS SI, the SO will decide upon the necessary scaling operation (e.g. In vs. 
Out). Once done the updated STG will be propagated to the CC which can take appropriate actions. 

 
Figure 58 RANaaS scaling. 

6.2.6.4.2 ICN/CDN Migration Process 
One of the most efficient approaches to relocate/migrate components of a specific service/application is 
ICN/CDNaaS. To migrate RANaaS SICs, the process depicted in Figure 59 is suggested. 

The migration process of RANaaS can be triggered in multiple ways: 
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 The instance owner, using RANaaS SM, decides to relocate an entire instance to another location. 

 The RANaaS SI, by means of programmed intelligence and/or monitoring alarms, decides to relocate 
a specific component of the service to another location. 

RANaaS establishes metrics and thresholds, which are communicated to an ICN/CDNaaS instance. This 
instance will then take control of the future relocations of RANaaS control, and will automatically trigger 
them once a threshold achieved. In any of the referred cases, the trigger is first transmitted to an ICN/CDNaaS 
instance (to its SO). The first step for the ICN/CDNaaS instance is to check whether a virtual resource with 
the service image is available at the destination. If not, the SO of the RANaaS is asked to create (through 
updateing the STG) it and it will contact the CC to handle the request. After that check, the process itself can 
start. 

 
Figure 59 RANaaS Component Migration. 

The process of migrating a specific component starts by communicating the decision to the SO of the 
RANaaS. The SO will then ask the component at the source location to provide the entire context that needs to 
be migrated (RAM content, configuration files, etc.) to a specific CCNx router. Once the content is available, 
the CCNx gets notified and the content transfer starts. The content is first transferred from the source 
component to the first CCNx router; the first CCNx router uses ICN mechanisms to transfer the content to the 
second CCNx router (at destination), which by itself will place the content at the destination component. This 
sub-process is detailed in deliverable Deliverable D5.1. 

As soon as the SO of the RANaaS acknowledges the content transfer, it can handle the migration of the 
sessions from the source component to the destination component (e.g. by reconfiguring the network setup 
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with the help of the CC). When this process is finished, the SO is finally able to stop the services running at 
the source component. This will then lead to a final sync process between the source and the destination 
components, which aims at syncing any information that changed in the meantime.  

6.2.6.5 Dispose 
The dispose procedure for a RANaaS service instance is presented in Figure 60. Once the SM receives a 
trigger to dispose the SO and CC will take care to the disposal of the SICs. Once done the SO instance itself 
will be disposed. 

 
Figure 60 RANaaS dispose. 

6.3 Ongoing resarch and next developments 
The following sections describe topics on which Task 3.5 will focus in the next project phases. 

6.3.1 BBU pool dimensioning 
In the centralized RAN architecture, RRHs are installed at local sites and provide antenna and part of base 
station layer 1 functionalities. They are connected via optical fibers to the BBU pools. The BBU pool is a 
shared resource that hosts all the processing related to the baseband (part of Layer 1), Layer 2, and Layer 3 
functions of multiple base stations. It is composed of multiple interconnected BBUs, each being a set of 
functional elements hosted by one or multiple Virtual Machines (VMs) on top of the shared resources.  

The objective of the BBU pool dimensioning is to estimate the resources (in terms of processing, storage and 
connectivity requirements) that are needed to respond to the traffic demand while ensuring the constraints 
related to resource/energy cost. The major challenges are in particular: 

 estimating the number of BBUs and their associated processing resources; 

 estimating and ensuring the maximum latency requirements for data transfer between BBUs. 
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However, in order to respond to these challenges, a number of issues need first to be addressed and defined: 
(i) clustering of the RRHs that should be served by the BBU pool; (ii) distribution of the functional elements 
corresponding to each RRH, among different BBUs. 

Concerning the first issue, the choice of the RRHs to be clustered and served by the same BBU pool should 
take advantage of the time and space distribution of the traffic. Due to the traffic imbalance during the day and 
over different geographical locations, resource pooling leads to statistical multiplexing gain, and thus 
significant hardware resource reduction (Bhaumik et al. 2012; Haberland et al. 2013; Madhavan et al. 2012; 
Namba et al. 2012). Furthermore, the number of RRHs to be clustered need to be precisely defined: it should 
be large enough to ensure enough potential gains, and at the same time, it should not exceed a certain level 
beyond which the pooling gain will become flat.  

Concerning the second issue, we have already pointed out that different functions of a base station (layer 1, 
layer 2, and layer 3 functions) could be implemented on one or more BBU. This has already been addressed in 
(Haberland et al. 2013), where the authors propose to assign one BBU per RRH in the BBU pool (referred to 
as home BBU). The home BBU hosts all the base station control and cell processing functions, and as long as 
it can, the workloads regarding the users’ radio bearers (referred to as UPs). Once the home BBU does not 
have enough resource to accommodate new UPs, the latter will be routed to the other BBUs in the BBU pool 
or even other BBU pools, according to the load and communication latency constraints.  

Another functional architecture has been proposed in (Gudipati et al. 2013) where the control planes of all the 
base stations in a geographical area are abstracted and implemented as a centralized controller entity. The 
proposed architecture is especially beneficial in dense deployments of base stations, as a central coordination 
could facilitate the handover management. However, depending on the number of abstracted base stations, the 
architecture may suffer from scalability issues.  

Finally, an important issue that is tightly coupled with the dimensioning problem is the scaling of the cloud 
resources in order to cope with the traffic increase.  This could be achieved either by installing more BBUs or 
by upgrading the existing ones. The factors that influence the decision making need to be identified in future 
studies. 

6.3.2 Management of virtual radio resources 
RRM is known to be a non-trivial task. Radio links are always subject to fading, noise and interference so 
performance of them, unlike wired ones, is variable. The procedure of RRM becomes even more taxing in 
Virtual Radio Access Network (V-RAN), where multiple Virtual Network Operators’ (VNOs) EEUs with 
different SLAs must fairly co-exist on the same physical infrastructure. This concept is addressed in (Costa-
Perez et al. 2013), where the concept of RAN sharing is extended. The goal of this research is to guarantee 
that changes (e.g., traffic flow) in any RANaaS’ SI of a VNO EEU  or in the environment (e.g. channel 
quality) should not affect the QoS offered to other VNOs’ SIs. In order to offer this kind of fairness and meet 
SIs’ objectives, the concept of virtual radio resources as the extension of NFV (ETSI 2013) into the air 
interface is proposed. In better words, V-RAN can be seen as a realisation of NFV for RAN, enabled by C-
RAN where radio and digital components of a BS are split, enabling both virtualisation and NFV in RAN. The 
abstraction of the physical infrastructure of C-RAN is achieved by adding a virtualisation layer. This 
realisation of virtual radio resources allows to offer to multiple EEUs (VNOs), isolated RANaaS’ SIs over a 
common physical infrastructure. The management of radio resources in V-RAN, as represented in Figure 59, 
is hierarchical, consisting of Virtual Radio Resource Management (VRRM) over Common Radio Resource 
Management (CRRM) and local RRMs.  
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At the highest level of this hierarchy, VNOs are placed. A VNO is a network operator who does not own radio 
access infrastructures, needing to provide wireless connectivity to its subscribers. What is offered to a VNO 
using V-RAN is a managed RANaaS. VNO does not have to care about managing the RAN. It only has to ask 
for capacity for various service classes. In addition to QoS requirements of each service session, VNOs 
request for certain level of service quality from virtual resource manager handling the physical infrastructure. 
The quality of offered service is regulated under SLAs between a VNO and VRRM with three terms: offered 
capacity per service, average response time and average serving time. 

These SLAs can be summarized into three types of contracts which are: 

 Guaranteed, in which the VNO is guaranteed minimum as well as maximum level of service (e.g., 
data rate) to be served on-demand.  

 Best effort with minimum guarantees, in which serving the VNO with a minimum level of service is 
guaranteed. The request for better services (e.g., higher data rates) will be served in a best effort 
manner.  

 Best effort, in which the VNO will be served in a pure best effort manner. Having the guaranteed 
level of service fulfilled, imposes new constrains to the optimisation problem.  
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Figure 61 Management of radio resources in V-RAN. 

VRRM, the highest manager, is in charge of translating VNOs requirements and SLAs through sets of polices 
for lower levels. The VRRM optimises the usage of virtual radio resources and it does not deal with physical 
resource. Nevertheless, reports and monitoring information (e.g. estimated remained capacity) received from 
CRRM enable it to improve the policies.  

CRRM, also called Joint RRM (JRRM) (Serrador and Correia 2011), is the intermediate level between VRRM 
and local RRMs. CRRM maps the policies of VRRM from virtual resources to physical ones, in addition to 
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issuing policies to manage radio resources in a heterogeneous access environment. It also optimises the 
policies based on information from local RRMs and reports to VRRM.  

Local RRMs (Serrador and Correia 2011), in the last level, are liable for optimising radio resource usage in a 
single Radio Access Technology (RAT). They are in charge of assigning physical radio resource parameters 
(e.g. power, frequency bandwidth, time slots, etc.) to the end-users upon receiving request. The policies issued 
by CRRM for each local RRM are used as decision guidelines for that RRM. In addition to policies of CRRM, 
the resource allocation in each local RRM has to meet the QoS requirement of each service. 

In order to develop the algorithm(s) for management of virtual radio resource among multiple VNOs 
regardless of practical complexity, a simulation tool is being developed. Having VRRM algorithm(s) 
evaluated and finalized independently, integration to the key evaluation platform for RANaaS can be 
considered at final stages of project. 

6.3.3 Offloading Load from 3GPP RAN technologies to Wi-Fi 
To achieve Wi-Fi offloading from LTE (or any other 3GPP RAN technology), the architecture depicted in 
Figure 62 may be used (3GPP 2013c). 
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Figure 62 Wi-Fi offloading architecture. 

Essentially, when it is decided to offload a specific User Equipment (UE) to Wi-Fi, the equipment will 
connect to an available Wi-Fi access point and the traffic will get redirected to the EPC using a different 
traffic anchor in the architecture – the Evolved Packet Data Gateway (ePDG). However, for it to occur, some 
issues need to be solved and some decisions are needed. 

The first decision is when to offload a UE to Wi-Fi. In fact, a number of factors may influence this decision, 
such as: load percentage of the LTE network in general or at a specific cell, availability of Wi-Fi connectivity 
and resources at the user’s location, user contract dependencies and device capability of offloading to Wi-Fi 
and the user is willing to allow it. 

Depending on these factors, a decision can be made to offload a specific user/UE and actions may be taken. 
But a second issue arises – which entity will be responsible for the offloading process? We propose a number 
of options: 

1. EPC handles the entire process (as defined in the 3GPP TS) 

2. RAN will take care of the entire offload process. 

3. Both EPC and RAN share different responsibilities for the migrating process: 

a) RAN provides EPC the information regarding the radio network to decide upon offloading; 

b) RAN manages the Wi-Fi related devices; 

c) EPC takes the offloading decision and scales its components to handle offloaded users. 

After the decision to offload a UE is made by the responsible entity, the offloading process may start. But how 
will the UE know that it needs to access a different technology is something not yet decided. A number of 
different options can be considered: 

1. UE has the Wi-Fi enabled and as soon as the device is in range of one Wi-Fi network with a given 
SSID, it is offloaded to Wi-Fi by disconnecting/putting into sleep its LTE connection and accepting 
its Wi-Fi connection as the main one. 

2. UE does not have the Wi-Fi on/does not want to be offloaded by default. In this case, as defined by 
Access Network Discovery and Selection Function (ANDSF), a software application may exist at the 
UE that notifies the user about the offloading possibility (by using its device position). The user may 
then decide that offloading is authorized and may turn the Wi-Fi on to allow it. 

3. A third option would be to have again an application as defined by ANDSF. However, in this case the 
user would agree with offloading from the scratch and the application would just keep the Wi-Fi 
sleeping until it is instructed by the network to bring the Wi-Fi interface up so that the offloading may 
occur. 

As soon as all the management decisions are taken, technical configurations and interfaces must be set. The 
first point requiring a technical decision concerns the interface between the EPC and Wi-Fi related 
infrastructure where the handover between technologies will be performed. Three options are given by 3GPP 
(3GPP 2013c) and illustrated in Figure 62: 

 S2a: there is a direct connection from the routers handling the Wi-Fi infrastructure to the PDN 
Gateway (P-GW). The preferred mobility protocols are Proxy Mobile Internet Protocol version 6 
(PMIPv6) and client Mobile Internet Protocol version 4 Foreign Agent (MIPv4FA) mode. 
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 S2b: there is a gateway between the routers handling the Wi-Fi infrastructure and P-GW. It is called 
Evolved Packet Data Gateway (ePDG). In this case, the preferred protocol is only the Proxy Mobile 
Internet Protocol version 6 (PMIPv6). 

 S2c: there is a direct connection from the Wi-Fi access points to the P-GW. With this direct 
connection, a different mobility protocol is normally used. In this case, Dual Stack Mobile Internet 
Protocol version 6 (DS-MIPv6) is used. 

The two most likely candidates are S2a and S2b, with the second depending on the role of the EPC concerning 
the management of the Wi-Fi offloading and also the EPC implementation. 

Regardless of the interface used, the Wi-Fi infrastructure needs to be prepared to handle the offload of a UE. 
Assuming that RANaaS will manage this infrastructure that may be owned by the same operator or obtained 
from others, a set of configurations/instructions are needed: 

 A Wi-FI access point needs to be enabled to deal with Wi-Fi offloaded UEs. This device may already 
be configured and handling other UEs, meaning that in this case only resources availability needed to 
be checked and adjusted. Otherwise, two different Virtual Local Area Networks (VLANs) and Service 
Set Identifiers (SSIDs) must be configured at the Wi-Fi access point: an operator VLAN and SSID to 
handle the Wi-Fi offloaded UEs and a private VLAN and SSID to handle the remaining traffic of the 
Wi-Fi access point (if the device is shared). 

 The chosen Wi-Fi access point needs to be configured with the following parameters: quality of 
Service (QoS) policies for the traffic/traffic source, radio band (2.4 GHz or 5GHz), radio channel, 
transmission power, etc. 

 In runtime, the Wi-Fi access point may be instructed to either disconnect a client or enable a client to 
roam to another access point. 

With this approach several research challenges exist when C-RAN concept is adopted. As the RAN will have 
more autonomy in terms of management to perform load balancing of radio resources and computing 
resources, the management of the Wi-Fi offloading will not be limited to the EPC. In fact, Wi-Fi offloading 
and general Wi-Fi usage can be coordinated together with BBU load balancing to ensure the best quality of 
service for the users together with the most eficient usage of the available resources. For instance, when a 
peak of radio resources usage is predicted or the BBU pool does not have many resources left, certain types of 
traffic (with their own classes of service) can become served by Wi-Fi while LTE is still used for the 
remaining ones. In this case, full Wi-Fi offloading is not performed and deep integration between the RAN 
and EPC are required to control the usage of resources in the best possible way. 

The main challenge is then how to integrate the 3GPP defined management interface for the Wi-Fi offloading 
with the radio/computing managament interface of the RAN, so that control can be delegated and fully 
coordinated between both entities. Also, as there is already an entity in the RAN do deal with radio resources 
management, it makes sense that Wi-Fi radio resources are controlled by this entity. This will create some 
changes in the current architecture, and will provide a converged way of managing resources as foreseen by 
the adoption of cloud principles in the project. 

6.3.4 Testing 
The developments within the MCN project should be supported by testing platforms to provide feedback 
during the design and optimization phase and to allow the demonstration of newly designed algorithms and 
concepts. The requirements towards the testing platforms can be summarized as (1) allow experimentation 
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with the radio access LTE network; (2) allow experimentation with the EPC; and (3) support extensions to 
demonstrate software defined networking concepts.  

In order to determine whether there is an appropriate platform to support the development and testing of the 
RANaaS solutions as well as an end-to-end service provisioning, we conducted a critical analysis on existing 
solutions in the area of simulation and emulation. Simulation and emulation both have their advantages and 
disadvantages when it comes to research and development. Although test-beds are often seen as the ultimate 
testing environment, they do not scale and are not feasible in the context of cellular networks due to the 
spectrum licenses. Therefore, test-beds in their pure form were left out in our investigations. In the following 
paragraphs we will briefly discuss each investigated platform and reflect on its relevance for the MCN project.  

Simulation is often seen as the appropriate technique to use in the early design and evaluation stages of a 
novel concept, protocol, algorithm and the like. It benefits from a relatively easy implementation process, 
repeatability of tests and scalability, but it also suffers from lack of realism in hardware specifications and 
software. Given the above, simulation fits the goal of MCN and WP3 in particular to support the conceptual 
development of novel algorithms for load balancing, heterogeneous radio access and mobility prediction 
models. We evaluated three simulation platforms available at the project start, namely, the ns3 LENA module 
(CTTC, 2013), the OPNET specialized LTE model (OPNET 2013), and SimulLTE – the more recent effort of 
OMNeT++ (OMNET++, 2013). We discarded right from the beginning the SimulLTE due to its immaturity 
and lack of multiple critical functionalities for the RAN of LTE. Distinguishing the value of ns3 LENA and 
OPNET LTE specialized model is more challenging. Both have matured over several years of development 
and provide detailed implementations of the E-UTRAN. ns3 LENA has the added value of offering a 
simplified model for the EPC (the core network serving the LTE radio), which can support the development of 
inter-domain algorithms such as user mobility prediction and management. Furthermore, while ns3 LENA is 
an open source platform, the OPNET specialized model is a licensed solution. Hence, our choice fell on ns3 
LENA. 

Emulation can be seen as trying to combine the beneficial aspects of both worlds of simulation and test-beds. 
It tries to mimic the system behaviour while preserving repeatability. Since it incorporates many more 
implementation details its computational performance can be often dependent from the hardware platform and 
does not scale as well as simulated models. It is, however, the “right-hand” of a developer while trying to 
bring its novel concept to the real world. The Fraunhofer FOKUS institute (partner within MCN) developed 
an accurate EPC emulation framework, i.e., OpenEPC (Fraunhofer 2013), but unfortunately does not yet 
provide emulation of the RAN. A full set of emulated functionalities for both radio access and core is also 
provided by Polaris Networks (Polaris Networks 2013).. The platform is not the best option for research 
innovation and industrial vigour due to licences. An alternative for RAN emulation is the Open Air Interface 
(OAI) under development by Eurecom (Eurecom 2013). It is an open source framework, which implements 
majority of RAN functionality relevant to the MCN project. From the perspective of the project it would be 
most interesting to extend Fraunhofer’s OpenEPC and to use OAI for feedback on performance metrics during 
the design phase. Communication with the OAI development team at Eurecom was already established. 

6.4 Conclusion and future work 
An architecture for providing RAN-as-a-Service is presented in section 6.2. It allows any type of Radio 
Access Network (RAN), 3GPP and non-3GPP based, to be provided elastically and on demand to enterprise 
end users. It is based on the Cloud-RAN concept proposed by major actors in the telecommunications world. 
A set of requirements are identified for the correct operation of RANaaS SI, related to the operation of the 
RAN components as well as their integration with other network elements and services. A scenario for 
RANaaS is discussed, highlighting the potential of such an architecture. The goal of this architecture is to 
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enable RANaaS business models while matching requirements. RANaaS has several interactions with other 
services and concepts studied in the MCN project, such as DNSaaS, LBaaS, SLAaaS, AAA, SDN, MaaS, 
AaaS, MOBaaS. High-level functions, reference points and functional elements are identified. The proposed 
architecture model supports the split of a base station into a radio and software based units (RRH and BBU, 
respectively), which are pooled in general purpose programmable processors using real-time virtualization 
technology, enabling on-demand provisioning of resources.  

Next developments shall be supported by this architecture. First, the BBU pool dimensioning is under 
development, in order to allocate processing resources as a function of demand. Secondly, a concept of 
virtual-RAN is proposed. The realisation of virtual radio resources allows the offering to multiple clients 
RANaaS over a common physical infrastructure, independently. Another topic under development is the on-
demand load balancing between LTE and Wi-Fi technologies. Finally, the various possible approaches that 
allow the demonstration of newly designed algorithms and concepts are discussed. Regarding performance 
analysis, no concrete numbers are available yet. Still, some considerations are given with respect to compute, 
storage and networking resources. 
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7 Services of Category Support 
The following four sections describe the services of category support which will be offered out of work 
package 3 based on existing technologies. 

7.1 Domain Name System-as-a-Service 
The Domain Name System (DNS) is an extensible, hierarchical distributed naming system for resources 
connected to the Internet or a private network. By querying a DNS server, a translation of well-formed domain 
names into IP addresses is accomplished. Providing DNS-as-a-Service (DNSaaS) allows the creation of on-
demand DNS servers capable of being configured appropriately through a well-defined API. 

Overall, the DNS service should provide support to other services in the creation of DNS pools (i.e. a set of 
DNS servers) for private or public use. Moreover, these pools must support the configuration of multiple and 
distinct zone namespaces (allowing a same domain name to exist across different pools). The basic operations 
identified and expected to be supported by the DNSaaS are the following: 

 CRUD operations on zones 

 CRUD operations on records 

For all the presented Create, Update and Delete operations, the API may follow either an asynchronous or a 
synchronous behaviour.  

These operations should suffice for a majority of services, however and in particular for MCN-specific 
requirements, DNSaaS should support, apart from standard operations, the following functionalities and 
records: 

 DNS Load Balancing – Round Robin DNS allows for distributing the load on a pool of IP destinations 
(i.e. for new incoming DNS queries, a different permutations of the IP pool can be provided). 
Additionally, GeoDNS may also be considered for generic location-based load-balancing for CDN as 
described in Deliverable D5.1 (D5.1 2013). 

 Support for SRV and NAPTR records – The API of DNSaaS should be extended to support these 
records which are themselves extensions defined for the DNS service and protocol. 

 Multi-tenancy – Provide DNS service for individual tenants and prevent conflicts between equal 
domain names between tenants. 

7.1.1 Architecture Reference Model  
DNS is typically used in parallel with other services in order to provide domain names per tenant. The 
DNSaaS should be capable of providing a name service from different systems and on different levels, 
guaranteeing multi-tenant support. 

Despite several existing services capable of providing a single DNS service instance, such as BIND (ISC 
2013). Currently they lack themselves a way to provide DNSaaS with multi-tenancy support. Nonetheless, the 
architecture presented in Figure 63 is capable of supporting these DNS alternatives and, similarly to the 
OpenStack’s Designate project (analysed in more detail in Appendix A.6), provide DNSaaS integrated with 
the MCN project. 
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Figure 63 DNSaaS Architecture 

7.1.2 Functional Elements 
The architecture model presents the DNSaaS main functional elements and their relation with other MCN core 
components. These components and their interactions with DNSaaS, except for the CC which is independent 
from DNSaaS, are responsible for integration with MCN as presented next: 

 DNS Service Manager – Whenever a Service Instance requires DNS as a support service, the SM 
will provide support for this interface. 

 DNS Service Orchestrator – For all the existent DNSaaS Service Instances a single SO shall exist 
for managing and orchestrating them. 

The remaining fundamental functional elements, which are DNSaaS-specific, interact between themselves and 
provide interfaces for external elements and services as detailed next: 

 DNSaaS Configurator – An MCN Service Instance that requests DNSaaS must have its own DNS-
related logic, being capable of issuing the appropriate operations exposed by the DNSaaS API. The 
DNSaaS Configurator is a service-specific module responsible for this management (e.g. CRUD 
operations for domains and records). 

 Frontend/API – Several DNS Configurators, one per requesting service, will use the Frontend to 
interact with the actual DNSaaS, configuring records and domains provided by this service through an 
API that processes incoming requests and exposes the fundamental operations associated to DNS. The 
IaaS::network_DNS.SI.API interface will be given by this entity, for configuration purposes. 
Moreover, it provides the interfaces required for common DNS queries to reach the DNS servers, 
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identified by IaaS::network_DNS.SI.DNS, which consists in a list of IP addresses (one for available 
server). 

 Central Agent – This entity is responsible for enforcing all the configuration requests providing 
appropriate authentication for each one, managing the flow from the Frontend to DNS Backend. 

 DNS Backend – The DNS Backend element is responsible for the management communications 
between the Central Agent and the required DNS servers along with their storage mechanisms. 

 AAA – Triple AAA component which is further detailed in Deliverable D5.1 (D5.1 2013). 

7.1.3 Reference Points  
The DNS Service provides two different interfaces, one for configuration purposes and a second for the usage 
of DNS, receiving queries and issuing replies as defined by the standard. This configuration results in several 
different interactions between this service and distinct MCN services. These are presented next: 

In-between MCN Services 

MCN services may choose to use DNSaaS as a supporting service. In particular the following services require 
specific support as presented next: 

 EPCaaS will use DNSaaS for naming purposes (supporting in particular SRV and NAPTR records) 
and to provide load-balancing on the MME to select SGW+PGW as defined by 3GPP in TS 29.303. 
For this purpose the EPCaaS will make use of the DNSaaS. 

 IMSaaS will use DNSaaS for naming purposes (supporting in particular SRV and NAPTR records). 

 CDNaaS will use DNSaaS for naming purposes and for geographical-based load balancing, taking 
advantage of GeoDNS when available 

 DSSaaS will use DNSaaS for naming and load balancing purposes 

Services of Category Support using this Service 

No Supporting Services are expected to require the use of DNS-as-a-Service, nor does DNSaaS require any 
kind of support service. 

Towards Atomic and Support Services 

DNSaaS will use the AAA service to validate credentials of the requested DNS configurations. 

Towards Global Architectural Elements 

Per tenant, a SO can manage a single DNSaaS instance by including it in its service template graph. 

Towards Service Provider & Users 

Service Providers can offer out a DNSaaS Service Instance through the DNSaaS SM to their own services or 
other services. However, no direct interactions between DNSaaS and an End User are expected. Instead, End-
users may be able to query resulting DNS servers from DNSaaS, but not the service itself. 

7.1.3.1 Interface definition 
Following the architecture the following table presents the interfaces which can be accessed through a 
DNSaaS service instances. The former generally provides the means to correctly setup and configure a DNS 
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service, while the latter guarantees the normal behaviour of DNS query/reply-based operations, not issuing 
any modifications on the service instance itself. 

Table 14 iaas::network_DNS.SI.conf and iaas::network_DNS.SI.DNSinterface defintion 

Id Functional Definition Comments 

conf 

1 Provide a configuration mechanism to 
manage multi-tenant DNS instances 

This will be integrated with the inter AAA service. 

2 Allow to handle the required zones and 
DNS server pools. 

 

3 Provide means to create, update, get, list 
and delete different zones. 

This will be a RESTful API which can be triggered 
programmatically without human interaction. 

4 Provide means to create, update, get, list 
and delete different DNS RecordSets. 

This will be a RESTful API which can be triggered 
programmatically without human interaction. 

DNS 

1 Guarantee the standard query/reply 
behaviour from typical DNS servers. 

This shall masquerade the DNSaaS inner workings for 
clients and servers issuing normal DNS queries. 

7.1.4 Conclusions 
Being fundamental for a majority of services, DNSaaS is a supporting service that can be seen as part of the 
infrastructure (IaaS) as a whole. Even though service-specific requirements may exist, the interfaces provided 
by DNSaaS are generic enough to support all MCN-services through a unified API. Moreover, in order to 
support standard DNS request, a second interface is provided so that the configured DNS service can be used 
by any machine, aware or not of the MCN paradigm. DNSaaS will be offered out of task 3.1. 

In upcoming developments of the DNSaaS, a detailed analysis of the service’s life cycle, as well as a thorough 
validation of the defined interfaces, will be performed, adjusting the service accordingly and supporting the 
prototype implementation phase. 

7.2 Load Balancer-as-a-Service 
Load balancing is done to distribute traffic between several servers. Mainly to get optimal service 
consumption rates but also to enable high availability.  

The general concepts associated with load balancing are:  

 A “pool” is just a set of servers, called workers in the context of load balancing, with individual IP 
addresses assigned, all running the same service, in that setting up a session with any of them will 
lead to the same effects/results. 

 A virtual IP (VIP) is assigned to a load balancer system as the actual address implementing some 
service. When a new session is requested to be established with the service, the load balancer system 
intercepts it and reroute the request to an actual server properly chosen from the pool. Note that also 
the service protocol (currently: TCP, HTTP and HTTPS) has to be defined and associated to the VIP. 
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 The load balancer engine uses an algorithm for distributing the load onto the servers in the pool. 
Simple typical load distribution policies include the “round-robin”, where all servers are ordered in a 
list and new incoming session are dispatched to one server after the other in sequence, and “least-
connections”, where each incoming session is assigned to the server running the least number of 
sessions. More elaborated policies might be based on the measured computing load of the servers. 

 In order to avoid the dispatching of sessions to failed servers, a health monitor function is also needed 
to continuously check if the servers are reachable. 

 A Configuration memory is also needed to store configuration and status information. 

Nevertheless load balancing is very specific to the service to be balanced as, e.g. not all sessions might be 
equally consuming compute resources and should be though distributed to the servers after considering the 
impacts. Possible application specific balancing logic might be eventually needed and its development will be 
taken into account on the need. 

This paragraph, however, focuses on the LBaaS, that is the overall system that enables, in the MCN context, 
the SO to instantiate a load balancer in front of a pool of servers. 

7.2.1 Architecture Reference Model 
The following FMC diagram in Figure 64 shows a generic overview of a Load Balancer-as-a-Service system. 
In the picture three entities can be recognized that interact with the LBaaS: 

 the Service Requestor is the entity that uses the LB-as-a-Service; 

 the Worker #N is one server in a pool of servers each providing the same Http/IP service ; 

 the Service Consumer is the entity that, though unconsciously passing through a LB SI, uses the service 
offered by the pool of Workers.  

It is worth noting the Virtual IP address assigned to the LB Service Instance and the Individual IP address 
assigned to each Worker in the pool. 
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Figure 64 LBaaS Architecture 

7.2.2 Functional Elements 
The following function elements are necessary to offer a LBaaS: 

 The LBaaS Service Manager will provide an endpoint to access the iaas::network_LB.SM: it actually 
receive requests incoming from a Service Requestor, typically from the CC through its Southbound-API, 
and instantiates a dedicated LBaaS SO per Service Requestor to support their execution. 

 The LBaaS Service Orchestrator manages/orchestrates LB Service Instances on behalf of a Service 
Requestor; more Service Instances can be orchestrated by one LBaaS SO.  

 The LB Service Instance is the set of components dedicated to balance the load over a pool of Workers.  
Requests incoming to the LB SI are routed to one of the healthy Workers and all the IP messages 
pertaining to the same session are routed accordingly. 

o The DB contains the knowledge of the LB SI configuration, the list of Workers pool addresses 
and the Workers’ status. 

o The LB Engine implements the Load Balancing logic: for each new request incoming from the 
Service Consumer, it gathers data from the DB to choose the proper Worker from the pool 
according to the chosen Load Balancing policy and routes the request to it. 

o The Health Monitor continuously checks (e.g. repeating a “ping” operation after the expiry of a 
specified time interval) if the Workers are capable of accepting incoming requests. 
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7.2.3 Reference points 
LBaaS will provide its services through the iaas::network_LB.SM interface by the Frontend functional 
element to any service requestor. No direct interface to a single LB SI will be provided. The foreseen LBaaS 
service requestors are the CC and the SOs in broad terms. The CC will use LBaaS while implementing 
STG/SIG logic during e.g. Deployment, Provisioning, and Run Time operations. SOs, will use LBaaS service 
whenever they choose to directly manage LBs within their orchestrated MCN service.  

Note that each LB SI, as normal operation procedure, will serve requests incoming from some client 
applications and route them to a web server chosen out from a pool: these two reference points (client - 
iaas::network_LB.SM and iaas::network_LB.SI – servers), as they do not operate at the application layer but 
on standard networking operations, will not be herein taken into account. The same consideration apply to the 
health monitoring functions as they will be achieved through standard networking operations (e.g. “ping” or 
HTTP Requests). 

In-between MCN Services 

The LBaaS service is a service of category support. Therefore the following descriptions will hold more 
details on how MCN Service interact with it.  

Services of Category Support using this Service 

The DNS-as-a-Service will likely use an integrated Load Balancer and so will not use LBaaS. Any other 
Support Service might use the LBaaS whenever they are required to meet some performance objectives. 

Towards Atomic and Support Services 

LBaaS will not use any support nor atomic service. 

Towards Global Architectural Elements 

MCN Services can make use of the LBaaS by embedding it in the STG. The LBaaS will then become a SIC of 
the overall service. 

Towards Service Provider & Users 

LBaaS will not in general be directly accessed by SPs nor Users. 

7.2.3.1 Interface Definition 
The Frontend will as previously noted offer out an interface to the LBaaS requestor. This interface will have a 
set of functions defined as listed in the following table.  

Table 15 iaas::network_LB.SM interface definition 

Id Functional Definition 

1 Provide means to perform CRUD operations on the LBaaS resource model (add, remove, 
update servers from a pool) 

 

7.2.4 Conclusions 
LBaaS is needed to support MCN functions both for scaling purposes and for generic service availability. 
Wherever some SICs needs to be scalable in terms of e.g. number of requests serviced per time unit, a suitable 
strategy might be to place a pool of servers running the SIC behind a LB.  
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Though not related to scalability issues, using a pool of two servers behind a LB to run a critical SIC will 
overcome single point failures and double overall availability. The LBaaS might be made available to SO 
tasks in a number of ways but currently two options are currently being considered:  

 In the first one the STG should include the definition of the Load Balancer components (as a Support 
Service) wherever they are needed to support service operations. 

 In the second option no explicit mention of the LB is given at the STG level and this function is 
masked behind more complex component properties, as e.g. the notion of a “scalable server”. That 
would be mapped in the ITG as a pool of servers behind a LB and its implementation would be 
entirely left to the CC. 

Whether the LB is defined at the STG or ITG level, a feasible technology to be used for the service definition 
can be OpenStack Heat. The CC would then use its own Southbound-API, and by consequence the OCCI 
Networking extension, to invoke the proper services from the CAP. At the CSP level, in case of using the 
OpenStack, the details about how Neutron supports LBaaS are provided in the OpenStack documentation 
(Neutron 2013b) 

In the following an example of workflow to setup a LB with OpenStack is provided: 

# create 2 servers 

nova boot --image <image-uuid> --flavor 1 server1 

nova boot --image <image-uuid> --flavor 1 server2  

# Get the UUID of the private subnet. 

quantum subnet-list 

 

# Create a Pool: 

quantum lb-pool-create --lb-method ROUND_ROBIN --name mypool --protocol HTTP --

subnet-id <subnet-id>  

 

# Create Members (using the IPs of server1 and server2): 

nova list  

quantum lb-member-create --address <server1-ip> --protocol-port 80 mypool 

quantum lb-member-create --address <server2-ip> --protocol-port 80 mypool 

 

# Create a Healthmonitor and associated it with the pool: 

quantum lb-healthmonitor-create --delay 3 --type HTTP --max-retries 3 --timeout 3 

quantum lb-healthmonitor-associate <healthmonitor-uuid> mypool 

 

# Create a VIP 

quantum lb-vip-create --name myvip --protocol-port 80 --protocol HTTP --subnet-id 

<subnet-id> mypool 

 

Task 3.1 will offer the functionalities LBaaS based upon existing technologies. 

7.3 Analytics-as-a-Service 
Analytics-as-a-Service (AaaS) enables service consumers to leverage the power of measured data to improve 
the quality of the service they provide to individual end users. More specifically, service consumers will be 
able to analyse the measured data to take appropriate actions to maintain performance levels of their service. 
Analysis of the data provided may be done in various ways, e.g. by tracking measurements to derive the 
Service metrics, which will help evaluate the effectiveness of a given aspect of a service, or by the creation of 
mathematical models to quantify the problem in question. 

The two main concepts driven here are that the consumer of a service can: 
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 User Defined Logic: Provide the logic the consumer wants to run 

 User Defined Data: Define the datasets (and ranges) on which the logic should operate. 

Additionally important, is that the results of any analysis should be supplied back to the consumer of a 
service. As the logic is supplied to the service, the output of the analysis is user definable. 

One of the key elements of allowing User Defined Logic is that the Service should support the definition of 
such logic. Therefore an Application Programming Interface (API) should be provided. This API will enable 
the: 

 Easy development of the logic - e.g. similar to developing Matlab Scripts. This could mean the 
development of Python Scripts 'carrying' the logic. 

 Supply sufficient methods to enable signalling of the results - e.g. from the Python Script an email 
could be send or a programmatic trigger to the 'Decision' Part of the SO. 

 Processing of the data, including computing and display of statistical quantities. - e.g. might be over a 
web interface. 

The Analytics-as-a-Service can be used for several use cases within the project. Some of these have been 
identified and are listed here: 

 Performance Analysis: Analyse the performance of the system and create models which can be used 
for performance enhancements (see section 3). 

 Rating Charging and Billing: Enables analysis the usage per user for charging applications as 
described in Deliverable D5.1 (D5.1 2013) 

 Admission Control: Support the creation of Admission Control Algorithms (see section 3.4.6). 

 Auto scaling: Enables Auto scaling features for the CC (see section 5). 

 Characterizing Usage: Allows for Workload and Network characterization as well as Topology 
characterization in terms of its robustness, etc. 

7.3.1 Architecture Reference Model  
The AaaS can be run by any kind of Service Provider. By offering out this service it must apply to the 
Interface defined before and allow for User Defined Logic and Data. The connection to the MaaS is important 
and crucial. 

The following FMC Diagram in Figure 65 shows the architecture of the AaaS service itself: 
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Figure 65 AaaS Architecture 

A CC is not needed for the AaaS itself, this is because existing systems are being used to provide the 
functionalities. 

7.3.2 Functional Elements 
The following components play an important role in the architecture: 

 AaaS Service Manager - Entry point for an entity requesting a SI of the AaaS service. Offers out 
interfaces as defined in Deliverable D2.2 (D2.2 2013). 

 AaaS Service Orchestrator - Orchestrates SIs of the kind AaaS. For the AaaS one SO will manage 
multiple SIs. 

 Frontend - Processes the incoming request from the interface. Will enable the 'deployment' of the 
logic and definition of the data ranges needed for processing. The Frontend will offer out a 
programmatic API as well as a User Interface for a Web Browser to allow for the development of the 
logic before using it in production. 

 Analytics Processing - Will run the supplied logic on the given data. Is supported in doing so by 
getting access to a data Cache where pre-processed data can temporarily be stored. And secondly a 
User Logic cache where the supplied logic will be stored. 

 Monitoring Consumer - Will enable the retrieval of required measures on which the logic should 
operate, from the MaaS. It will be able to access any kind of Metric which is stored in the MaaS.  

7.3.3 Reference Points 
The following paragraphs describe the interactions between entities in the overall architecture through a 
listing of reference points. 

In-between MCN Services 
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The AaaS service is a service of category support. Therefore the following descriptions will hold more details 
on how MCN Service interact with it.  

Services of Category Support using this Service 

The SLA-as-a-Service might make use of the AaaS through the Analytics::AaaS.SI.North interface. Next to 
this the RCB-as-a-Service will use the same interface.  

Towards Atomic and Support Services 

AaaS SIs will use the Monitoring::Maas.SI.consume interface to retrieve data from the MaaS. The consumers 
of the service can define queries on which data will be retrieved. 

Towards Global Architectural Elements 

MCN Services can make use of the AaaS Sis by embedding it in the STG. The AaaS will then become an SIC 
of the overall service. 

Towards Service Provider & Users 

Service providers can offer out AaaS service instances through the AaaS SM (Analytics::AaaS.SM interface). 
Data Scientist might use the AaaS to develop Analytics and models (using the Analytics::AaaS.SI.North 
interface). 

7.3.3.1 Interface definition 
The Frontend will as previously noted offer out an interface to the Service consumer. This interface will have 
a set of functions defined as listed in the following table. The Southbound interface for gathering data is also 
described in more detail. 

Table 16 Analytics::AaaS.SI.North and Analytics::AaaS.SI.South interface definition 

Id Functional Definition Comments 

Northbound 

1 Provide means to supply consumer 
supplied logic to the service. e.g. 
'upload' of Python scripts which load data, 
process it and send back events to the 
consumer. 

 

2 Provide means to trigger the execution of 
the user supplied logic. 

 

3 Provide machine readable ways to interface 
with the AaaS. 

This will be an API which can be triggered 
programmatically without human interaction. 

4 Provide 'human' ways to interface with the 
AaaS. 

This will be a User Interface for a Web Browser. 

Southbound 

1 Retrieval of data sets containing 
information on the measures stored in the 
MaaS. 
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2 Define means to retrieve a concrete set of 
measures. 

 

3 Define means to query over metrics from 
the MaaS 

 

7.3.4 Conclusions 
To allow for auto scaling features of the AaaS itself, it should be deployed on a PaaS offering such as 
OpenShift. This will provide means to simply deploy, provision and manage the service at runtime. The 
Service would then be accessible through the interface defined before. When registered with the CC all other 
entities in the MCN project can get access to the Service. 

The AaaS was one of the last Service defined in the MCN project. It is therefore in its early stages. However 
is has been seen as a valuable addition to the project. This is mainly based on the number of Use Cases 
defined earlier. It has been stated that it can support many tasks in the project to perform their objectives. 
Therefore it will be enhanced in the next project phase. 

7.4 Database-as-a-Service 
The primary objective of the Database-as-a-Service (DBaaS) is to provide storage of data objects using an on-
demand, self-service model. It takes the operational burden of provisioning, management and maintenance 
away from the users of the Database. DBaaS also supports traditional database service architectures in relation 
to elasticity, secure multi-tenancy, automated resource management, and integrated capacity planning. 

The main motivation for using Databases over block storage is the advantage of having data stored in an 
organised and structured manner within the Database, which complies with user-defined parameters. 
Traditionally the Database market has been dominated by Relational-type systems. More recently NoSQL 
systems have arrived which enable a more Document/key-value oriented storage of data. 

7.4.1 Architectural reference model 
The following FMC diagram in Figure 66 shows a generic overview of a Database-as-a-Service. 
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Figure 66 DBaaS Architecture 

A CC is not needed for the DBaaS itself, partially because existing systems are being used to provide the 
functionalities. 

7.4.2 Functional elements 
The main conceptual components are: 

 DBaaS Service Manager – Will provide an endpoint towards the Service Requestor. Details of the 
Interface Database::DBaaS.SM are provided in Deliverable D2.2 (D2.2 2013). 

 DBaaS Service Orchestrator - Orchestrates SIs of the kind DBaaS. For the DBaaS, one SO will 
manage multiple SIs. 

 Frontend - takes request from the consumers of the DBaaS and forwards those on to the Database 
Management System (DBMS). The Frontend can (and in most case will) act as a load balancer over 
multiple DBMSs 

 DBMS - A Database Management System (such as e.g. MySQL) which is capable of: 

o The Management of the data objects stored under its control 

o The capabilities to store data objects 

o The query capabilities to retrieve data objects 

o Optimization of the stored information (e.g. creation of indexes etc.) 
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 Data Storage are individual storage units (e.g. (cluster of) hard-disks, SAN/NAS, or in memory 
storage). They can be clustered over multiple (distributed) locations for 
persistence/performance/access reasons. 

7.4.3 Reference Points 
The following paragraphs describe the interactions between entities in the overall architecture through a 
listing of reference points. 

In-between MCN Services 

The DBaaS service is a service of category support. Therefore, the following descriptions will hold more 
details on how MCN Services interact with it.  

Currently the following Services have noted an interested in using the DBaaS: AaaS, MaaS. Services such as 
EPCaaS, IMSaaS and DSSaaS will possibly use this Service also. 

Services of Category Support using this Service 

Any Services having the need to use structured storage can use this Service. The functionalities to do so will 
be exposed via the Database::DBaaS.SI.DB  interface. 

Towards Atomic and Support Services 

DBaaS SIs has no interface to any other Services. 

Towards Global Architectural Elements 

MCN Services can make use of the DBaaS Sis by embedding it in the STG. The DBaaS will then become an 
SIC of the overall service. 

Towards Service Provider & Users 

Service providers can offer out DBaaS service instances through the DBaaS SM (Database::DBaaS.SM 
interface).  

7.4.3.1 Interface definition 
The interfaces for interaction with an instance of a Database are defined in the following table. 

Table 17 Database::DBaaS.SI.DB interface definition 

Id Functional Description Example (SQL and NoSQL) 

1 Capabilities to create data 
objects 

SQL: INSERT INTO table_name VALUES (value1,value2,value3,...); 

NoSQL: db.collection.insert( <document> ) 

2 Capabilities to retrieve data 
objects 

SQL: SELECT * FROM table_name; 

NoSQL: db.collection.findOne() 

3 Capabilities to update data 
objects 

SQL: UPDATE table_name SET column1=value1,... WHERE 
some_column=some_value; 

NoSQL: db.collection.update( <query>, <update>, <options> ) 

4 Capabilities to delete data 
objects 

SQL: DELETE FROM table_name WHERE some_column=some_value; 
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NoSQL: db.collection.remove( <query>, <justOne> ) 

5 Capabilities to query for data 
objects 

SQL: SELECT * FROM Customers WHERE Country='Germany' AND 
City='Berlin'; 

NoSQL: db.collection.find( <query>, <projection> ) 

7.4.4 Conclusions 
The DBaaS will be offered by task 3.4. The following sequence diagram in Figure 67 shows the instantiation 
and disposal of database instances.  

 
Figure 67 Sequence diagram detailing CC - DBaaS interactions. 

The Service instance requiring the Database can trigger the CC to create a new instance. If a DBaaS is 
registered with the CC the creation of a new instance will be triggered with the SM of the Service Provider 
offering the DBaaS. Eventually that will lead to the creation of a database by internally ‘orchestrating’ a 
service instance. 

Many technologies exist and can be deployed for the MCN Services as required. The DBaaS can be provided 
out through the PaaS or IaaS layers. In the case of IaaS, OpenStack has facilities to do so through the Trove 
project. In the world of PaaS, CloudFoundry and OpenShift have similar capabilities. 

OpenShift supports the provisioning of DB services on demand. CloudFoundry supports the provisioning of 
DB services on demand. Also complete external systems could be integrated, for example, Cloudant14, 
SimpleDB15 or DynamoDB16 by Amazon. 

                                            
 
14 https://cloudant.com/, 
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The different DBMS allow for different scheme to store information. The next phase of the project will pick 
up the technical work on this topic. DBMS best fitting the requirements from the Service will be chosen and 
deployed in close collaboration with the work carried out in work package 6. 

 

                                                                                                                                                   
 
15 http://aws.amazon.com/de/simpledb/ 
16 http://aws.amazon.com/de/dynamodb/ 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 165 / 255 
 

8 Overall conclusions 
This document has presented the outcomes of each task and their related topics. Multiple topics were 
addressed in this deliverable and include, networking (as this is a networking related project), the performance 
optimization, the transparency/monitoring capabilities, and the CloudController as an entity which exposes all 
these towards Services. Finally the RAN-as-a-Service was presented to verify all the collective specifications. 
Moreover the services defined in each of the tasks of the workpackage are interrelated and together form the 
‘MobileCloud Infrastructural Foundations’. 

The work was done in close collaboration with other tasks and work packages within the project. The tasks 
within work package 3 build upon each other, as stated in the introduction and executive summary. Each task 
has presented the problems it tried to solve in synergy with the requirements and objectives in place. As the 
overall project moves into the next phase each task also presented its next steps. The following paragraphs 
describe the highlights from the conclusions of the individual sections: 

One key aspect to use Service instances, is that those are interconnected by a network. The specification of 
networking aspects are described in the beginning of the document in section 2 and covered by the work of 
task 3.1. Overall the networking aspects support the deployment of MCN Services in a cloud environment 
which enables the Services to use dynamic networks. The dynamic networking capabilities include concepts 
of Software Defined Networking and the usage of the same by the Follow-Me-Cloud. Future implementation 
by the MCN project will be based on today’s available Software Defined Networking tools with the help of 
the OpenFlow protocol. This future implementation includes extensions for OpenStack Neutron. They will be 
implemented to support the scenarios of: deploying large scale services and the Follow-Me-Cloud principals. 
This should lead to the next generation network offering (Network-as-a-Service), building upon what is 
available today and the gaps identified by the MCN project. Next to these high level achievements, smaller 
services are available to be used by the Services. This includes the definition of a Domain Name System-as-
a-Service as well as a Load-Balancer-as-a-Service (see sections 7.1and 7.2).  

Each Service has different performance requirements, but all Services will eventually demand the highest 
level of performance possible. Therefore a methodology and strategy to perform performance analysis has 
been established next to an initial set of performance tests and performance optimisation by task 3.2 in section 
3. Performance testing and tuning go hand in hand and methodologies like the USE method will allow for 
down-to-earth solutions. Performance enhancements will be used later to allow the CloudController to 
optimally place the Service Instance Components (SIC) on those (virtual) resources which offer the best 
performance for the handling of the workload of a Service Instance. These performance enhancements can be 
of different kinds. Special settings for hypervisors, special parameters for storage usage or even the exposure 
of certain hardware features throughout the platform. High performance platforms such as SmartOS will be 
further investigated and integrated into the foundational platform in the coming project phases. 

With multiple Services demanding different levels of performance from the Infrastructural Foundations, it 
becomes necessary that the fulfillment of the Services is transparent. The design of a Common Management 
Monitoring System, the deployment and instantiation of the Monitoring-as-a-Service (MaaS) and the usage 
of other MCN Services together with the MaaS Service Instance is specified by task 3.3 in section 4. The 
MaaS will allow for transparent insight of what is going on within the Infrastructural Foundations and the 
Services running upon them. This insight not only includes the pure instrumentation of a given Service, but 
also generates insight on a higher level. These higher-level insights will be covered by the Analytics-as-a-
Service (see section 7.3). First proof-of-concepts for the MaaS indicate that tools such as Ceilometer and 
Zabbix will be candidates for implementation. 
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With multiple Services in place, which form the Infrastructural Foundation, it is key that those Services needs 
to be accessible for higher-level Services. The CloudController (CC) is this main entity of the overall 
architecture and enables the end-to-end life-cycle management of Services and is specified by task 3.4 in 
section 5. The CC will be implemented with the help of Platform-as-a-Service based solutions such as 
OpenShift and CloudFoundry. For the deployment and orchestration of complex services OpenStack Heat is a 
likely candidate. Moreover, the AWS CloudFormation templates are considered to be good candidates for the 
Service Template Graph. The task will also offer out the capabilities to store information in a Datastore, which 
is specified in MCN as a Database-as-a-Service (see section 7.4). 

Finally, this deliverable tries to demonstrate an integrated solution. The Radio Access Network (RAN) will 
serve (and therefore verify the previous specification) as an example of a Service using the Infrastructural 
Foundations. An architecture was specified which allows any type of RAN-as-a-Service which is provided 
elastically and on-demand to enterprise end users by task 3.5 in section 6. This task will look into several 
evaluation platforms for profiling and testing. For instance, the OpenAirInterface emulation platform will be 
used for profiling and testing of various scenarios in the radio access network and their relation to 
computational needs. Next to this, NS3 simulation tool with its LTE model could be used for proof-of-concept 
purposes. Overall, the RAN-as-a-Service will be technically closely related with an EPC implementation such 
as OpenEPC. In order to demonstrate the RANaaS concept, the extendibility of OpenEPC with radio access 
network representation will be investigated. The most appropriate form to do that, e.g., emulation, simulation 
will be investigate in the second year of the project and depends very much on which behaviour elements of 
the RAN we wish to demonstrate. 

Overall, this deliverable describes the ‘MobileCloud Infrastructural Foundations’ from the lower networking 
part up to a RAN Service using many parts of the overall architecture. The interrelationships of the individual 
Services (and therefore the tasks) have lead to the specifications and ensures the usability of the overall MCN 
architecture. These specifications now form the basis of work which will be realized in the next project 
phases. 
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9 Terminology 
AAA – Authentication, Authorization, and Accounting 

AaaS – Analytics-as-a-Service 

aaS – -as-a-Service  

ACA – Admission Control Algorithm 

API – Application Programming Interface 

ARP – Address Resolution Protocol 

ASP – Application Service Provider 

AWS – Amazon Web Services 

BBU – Baseband Unit 

BS – Base Station 

BSS – Business Support System 

CAPEX – Capital Expediture 

CC – CloudController 

CDN – Content Delivery Network 

CDNaaS – CDN-as-a-Service 

CLI – Command Line Interface 

CMMS – Common Monitoring Management System 

COTS – Commercial Off The Shelf 

CPRI – Common Public Radio Interface 

CPU – Central Processing Unit 

CRUD – Create Retrieve Update Delete 

CSP – Cloud Service Provider 

DB – Database 

DBaaS – Database-as-a-Service 

DBMS – DB Management System 

DC – data centre 

DHCP – Dynamic Host Configuration Protocol 

DMM – Distributed Mobility Management 

DNS – Domain Name System 

DNSaaS – DNS-as-a-Service 

DoW – Description of Work 
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DRAM – Dynamic RAM 

DSS – Digital Signage System 

DSSaaS – DSS-as-a-Service 

E2E – end-to-end 

EEU – Enterprise End User 

eND – eNodeB 

EPC – Evolved Packet Core 

FLOPS – Floating Point Operations 

FMA – Fault Management 

FMC – Fundamental Modelling Concept 

FPS – Frames Per Second 

FTP – File Transfer Protocol 

GSM – Global System for Mobile communications 

GTP – GPRS Tunnelling Protocol 

GUI – Graphical User Interface 

GW – Gateway 

HD – Hard Disk 

HDD – Hard Disk Drive 

HTTP – Hypertext Transfer Protocol 

HTTPS – Hypertext Transfer Protocol Secure 

I/O – Input-Output 

IaaS – Infrastructure-as-a-Service 

ID – Identifier 

IETF – Internet Engineering Task Force 

IEUE – Individual End User Equipment 

IMDB – Infrastructure Management DB 

IMS – IP Multimedia Subsystem 

IMSaaS – IMS-as-a-Service 

IOPS – Input/Output Operations Per Second 

IP – Internet Protocol 

IPMP – Multi Path IP 

IPv4 – IP version 4 

IPv6 – IP version 6 
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IRT – Infrastructure Response Time 

iSCSI –  Internet Small Computer System Interface 

ITG – Infrastructure Template Graph 

KPI – Key Performance Indicator 

KVM – Kernel-based Virtual Machine  

LAN – Local Area Network  

LBaaS – Load Balancer-as-a-Service 

LTE – Long Term Evolution 

MaaS – Monitoring-as-a-Service 

MAC – Medium Access Control 

MCNP – Mobile Core Network Provider  

MEF – Metro Ethernet Forum 

MIPS – Million Instructions Per Second 

MVNO – Mobile Virtual Network Operator 

NaaS – Network-as-a-Service 

NAPTR – Name Authority Pointer 

NCP – Network Connectivity Provider 

NFV – Network Function Virtualization 

NIC – Network Interface Card 

NUMA – Non-Uniform Memory Access 

OCCI – Open Cloud Computing Interface 

OFC – OpenFlow Controller 

OFS – OpenFlow Switches 

OGF – Open Grid Forum 

OID – Object ID 

ONF – Open Networking Foundation 

OPEX – Operational Expenditure 

OS – Operating System 

OSS – Operation Support System 

P2P – Peer-to-Peer 

PaaS – Platform-as-a-Service 

PDCP – Packet Data Convergence Protocol 

PHY – Physical Layer 
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QoE – Quality of Experience 

QoS – Quality of Service 

RAM – Random Access Memory 

RAN – Radio Access Network 

RANaaS – RAN-as-a-Service 

RANP – RANaaS Provider 

RCB – Rating Charging Billing 

RI – Resource Instance 

RLC – Radio Link Control 

RRC – Radio Resource Control 

RRH – Remote Radiohead 

SAN – Storage Area Network 

SD – Service Develop 

SDK – Service Development Kit. 

SDN – Software Defined Networking 

SDO – Standard Developing Organization 

SI – Service Instance 

SIC – Service Instance Component 

SIMD – Single instruction, multiple data 

SLA – Service Level Agreement 

SM – Service Manager 

SMF – Service Management Facility 

SNMP – Simple Network Management Protocol 

SO – Service Orchestrator. 

SOB – Service Orchestrator Bundle 

SoIP – Storage over IP 

SP – Service Provider 

SQL – Structured Query Language 

SR – Service Requester 

SRV – Service record 

SSD – Solid State Drive 

SSH – Secure Shell 

SSP – Support System Provider 
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STG – Service Template Graph 

TCP – Transmission Control Protocol 

TE – Terminal Equipment 

TOE – TCP/IP offload engine 

TTL – Time To Live 

UE – User Equipment 

UMTS – Universal Mobile Telecommunication System 

URL – Universal Resource Locator 

VIP – Virtual IP 

VLAN – Virtual LAN 

VM – Virtual Machine 

vNIC – virtual NIC 

VNO – Virtual Network Operator 

VPN – Virtual Private Network 

VPNaaS – VPN-as-a-Service 

VRRP – Virtual Router Redundancy Protocol 

WAN – Wide Area Network 

WLAN – Wireless LAN 

WP – Work-Package 
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A Networking Foundations 
A.1 Related Work 
The following sections describe State-of-the-Art analysis which was done in the first project months. 

A.1.1 Software Defined Networking foundations 
Network availability and performance are of great importance to many businesses and private infrastructures. 
Consequently many sectors are not willing to experiment with new protocols and applications that might 
affect to their services. Several members of the networking community have acknowledged this issue and 
current trends in networking consider SDN as the most suitable answer to it (McKeown et al. 2008). A well-
known SDN solution, developed and maintained by the ONF consortium is OpenFlow. 

With the purpose of providing the flexibility and functionalities expected for future internet scenarios, three 
main components are defined by an OpenFlow Switch. These consist of a Flow Table, which supports and 
exploits the main features available in common routers and switches; a secure channel between the Switch and 
a Controller; and finally the OpenFlow protocol, responsible for installing the required commands issued by 
researchers and network administrators from the controller into the Switch. 

By decoupling the networking decisions from the hardware enforcing them, new routing protocols or on-
demand routing decisions can be easily introduced in production networks, mitigating the effects of typical 
changes or updates in existing networks. Moreover, the definition of an open protocol breaks the barriers of 
hardware dependent routing mechanisms, enabling a larger dissemination of well-structured networks and 
services. 

Also following a significant trend in networking, SDN Controllers also allow Cloud Framework Controllers to 
efficiently manage their networking services in the cloud, configuring and monitoring in real-time all the 
existing resources. 

Both academic and commercial networking developers have actively engaged in advancing the OpenFlow 
specification and its support. Several OpenFlow-enabled switches are currently available, both commercial 
and non-commercial, either implementing the latest specification of OpenFlow or considering it in their 
roadmap. Some well-known switches are Open vSwitch (vSwitch 2013), LINC, Pica8 OS, Indigo, Xorplus, 
CPqD/of13softswitch and Pantou (see, e.g. (SDN Central 2013)). These switches are supported by universities 
or, in some cases, hardware vendors. However, some of these switches are only software-based and limit the 
number of available functionalities. 

For analogous reasons, the number of available OF Controllers is also considerable, there being several 
different implementations supported and maintained by competing vendors and universities. Some commonly 
used OF Controllers are Ryu, Trema, NOX, Floodlight, and Beacon, among others (SDN Central 2013). Some 
of these are supported by major commercial entities, such as Big Switch Networks, who develop the 
Floodlight controller and who have recently presented the Indigo OpenFlow Switch (still in an early 
development phase), and provide robust support and development of features such as a flexible Northbound 
Application Programming Interface (API). For instance, the Floodlight API is capable of taking advantage of 
all the functionalities of available robust switch implementations such as Open vSwitch, which is one the most 
well known implementations, being presently available in the Linux kernel. 
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A.1.2 SAIL Project 
The FP7 SAIL project (SAIL 2013), namely its Cloud Networking research area (CloNe), addressed the on-
demand management and control of computing, storage and connectivity resources (which jointly are referred 
as virtual infrastructures), considering single and multi-provider scenarios. SAIL was one of the first research 
activities looking at this challenge and bringing the concept of a network resource that can be provisioned and 
reconfigured in a timeframes compatible with current cloud infrastructure services (e.g. virtual machines). 
This network resource was named in the project as Flash Network Slice (FNS). In this sense SAIL provided 
several contributions that closely relate to the MCN project. 

CloNe’s architecture is organized according to four layers as shown in Figure 68: 

 Resource layer – responsible for the virtualization of underlying equipment to implement individual 
virtual resources.  

 Intra-provider layer – responsible for the organization and coordination of virtual infrastructures 
within a single infrastructure service provider.  

 Inter provider layer – responsible for the coordination between providers to interconnect virtual 
infrastructures.  

 Service layer - renders the virtual infrastructure service itself and accommodates business 
relationships among the actors. 

 
Figure 68 Architecture overview (Murray 2012a) 

Furthermore, one of the contributions relevant for MCN relates to the description and request of services. For 
this purpose SAIL considered two data models: the Virtual private eXecution infrastructure Description 
Language (VXDL); and the Open Cloud Networking Interface (OCNI) (Murray 2012b). Both models can be 
viewed as a graph of connected resources with certain attributes. The latter one, OCNI, is an extension to the 
OCCI. It specifies an abstract model to fill the existing gap in cloud computing by introducing cloud 
networking services, allowing convergence between cloud computing and operator networks and services. 

Further, a set of protocols, interfaces and control operations were defined for inter-provider interaction. These 
were referred in CloNe as the Distributed Control Plane (DCP), enabling two or more infrastructure service 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 179 / 255 
 

providers to interact and exchange information for Capability discovery, Reference resolution, Link 
negotiation and Authorization (Murray 2012a).  

 Capability Discovery - process by which service providers advertise their existence and their 
capabilities to their peers.  

 Reference Resolution - process of converting an abstract representation of remote information to the 
actual information. References are mapped to objects or their locations and vice versa. When a link 
across between two providers needs to be negotiated, abstract references need to be resolved in order 
to find the actual location of a resource. 

 Link Negotiation - process of two providers negotiating implementation specific configuration details 
to establish a cross provider link (i.e. a connectivity service).  

 Authorization - process of determining the right to access and manage virtual infrastructure. 

Probably the most detailed protocol is the Link Negotiation Protocol (LNP) (Puthalath 2012; Puthalath et al. 
2012), responsible for the coupling of different network managed services. It is considered a valuable 
reference taking into account the networking challenges within MCN.  

The LNP protocol enables the coupling to be materialized through different network technologies (e.g. 
VLANs, Internet Protocol Security (IPsec), Generic Routing Encapsulation (GRE), or MACinMAC). It is 
considered technology-independent due to the fact that it provides the means to enable technology-dependent 
information to be exchanged independently of the technology. For this the LNP information structure defined 
the encap scheme parameter, divided in two parts, the encap type and attributes. The former identifies the 
network technology (e.g. VLAN) and the latter carries the specific configuration attributes for that technology 
that need to be exchanged (e.g. VLAN id). Moreover, the LNP is agnostic to any particular networking 
implementation. 

Three main functions were defined within the LNP, Create, Update and Delete. An additional function was 
defined, the Route Export, for the case in which there is the explicit need to export a networking route to a 
remote domain. 

SAIL contributions relevant to MCN are not limited to interfaces, data models and protocols. Furthermore, a 
lot of the management related work (e.g. resource management, fault management) done in the project can be 
either used within MCN as they are or act as a basis for MCN to tackle its specific challenges. 

A.1.3 GEYSERS project 
The EU project GEYSERS17 has defined a cross-layer architecture for the on-demand and joint provisioning 
of IT services coupled with dedicated connectivity services on top of virtual infrastructures composed of 
optical networks and data centers connected at the edges. The proposed framework enables the integrated end-
to-end service provisioning through a layered architecture, shown in Figure 69 GEYSERS architecture that 
comprises several cooperating planes, as follows:  

 the Service Middleware Layer (SML), in charge of managing the life-cycle of the cloud services and 
the provisioning of the cloud resources within the data centers. The SML is typically managed by a 
cloud service provider. 

                                            
 
17 http://www.geysers.eu/ 

http://www.geysers.eu/


 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 180 / 255 
 

 the Network Control Plane (NCP+), in charge of operating the network part of a virtual infrastructure, 
controlling the network resources and establishing on-demand and end-to-end connectivity services 
among different data centers. The NCP+ provides enhanced functionalities to deal with the specific 
requirements of network connectivity for cloud applications and exposes a REST interface to allow 
the SML to dynamically request the creation, deletion and monitoring of network services. The NCP+ 
is usually managed by a virtual network operator. 

 the Logical Infrastructure Composition Layer (LICL), in charge of creating and managing integrated 
virtual infrastructures, composed of both network and IT resources. The LICL exposes suitable 
interfaces towards the NCP+ in order to allow the dynamic configuration of the virtual network 
resources (e.g. to establish cross-connections within the virtual nodes). The LICL is the component 
handled by a physical infrastructure provider to share a common physical layer among multiple 
coexisting but isolated virtual infrastructures that can be rented to several virtual operators.  

 

Figure 69 GEYSERS architecture 

In the GEYSERS architecture, the key point that allows the coupling between cloud and network connectivity 
services is the interaction and cooperation between the Service Middleware Layer and the Network Control 
Plane. This interaction is enabled through a dedicated cloud-to-network interface, called NIPS UNI (Robinson 
et al. 2010), that allows the service layer to dynamically request the creation, modification and deletion of 
connectivity services, specifying their characteristics in terms of QoS (e.g. the desired bandwidth). In this 
scenario, network services are created in association with the cloud services they belong to, like any other type 
of IT resource, and they can share the life-cycle of the overall cloud service. In general, every type of 
resource, including the inter data center network connectivity, can be created in real-time or can be scheduled 
for future time intervals.  

Enhanced features and interactions are supported over the NIPS UNI to improve the efficiency of the overall 
resource utilization in both network and IT domains. For example, the Network Control Plane can provide 
price or performance quotations related to potential network services connecting alternative data centers, 
without actually establishing them. This option allows the Service Middleware Layer to take network-aware 
decisions when selecting the data centers to be used for a given cloud service. On the other hand, decisions 
about data centers selection can be fully or partially delegated to the Network Control Plane, specifying a set 
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of end-points, all equivalent from the SML perspective, or just a description of the required cloud resource 
capabilities and allowing the Network Control Plane to choose the best destination. 

A.1.4 Metro Ethernet Forum 
The Metro Ethernet Forum (MEF), namely the CE4Cloud (Carrier Ethernet for Cloud) initiative, is looking to 
redefine Carrier Ethernet services according to the needs and requirements of cloud providers and enterprise 
customers. MEF started this work focused on the introduction of the concept of delivering private cloud 
services via Carrier Ethernet wide area networks (WANs) and services. Its focus is on two areas (see Figure 
70): data center interconnectivity, and cloud consumer to CSP. 

 
Figure 70 Carrier Ethernet and the Cloud:  MEF Focus Areas 

Moreover, MEF has categorized Ethernet services according to their connectivity requirements (MEF 2012)). 
Within each category MEF has defined services based on whether a single Ethernet service instance is 
supported at the User-to-Network Interface (UNI) or multiple, i.e. port-based (or Private Service) or VLAN 
based (Virtual Private Service). UNI is the demarcation point between the end user subscribing the Carrier 
Ethernet service and the provider, while the interface between Carrier Ethernet Providers is the External 
Network-to-Network Interface (ENNI). Figure 71 shows an Ethernet Virtual Connection (EVC) where it is 
possible to see the UNI and ENNI interfaces. Moreover, the definition of these services is independent of the 
underlying transport network technology. 
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Figure 71 Carrier Ethernet Network showing EVC with UNI and ENNI service demarcation points (MEF 

2012) 
Table 18 MEF Ethernet Service Types with Port-based and VLAN-based Service definitions (MEF 2012) 

 
MEF is working to redefine these services and its provisioning with: 

 new Ethernet service attributes to better align with the dynamic, on-demand nature of cloud services 
(MEF 2012) . 

 definition of the time-frame in which elastic Ethernet service need to be performed. 

 OSS and BSS requirements definition to support usage-based Ethernet services. 

 service management orchestration between CSPs and Cloud Carriers, including the inter-relationship 
between CSP service level objectives (for compute and storage) and Ethernet Carrier Cloud’s network 
resources. 
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Figure 72 Management orchestration workflow 

A.2 OpenFlow implementations 

A.2.1 Flow management and differentiated services 
A keystone of OpenFlow is a per-flow management of networks, enabling the possibility of providing finely 
grained differentiated services to each user. The Open vSwitch implementation supports the creation of 
queues, allowing the introduction of QoS in OpenFlow based networks. These actions are complemented by 
the OpenFlow enqueuing option for the redirection of packets matching a specific flow into the desired queue. 

The configuration of the Open vSwitch and its queues is achieved through an implementation of the Open 
vSwitch Database Management (OVSDB) Protocol, defined in an Internet Engineering Task Force (IETF) 
draft (Ptaff et al. 2013) which is currently under development. This further motivated the usage of Open 
vSwitch which actively supports this protocol. The ONF also defined a configuration specification, the 
OpenFlow Management and Configuration Protocol (OF-Config), based on NETCONF (Rob Enns 2013) and 
the Extensible Markup Language (XML), which is currently not supported by OvS. 

Despite the existing support of queues and mechanisms to configure them, there is still no available entity 
responsible for managing queue creation nor flow rules to effectively provide QoS in OpenFlow networks. In 
order to allow QoS to be present in these networks, the Virtual Path Slice platform has been integrated with 
the available REST (Representational State Transfer) API and with the OVSDB Protocol provided by the 
Floodlight controller and the Open vSwitch implementation. 

A.2.2 Open vSwitch 
Open vSwitch (vSwitch 2013) is an open-source, production quality, multilayer virtual switch with OpenFlow 
Switching support. The description of Open vSwitch is also found in (vSwitch 2013). It is designed to enable 
massive network automation through programmatic extension, while still supporting standard management 
interfaces (e.g. NetFlow, sFlow, RSPAN, ERSPAN, and CLI). In addition, it is designed to support 
distribution across multiple physical servers similar to VMware’s vNetwork distributed vSwitch or Cisco’s 
Nexus 1000V. 

The current kernel mode release which supports the OpenFlow 1.0 specification. Open vSwitch can also 
operate, at a cost in performance, entirely in userspace, without assistance from a kernel module.  This 
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userspace implementation should be easier to port than the kernel-based switch, but is considered 
experimental. 

The main components of open vSwitch are  

1. ovs-vswitchd, a daemon that implements the switch, along with a companion Linux kernel module for 
flow-based switching 

2. ovsdb-server, a lightweight database server that ovs-vswitch queries to obtain its configuration. 

3. ovs-brcompatd, a daemon that allows ovs-vswitchd to act as a drop-in replacement for the Linux 
bridge in many environments, along with a companion Linux kernel module to intercept bridge ioctls. 

4. ovs-dpctl, a tool for configuring the switch kernel module. 

5. Scripts and specs for building RPMs that allow Open vSwitch to be installed on a Citrix XenServer 
host as a drop-in replacement for its switch, with additional functionality. 

6. ovs-vsctl, a utility for querying and updating the configuration of ovs-vswitchd. 

7. ovs-appctl, a utility that sends commands to running Open vSwitch daemons. 

8. ovsdbmonitor, a GUI tool for remotely viewing OVS databases and OpenFlow flow tables. 

Open vSwitch also provides an OpenFlow implementation and specific tools for OpenFlow: 

9. ovs-openflowd, an alternative to ovs-vswitchd that implements a simple OpenFlow switch, without 
the special features provided by ovs-vswitchd. 

10. ovs-controller, a simple OpenFlow controller. 

11. ovs-ofctl, a utility for querying and controlling OpenFlow switches and controllers. 

12. ovs-pki, a utility for creating and managing the public-key infrastructure for OpenFlow switches. 

A.3 Deployment examples 
In this section we provide, from a networking perspective, deployment examples. The first refers to the 
deployment of a virtual infrastructure within one CSP. The second refers also to the deployment of a virtual 
infrastructure spanning two CSPs. These two deployments were done with the latest official release of the 
OpenStack cloud operating system (Grizzly release). Moreover, due to the fact that currently OpenStack does 
not support QoS parameters for network resources these are not considered in the examples. 

A.3.1 Deployment involving one CSP 
In this example we consider the simple graph request presented in Figure 73.  

 

VM_B
Compute 

Properties:
- 2 cores
- 4GB RAM
- Ubuntu 13.04

- IP 192.168.9.2
- IP 192.168.10.1
- CSP A

VM_C
Compute 

Properties:
- 4 cores
- 8 GB RAM
- Ubuntu 13.04

- IP 192.168.10.2
- IP 192.168.13.1
- CSP A

VM_A
Compute 

Properties:
- 2 cores
- 4GB RAM
- Ubuntu 13.04
- IP 192.168.9.1
- CSP A
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Figure 73 Simple Graph request example – deployment within one CSP 

Without going into any technical details (e.g. CC processing, translation to appropriate API methods), the 
request is sent to the CSP A (both managed by OpenStack) as detailed bellow: 

 Actions performed by an OpenStack Tenant 

o Create a network and define subnet 192.168.9.0/30 (name network_1)  

o Create a network and define subnet 192.168.10.0/30 (name network_2) 

o Deploy VM_A and connect to network_1 with IP 192.168.9.1 

o Deploy VM_B and connect to network_1 with IP 192.168.9.2 and network_2 with IP 
192.168.10.1 

o Deploy VM_C and connect them to network_2 with IP 192.168.10.2 

Figure 74 shows a screenshot of the OpenStack dashboard of CSP A where it is possible to see the network 
topology of the virtual infrastructure deployed. 

 
Figure 74 OpenStack dashboard snapshot of CSP A – deployment within a single CSP 

A.3.2 Deployment involving two CSP 
The graph request example presented in this subsection can be considered an extension of the previous one 
and is presented in Figure 75. Compared to the previous example there is a fourth virtual machine, VM_D, that 
is deployed in CSP B and is connected to VM_C which is deployed in CSP A. Note that the dedicated 
connectivity service between the two CSPs is assumed already present. In this case, the dedicated connectivity 
service over the NCP network is achieved over a MPLS Layer 2 VPN.  
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Figure 75 Infrastructure Template Graph request example – deployment across CSP 

Without going into any technical details (e.g. CC processing, translation to appropriate API methods), the 
request is split and sent to CSP A and CSP B (both managed by OpenStack).   

 Actions performed by an OpenStack Administrator of CSP A 

o Create provider network using VLAN tagging (VLAN id 2002) in a certain physical interface 
that connects to the dedicated connectivity service that links the two CSPs (name 
provider_network-vlan2002). The VLAN tagging is used as isolation method between other 
possible virtual infrastructures. 

o Create a network and define subnet 192.168.13.0/30 (name network_1) 

 Actions performed by an OpenStack Tenant of CSP A 

o Create a network and define subnet 192.168.9.0/30 (name network_1)  

o Create a network and define subnet 192.168.10.0/30 (name network_2) 

o Deploy VM_A and connect to network_1 with IP 192.168.9.1 

o Deploy VM_B and connect to network_1 with IP 192.168.9.2 and network_2 with IP 
192.168.10.1 

o Deploy VM_C and connect to network_2 with IP 192.168.10.2 and provider_network-
vlan2002 with IP 192.168.13.1 

 Actions performed by an OpenStack Administrator of CSP B 

o Create provider network using VLAN tagging (VLAN id 2002) in the physical interface that 
connects to dedicated connectivity service that connects the two CSPs (name 
provider_network-vlan2002). The VLAN tagging is used as isolation method between other 
possible virtual infrastructures. Note that the VLAN id has to be the same on both CSPs. 

o Create a network and define subnet 192.168.13.0/30 (name network_1) 

 Actions performed by an OpenStack Tenant of CSP B 

o Deploy VM_C and connect to provider_network-vlan2002 with IP 192.168.13.2 

VM_B
Compute 

Properties:
- 2 cores
- 4GB RAM
- Ubuntu 13.04

- IP 192.168.9.2
- IP 192.168.10.1
- CSP A

VM_C
Compute 

Properties:
- 4 cores
- 8 GB RAM
- Ubuntu 13.04

- IP 192.168.10.2
- IP 192.168.13.1
- CSP A

VM_D
Compute 

Properties:
- 4 cores
- 8 GB RAM
- Ubuntu 13.04

- IP 192.168.13.2
- CSP B

VM_A
Compute 

Properties:
- 2 cores
- 4GB RAM
- Ubuntu 13.04

- IP 192.168.9.1
- CSP A
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Figure 76 shows a screenshot of the OpenStack dashboard of CSP A where it is possible to see the network 
topology of the virtual infrastructure deployed. Moreover, Figure 77 shows a screenshot of a terminal of CSP 
A where it is possible to see the different networks, highlighting the provider network, and some high-level 
details of the different virtual machines. Similar screenshots are not shown on the CSP B side as they are quite 
similar to those of CSP A, and even simpler. 

 
Figure 76 OpenStack Dashboard snapshot of CSP A – deployment across CSPs 

 
Figure 77 OpenStack terminal snapshot of CSP A – deployment across CSPs 

It is important to note at this point that the networking limitations of OpenStack towards the MCN 
requirements are not strictly in terms of QoS. An example of this is the ability to link private environments 
and dedicated connectivity services. Although this was able to be exemplified, the fact is that it needs to be 
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further explored. Examples are: the fact that provider_networks are only managed by OpenStack 
administrators; provider_networks were mapped directly to physical interfaces that are the entry point to the 
dedicated connectivity service (a map to logical interfaces, using for example QinQ could also be considered 
an option as it would bring more scalability). 

A.4 WorkFlow Examples 
It is assumed for this case that the two data centres are represented by two separate CSPs. When the 
infrastructure graph is deployed the two CSP are contacted by the CC and appropriated networks created 
using two strategies (as show in the sequence diagram below).  

 
Figure 78 Interactions with the Cloud Controller 

The following step requires that those networks can be connected. Two possible scenarios to do so are: 

P2P negotiation: The two Cloud Service Providers do the negotiation between each other to figure out the 
best way to setup a ‘tunnel ‘ between the two sides. 

3rd party negotiation: The CC will negotiate between the two providers on how to setup the tunnel. This will 
be the default strategy as decided through WP2 discussions. 

The following two diagrams whose these two methods of communication: 
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Figure 79 Negotiation between CSPs 

 
Figure 80 Negotiation by CC 

The two different negotiation processes are presented in the sequence diagrams. The details of the negotiation 
are similar however: 

 Step 1: Request the possible bridging technologies from the involved parties 

 Step 2: Select the bridging technology best suited for both parties 

 Step 3: Create the bridging endpoints on both sides of the tunnel 

 Step 4: Establish the bridging link between the two endpoints 
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 Step 5: And finally link the two bridging endpoints to the VMs and thereby realize the network 
tunnel, i.e. the bridging network. 

A.5 OpenFlow Controller Frameworks 

A.5.1 FloodLight  
The Floodlight OpenFlow Controller is an enterprise-class, Apache-licensed, Java-based OpenFlow 
Controller. It is supported by a community of developers including a number of engineers from Big Switch 
Networks. Floodlight is designed to work with the growing number of switches, routers, virtual switches, and 
access points that support the OpenFlow standard. 

The Floodlight Controller consists of a set of common functionalities to control and inquire an OpenFlow 
network. It also provides a RESTful API through which external programs can configure the OpenFlow 
Switches. 

In addition to the provided API, the Floodlight controller also provides two Graphical User Interfaces (GUI) 
and integration with OpenStack’s Neutron.  

A.5.2 TREMA  
Trema (Trema 2013) It is an OpenFlow controller framework, released under the GNU General Public 
License version 2.0 (GPLv2), that supports the creation of OpenFlow controllers in Ruby and C languages. It 
is a full-stack and easy-to-use platform with basic libraries and functional modules that provide an interface to 
OpenFlow switches. Trema could not be considered as a full controller itself. Figure 81 highlights the 
difference between the Trema framework and the user applications layer, where developers can put the logic 
of the management controller (using Ruby and C language) for user-specific applications, like routing and 
path computation algorithms, network service provisioning, etc.  

 
Figure 81 Trema Framework vs. User Applications 

A.5.2.1 Trema architecture 
The Trema framework, shown in Figure 82, is composed of a set of core modules and basic libraries, and an 
OpenFlow protocol stack. Moreover it also integrates a network emulator to emulate a network of OpenFlow 
switches. 

http://www.bigswitch.com/
http://www.bigswitch.com/
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The core modules manage the multi-process model in which each user module is a separate process. The core 
modules, through the so-called Messenger block, communicate using Inter-Process Communication (IPC) 
methods. The basic libraries provide some useful utilities like packets parsing, logging, hash tables or linked 
list management, timer events, etc. for Ruby and C language. The OpenFlow protocol stack is responsible 
for the communication between controller and OpenFlow switches, managing the exchange of OpenFlow 
messages. Finally, the network emulator offers an integrated testing and debugging environment. 

 
Figure 82 Trema architecture 

Trema is based on the “write it short, run it quickly” software design concept. Following the “write it short 
...” approach, all controllers are implemented as a class object derived from the “Controller” base class that 
provides useful methods to create flow-mods messages, send packet-out messages to the switch, etc. 
Controllers follow the event-driven paradigm in which each event handler is implemented as an instance 
method. Trema uses retrospection to register handlers and to dispatch events following the convention that the 
handler name must be equal to the message name. These technical aspects reduce the length of the code and 
increase the programmers’ productivity. Moreover, based on the “... run it quickly” approach, Trema offers 
the possibility to use a virtual network Domain Specific Language (DSL) to specify and create a virtualized 
network topology and run controllers into an emulated environment. The user can specify the following 
components in its own network topology: 

 virtual switches: simulated OpenFlow switch with unique datapath identifiers. 

 virtual hosts: simulated end-point with parameters like IP address, MAC address, etc. 

 links: simulated connections between switches or between hosts and switches. 

The user can interact with the Trema platform through a Command Line Interface (CLI) that offers a set of 
commands for management, applications execution, monitoring etc.  

A.5.2.1.1 Trema & OpenStack: Sliceable Network Management API 
Trema can be easily integrated with OpenStack (or any other Cloud Management System) through its 
Sliceable Switch application. Figure 83 shows the architecture of a generic OpenFlow-based data center 
focusing on Trema and Sliceable Switch positioning.  
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Figure 83 Architecture of a generic OF-based data centre 

 
A brief description of the most relevant building blocks and interfaces is given below. 

Trema Sliceable Switch: a Trema user module acting as an OpenFlow controller working at data link layer. 
It restricts or permits packet-in frames based on forwarding rules read from SQLite database files updated 
dynamically by client users through the Sliceable Network Management APIs. 

Sliceable Network Management APIs(“Ryu” 2013) 
: RESTful APIs to configure the components that enable the operation of a sliceable virtual layer 2. At a 
minimum, this virtual layer is able to learn MAC addresses and perform aging in the standard manner to 
provide forwarding actions for message routing to a closed set of users. The Sliceable Network Management 
APIs provides the basic CRUD (Create, Read, Update and Delete) operations over a set of network related 
resources.  

Quantum OpenFlow plugin: provides the functions to mediate between OpenStack and a Trema OpenFlow 
controller through the Sliceable Network Management APIs. 

A.5.3 Ryu 
Ryu (Ryu 2013) is an “Operating System” for Software Defined Networks. Ryu applications and the server 
upon which they run are both written in Python. Ryu fully supports OpenFlow v1.0 with Nicira Extensions, 
OpenFlow v1.2 and v1.3. All of the code is freely available under the Apache 2.0 license. The project was 
initially driven by NTT laboratories OSRG group and is still overseen by NTT with many code contributions 
coming from the community it has created. Ryu allows developers to write their own component based 
network applications by providing an event driven framework.  
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Ryu supports numerous hardware switches, however it is the reference controller for Pica818 hardware 
switches and with this switch it provides 1.0, 1.2 and 1.3 OpenFlow capabilities. It easily supports tenant 
isolation (L2) and also provides the means to carry out live migrations. 

One of the great advantages of Ryu is its ease of integration with OpenStack, the default infrastructure 
management framework in MCN. For those wishing to develop and experiment with Ryu and OpenStack it is 
already integrated within devstack19 and it is easy for deployment with automated toolkits (essentially in 
installation of one package and some minor configuration changes). Below is the typical deployment of a 
Neutron enabled OpenStack deployment. It shows a multimode (distributed, clustered) OpenStack 
deployment. The physical host running nova-network is where the Ryu related process can be deployed but 
this mostly is related to the processing load. In the case of processing OpenFlow related activities, this Ryu 
process can be moved to a separate physical host. 

 

 
Figure 84 Multinode deployment of OpenStack 

 

Once Ryu is deployed in an OpenStack environment, its main modus operandi is to react on Quantum events.  

When a physical machine first boots, the basic initialization of the Ryu agent is carried out. This agent is used 
to give VM-related information to the Ryu server process. Once Ryu is aware of a new VM booted, it will 

                                            
 
18 http://www.pica8.com 
19 http://www.devstack.org 
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then setup the controller, Open vSwitch20 in the case of OpenStack’s default setup21. All of this is shown in 
the below Figure 85. 

 

 
Figure 85 Physical Node & Ryu Initialization 

 

Once the physical node is ready, it can then have VMs provisioned and networking provided by Ryu. This 
Ryu networking works in the following way. 

                                            
 
20 http://www.openvswitch.org 
21 This can be a hardware-based OpenFlow switch e.g. a Pica8 switch. 

http://www.openvswitch.org/
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Figure 86 VM Creation & Ryu 

 
When the VM is instantiated, an association to the user specified network is created. This has the effect of the 
Ryu plugin notifying the underlying network switch (hardware or software) to create the actual port on the 
switch. What is important to note here is that all network configuration is delegated down to the switch 
controller and that OpenStack Neutron is but an application layer exposing networking capabilities out of the 
Neutron API. 

A.5.4 OpenStack 
In order to support and provide networking service between devices instantiated and managed by OpenStack’s 
Compute nodes, Quantum, hereby referred as Neutron (the name has been updated within the OpenStack 
community), introduces an API that manages different types of entities. 

Generally, Neutron allows the creation of networks per tenant, where different subnets can be created. 
Neutron is also responsible for the communication with Nova, in order to allow the creation of different ports 
in a network, assigning them the appropriate IP addresses. In this process the relevant entities are: 

 The Network, which can be shared across different tenants or kept private. This network represents a 
virtual, isolated layer-2 broadcast domain. Alternatively, this entity can also be considered as a 
virtual/logical switch. 
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 The Subnet, for each Network a set of IP addresses should be defined. The subnet defines a block of 
IP addresses that can be assigned to each virtual instance. Additionally, DNS name servers, host 
routes and a gateway can also be configured in a subnet. 

 The Port is an entity that represents a port which could be found on a network switch. Interfaces 
defined by virtual machines are attached to these entities which define the MAC and IP addresses to 
be assigned to the plugged-in interfaces. 

The currently provided API (in its second version), offers a complete set of operations and management 
options that allow the handling of networking in OpenStack integrated with the Keystone identity service. 
This allows a secure authorization handling of all request, providing the possibility to manage quotas and to 
support different extensions.  

A.6 OpenStack Designate 
The Designate project (Designate 2013) is based on the Moniker project (Moniker 2013) that aims at 
developing a DNSaaS frontend. The general concept of Moniker is depicted in Figure 88. On the far left 
DNSaaS clients are located, while on the far right the DNS clients can be recognized. Wherever appropriate, 
AMQP queues (e.g. RabbitMQ) are used to enable asynchronous operations within bordering components. 
The core component of the system is the moniker-central and it processes all the requests incoming from 
DNSaaS clients and manages configurations maintained in a dedicated DB. The actual implementation of the 
DNS is called DNS backend server and can use different technologies.  

 
Figure 87 Overview of Moniker 

In the Figure a DB based backend (e.g. PowerDNS) and a file-based backend (e.g. BIND) are represented. 
While the central entity can directly interact with the DB of the former, an ad-hoc “agent” is needed to 
execute operations on the DNS file of the latter. Note that a Sink component is defined to dispatch DNSaaS 
relevant notifications to the clients. 

The most recent review of the Moniker architecture as taken up by Designate, allowing multi-tenancy support 
among other changes. In the following diagram, some modifications have been made to the original Moniker 
picture.  



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 197 / 255 
 

 
Figure 88 DNSaaS with OpenStack 

In first place, the API module has been integrated with OpenStack’s Keystone for authentication purposes. 
Additionally, the Sink component has been attached to the Nova/Neutron EventQ notifications, allowing auto-
generated records. Finally, support for the file based backend has disappeared. 

A full description of the Designate components is provided in (“OpenStack Designate Documentation” 2013) 
and generic presentation is presented next: 

 Designate API - designate-API provides the standard OpenStack style REST API service, accepting 
http requests, validating authentication tokens with Keystone & passing them to the Designate Central 
service over AMQP. Multiple versions of the API can be hosted, as well as API -extensions, allowing 
for pluggable extensions to the core API. Although designate- API is capable of handling https traffic, 
it is typical to terminate https elsewhere, e.g. by placing nginx in front of designate-API or by letting 
the external facing load balancers terminate HTTPS.  

 Designate Central - designate-central is the service that handles RPC requests via the MQ, it 
coordinates the persistent storage of data & manipulating backend DNS servers via backends or 
agents. Storage is provided via plugins, typically SQLAlchemy, although MongoDB or other storage 
drivers should be possible.  

 Designate Sink - designate-sink is an optional service which listens for event notifications, such as 
compute.instance.create.end, handlers are available for Nova and Neutron. Notification events can 
then be used to trigger record creation & deletion. The current sink implementations generate simple 
forward lookup “A” records, using a format specified in Handler - Nova configuration. Any field in 
the event notification can be used to generate a record.  

 DNS Backend - backends are drivers for a particular DNS server. Designate supports multiple 
backend implementations, PowerDNS, BIND, MySQL BIND and dnsmasq, you are also free to 
implement your own backend to fit your needs, as well as extensions to provide extra functionality to 
complement existing backends.  

 Designate Agent - designate-agents are optional components that interact with DNS servers. Agents 
are alternatives to backend plugins in Designate Central. Agents communicate with Designate Central 
via the Message Queue.  
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 Message Queue - Designate uses oslo.rpc for messaging between components, therefore it inherits a 
requirement for a supported messaging bus (RabbitMQ, Qpid, ZeroMQ etc). Typically, this means a 
RabbitMQ setup is dedicated to Designate, but as only a single virtualhost is required for a normal 
installation, users are free to use other RabbitMQ instances as they see fit.  

 Database/Storage - storage drivers are drivers for a particular SQL/NoSQL server, designate needs a 
SQLAlchemy supported storage engine for the persistent storage of data, the recommended driver is 
MySQL. 
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B Real-time Performance of Infrastructure 
B.1 Performance Evaluations 
The following sections presents the feedback received from MCN core Service owners regarding the potential 
performance requirements of their respective MCN core Services, IMSaaS, EPCaaS, DSSaaS, CDNaaS and 
RANaaS.  

B.1.1 IP Multimedia Subsystem-as-a-Service (IMSaaS) 
The following summary of IMSaaS performance requirements is based on basic Open IMS Core 
implementation.22 

IMSaaS has four main functions; a Proxy Call Session Control Function (P-CSCF), Server CSCF (S-CSCF), 
Interrogating CSCF (I-CSCF), and a Home Subscriber Server (HSS). A DNS is also needed in the overall 
IMSaaS solution but is not herein considered. So far no decision has been taken within the scope of WP2 
about IMSaaS being deployed as an all-in-one system or as different servers. The target implementation will 
most likely be multi-server, however for this first round of requirements gathering we will plan for a single 
machine deployment. 

As a main reference the most critical components are: 

 The HSS in the registration phase, where we need high computational resources for the authentication 
procedures, and high speed for queries in the database. 

 The xCSCF during call setup or messaging, which needs to evaluate certain trigger points. However, 
those components are storing active sessions information only in memory. Therefore, the memory 
becomes a bottleneck when multiple users are concurrently interacting with the system. 

B.1.1.1 Compute resources 
OpenIMSCore asserts that "a current Linux desktop class machine should be enough" and instructions for 
installation are provided for Debian machines. As a first attempt, a VM running Ubuntu 12.04 LTS on the 
following resource specifications is deemed adequate. The preferred Hypervisor is KVM. 

A VM hosting SIC of OpenIMS core should be comprised of: 1x 2GHz CPU, 1 GB RAM, 3 GB HDD and 1 
(V)NIC. 

B.1.1.2 Storage resources 
IMS includes a function (Home Subscriber Server-HSS) to register customer records. This function needs a 
persistent database that could either be implemented by a DBaaS or on block storage. OpenIMSCore asserts 
that 100Mb should be more than enough for a test install, but this would depend heavily on the number of 
subscribers per tenant. 

                                            
 
22 http://www.openimscore.org/ 
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B.1.1.3 Network resources 
Although this installation refers to an all-in-one IMS the internal traffic is deemed to require 1Mbps. 
However, a 10Mbps access to the block storage is required for the HSS function. External traffic should be 
dimensioned at 512Kbps. The type of connectivity has not been indicated at this time. 

B.1.2 Evolved Packet Core-as-a-Service (EPCaaS) 
The following summary of EPCaaS performance requirements is based on OpenEPC (Fraunhofer 2013). It 
should be understood that larger systems might have different requirements. Currently each OpenEPC module 
has been tested and proven to work within a virtualized environment using VMware.  

OpenEPC has a number of key modules which include the following:  

 Home Subscriber Server (HSS) 

 Mobility Management Entity (MME) 

 Serving Gateway (Serving GW) 

 Packet Data Network Gateway (PDN GW) 

 Policy and Charging Rules Function (PCRF) 

 Application Function (AF) 

 User Equipment (UE) 

Additional EPC Components: 

 3GPP AAA Server (for non-3GPP access networks) 

 Evolved Packet Data Gateway (ePGW) for untrusted access networks (WLAN)ƒ 

 Trusted non-3GPP accesses (Access GW) for WiMax, etc. 

OpenEPC hardware and software requirements:  

 OpenEPC is designed to work on COTS hardware 

o Standard x86 would do, other platforms also feasible 

o Could be optimized for a specific platform 

 Running on standard Linux 

o Reference setup realized on the most used and most user-friendly distribution today, Ubuntu 
Linux 

o Other Debian-based distros should be usable out of the box 

o With Rel.4 we are adding Fedora Core and other RedHat-based distros 

o For the rest, it’s just a matter of extending some installation scripts  

 Low memory foot-print, easy on CPU usage 

o Typically using Intel® Atom™ small-form-factor, inexpensive systems 

 Scalable multi-process architecture 
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o C-based platform, optional C++ modules 

 Using standard libraries, tools and enablers 

o MySQL, Apache, PHP, BIND9, … 

B.1.2.1 Compute resources 
For each of the modules the current assumption is made: "We take the best server available, as for realizing 
each EPC function we need more of them. When one gets filled (no more computation available, no more data 
pipe throughput available), we start the next one." 

B.1.2.2 Storage resources 
OpenEPC is currently using block storage for the software and its configuration files which are run on the 
virtual machines. The software can be instantiated on both a clean server and on a VM.  

B.1.2.3 Network resources 
There are two main types of network links – User Plane (UP) links, which have to carry all the traffic for the 
subscribers and Control Plane (CP) links, which are less utilized. Currently we can assume that both are IP/L3 
based networks. It is assumed that the User Plane has higher throughput than the Control Plane. For the 
Control Plane the signalling inside the core network doubles. However, the number of messages is very small 
compared to the User Plane. Subscriber network should be available to the IP domain as each connected 
device receives at least one IP address, which should communicate to the outside world. For the User Plane 
the pipe is uniform – each packet which comes in, passes some hops and then gets out. The foreseen high peak 
rate ~1Tbps. Delay matters – otherwise everything obtained through radio technology advancement (windows 
from 10ms to 1 ms) is lost. Delay matters for both UP and CP. We can spawn more components to care about 
the throughput, however delay remains. The control networks should be separated for security reasons. 

B.1.3 Digital Signage System-as-a-Service (DSSaaS) 
DSSaaS is made up of 4 components; a DS Load Balancer, DS Central Server, DS Main Content Repository 
and DS Content Cache Repository. Each component is virtualised in a single virtual machine and will 
consume basic resources; compute, storage and network. All VMs will require KVM or Xen hypervisors 
running Ubuntu 12.04 LTS OS. All VMs require block storage on magnetic HDDs. Compute and storage are 
linked on server. Each component requires the use of 2 network interface cards. 

All the interconnections between the core nodes must be over a VLAN, the required interconnections being: 

 DS Load Balancer - DS Central Server 10Mbit 

 DS Central Server - DS Main Content Repository 10Mbit 

 DS Main Content Repository - DS Content Cache Repositories (usually more than 1) 10Mbit 

Components which have external connectivity are: 

 DS Load Balancer: Receives the requests for the Central Server 1Mbit 

 DS Main Content Repository: Contents are uploaded from the customers 1Mbit 

 DS Content Cache Repository: Receives content requests from the DS players 1Mbit 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 202 / 255 
 

B.1.3.1 DS Central Server  
The DS Central Server computes all the feedback information from the DS players to build statistical 
information (business intelligence procedures). The main resource used is the CPU. 

Resources: 

 CPU (GHz/core) - 3.4GHz 

 RAM (GB) - 4GB 

 HDD (GB) - 15GB 

 Network (Gbps) - 10Mbits for internal and 1Mbit for external traffic 

B.1.3.2 DS Main Content Repository  
The DS Main Content Repository stores all the multimedia files for all the clients and for all the DS players. It 
also serves the contents to the Content Cache Repositories. 

Resources: 

 CPU (Ghz/core) - 1.5Ghz 

 RAM (GB) - 2GB 

 HDD (GB) - 1TB 

 Network (Gbps) - 10Mbits for internal and 1Mbit for external traffic 

B.1.3.3 DS Content Cache Repository  
The DS Content Cache Repository serves the multimedia contents to the DS players through the Network. 
Therefore, network capacity must be enough for attending the requests from the players as fast as possible. 

Resources: 

 CPU (GHz/core) - 1.5GHz) 

 RAM (GB) - 2GB 

 HDD (GB) - 500GB 

 Network (Gbps) - 10Mbits for internal and 2Mbit for external traffic 

B.1.3.4 DS Load Balancer  
The DS Load Balancer is the component that receives all the requests for the DS Central Server. It would also 
need CPU and RAM but they are not as important as Network capacity in this case. This component is in our 
architecture so we do not have any data regarding the amount of resources needed for it. 

Resources: 

 CPU (GHz/core) - 1.5GHz 

 RAM (GB) - 2GB 

 HDD (GB) - 5GB 

 Network (Gbps) - 10Mbits for internal and 1Mbit for external traffic. 
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Table 19 DSSaaS required ranges of specific metrics 

Required metrics (min; avg; max) 

Throughput 200 HTTP request per second; avg 50 

Response time/latency min 5ms;max 300ms; avg 15 

Number of users (Max concurrent users) max 100 users; avg 20 

CPU Utilisation expected min 5%; max 90%; avg 40% 

RAM Utilisation expected min 30%; max 90%; avg 50% 

Disk I/O - 

Network I/O HTTP requests are asynchronous 

RAM Bandwidth Utilisation (Optional) - 

B.1.4 Content Delivery Network-as-a-Service (CDNaaS) 
Currently, there are no preferences for any one particular virtualisation technology as long as supported 
services have their performance requirements met. Linux OS is preferred. Red Hat based, mainly CentOS. The 
required metrics and their ranges (min;avg;max) will be generated once core services become established and 
test scenarios developed. 

B.1.4.1 Compute resources 
A more detailed description of the required compute resources will be determined once core MCN Services 
are further developed. 

 CPU (Ghz/core) - Should be low for most storage services, high for other supported services. 

 RAM (GB) - For caching purposes it may be important that this amount is large. 

B.1.4.2 Storage resources 
 Underlying disk technology (HDD, SSD) - It is important to have different levels of storage 

performance. 

 Block 

o File system selection (incl. DFS) - Suggestions will be accepted (only familiar ZFS for such 
storage) 

 Object 

o Replication - It is important that we may control this at a certain level for CDN purposes.  

o Performance - There will still be at least 2 performance levels required; one with very fast 
access speed and reduced capacity, and another with normal access speed and high capacity. 

B.1.4.3 Network resources 
 2 Network Interface Cards are required 
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 Network (Gbps) - Normal 1Gbps connectivity should be more than enough. In some scenarios it 
would be interesting to have some 10Gbps equipment. 

B.1.5 Radio Access Network-as-a-Service (RANaaS) 
There are no concrete numbers available at this time. However, as an example, an eNB has specific 
performance requirements. Texas Instruments has a multi-standard wireless base station system-on-chip 
(SoC), supported by a platform of 12 embedded co-processors, delivering performance of 76.8 GFLOPs. The 
split of eNB functions between BBU and RRH can be done at different layers, requiring more or less 
computational and storage resources for the BBU that is virtualised. DCs congregate multiple BBUs, requiring 
an aggregated set of computation, storage and network resources. 

B.1.5.1 Compute resources  
Currently there is no information about implementation characteristics of a BBU available. However, for a 
software based eNB (LTE Base Station software (Bellard 2013)) commercialized by Amarisoft23, it requires a 
PC with the minimum specifications: 

 4 cores i7 (3Ghz min) 

 2 Gbit Ethernet 

 Linux Fedora 17 64 bits. 

B.1.5.2 Storage resources 
Conceptually, block storage would be used for efficient and fast operation of the Radio Access Network 
(RAN) components. Extraction of metrics and enforcement of decisions resulting from optimisation 
procedures of various components is needed. If it is not possible to control resources through this kind of 
storage, some parts should be desirably accessible as object storage. SSD storage may be something needed to 
ensure a low latency when accessing data. It can be used also as a cache containing frequently accessed data, 
in case the space that can be provided is limited. 

B.1.5.3 Network resources 
Observing a RANaaS motivation scenario, the link between a Base Band Unit (BBU) and a Remote Radio 
Head (RRH) shall use high throughput and low latency links of limited length. For example, using CPRI 
Layer 1 interface between BBU and RRH, a 10 Gbit/s link with a maximum latency of 150µs and up to 15 km 
length is needed, for a 3 RHHs site considering 20 MHz bandwidth. If the interface is done at higher layer, 
these performance requirements shall decrease gradually, according to the split of functions between BBU and 
RRH. Regarding S1 links from classical eNBs and EPC, they follow the same requirements specified in 
EPCaaS. Depending on the availability of resources on the data centre (DC), a given BBU might be migrated 
to another DC (see in the presentation, transition from slide 4 to 5). The performance requirements for this 
migration are a sensitive topic which might or might not be addressed within the MCN project. 

                                            
 
23 http://www.amarisoft.com/ 
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B.2 Hypervisor performance comparison 
So far we have been working on the assumption that KVM will be used within the project, as it is the 
preferred front-runner of the Service owners. However, this will be challenged in year two as we take a closer 
look at competing virtualisation technologies. The following table presents a quick comparison between KVM 
and three competing hypervisors in relation to features and performance. Each will be considered for use 
within the project.  
Feature KVM Xen vSphere Hyper-V 
Licence Open Source (free) Open Source (free) Proprietary Proprietary 
Host OS FreeBSD, Linux, 

illumos 
NetBSD, Linux, 
Solaris, MiniOS 

Vmkernel (linux-
based) 

Windows Server 

Hypervisor type Full virtualization Hardware assisted 
virtualization 
Paravirtualization 

Full virtualization 
Hardware assisted 
virtualization 
Paravirtualization 

Full virtualization 
Hardware assisted 
virtualization 
 

Architecture x64 x64 x86 
x64 

x86 
x64 

CPU scheduling 
features 

Linux schedulers 
(completely fair 
queuing scheduler, 
round-robin, fair 
queuing, 
proportionally fair 
scheduling, 
maximum 
throughput, 
weighted fair 
queuing) 

SEDF (Simple 
Earliest Deadline 
First), Credit 

Proportional 
Shared-based 
Algorithm, Relaxed 
CoScheduling, 
Distributed 
Locking with 
scheduler Cell 

Control with VM 
reserve, VM limit, 
relative weight 

SMP scheduling 
features 

SMP-Aware 
Scheduling 

Work-
Nonconserve, 
WorkConserve 

CPU Topology-
aware Load 
Balancing 

CPU Topology-
based Scheduling 

Speed relative to 
host OS 

Up to near native Up to native Up to near native Up to near native 

 

B.3 Performance Tests 

B.3.1 CPU and RAM Testing 
Below are the tests run to stress test CPU and RAM.  
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B.3.1.1 Compilation Speed (Apache) 

 
Figure 89 CPU Test: Compilation Speed (Apache) 

Compilation transforms source code into an executable application. Compilation can be used as an indicator 
of CPU performance, especially relevant for test/dev environments. Furthermore, compilation can also be 
used as an indicator as to the time it takes to provision an Apache server, which is especially pertinent to 
websites and web applications that rely on a scale-out model to handle load. 

B.3.1.2 Compilation Speed (Linux Kernel) 

 
Figure 90 Compilation Speed (Linux Kernel) 

Compilation transforms source code into an executable application. Compilation can be used as an indicator 
of CPU performance, especially relevant for test/dev environments. Furthermore, compilation can also be 
used as an indicator as to the time it takes to provision a server running a Linux OS, which is especially 
pertinent to users running Linux-based workloads that scale out. 

In relation to MCN, these CPU tests can be used as an indicator of the time it will take to deploy a new VM 
instance, should it need to be assembled and compiled as required, in lieu of using a pre-compiled image. 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 207 / 255 
 

B.3.1.3 File Compression 

 
Figure 91 File Compression 

With p7zip’s integrated benchmark feature, we test the performance of the virtual CPU by measuring the 
millions of instructions per second (MIPS) that it can handle when compressing a file. 

For MCN, these tests could be used as an indicator to gauge whether consistent performance could be 
expected from the stacks in relation to the compression of responses from MCN services, prior to transmission 
over HTTP.  These results could also be used as an indicator of the time necessary to compress large log files 
prior to them being forwarded to e.g. MaaS for processing. 

B.3.1.4 Audio Encoding  

 
Figure 92 Audio Encoding 

This encoding test is single-threaded, indicating the CPU performance of a single core on each provider. To 
compare the performance difference between single-core and multi-core encoding of each provider, see results 
for Video Encoding. 
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B.3.1.5 Video Encoding  

 
Figure 93 Video Encoding 

A CPU-intensive task such as video encoding can provide an indication of the IaaS stack’s virtual CPU 
performance.  The x264 Video Encoding Test from within the Phoronix Test Suite was used to gauge CPU 
performance by measuring the number of Frames Per Second (FPS) encoded by the CPU. 

Video input format: YUV4MPEG2 

Video output format: H.264/MPEG-4 AVC format 

This test is useful to establish SLA requirements on stack VMs for workloads such as real-time video 
transcoding, a possible use case for DSSaaS. 

B.3.1.6 General RAM Performance 

 
Figure 94 General RAM Performance 

The RAMspeed SMP benchmark is used to test the system memory (RAM) performance. RAMspeed 
correlate highly with STREAM results. Although the algorithms are different, RAMspeed SMP also measures 
the RAM accommodation to processes running on the server. 
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B.3.1.7 Bandwidth  

 
Figure 95 RAM test: Bandwidth 

The STREAM benchmark is used to test the system (RAM) performance. This benchmark is simple in its 
testing strategy in that it measures sustainable memory bandwidth, as well as the corresponding computational 
rate for simple vector kernels. 

The STREAM benchmark uses large data sets which are much larger than the available cache on any given 
system, ensuring that the results are more indicative of performance which can be expected of very large 
vector applications. STEAM measures memory bandwidth to see how the RAM accommodates to the 
processes running on the server. 

B.3.2 Network Testing 
Below are the tests run to stress test CPU and RAM.  

B.3.2.1 Throughput 

 
Figure 96 Internal network test: Throughput 

Throughput is the measure of actual bandwidth available to an end user and is of particular importance to 
applications that transfer sizeable amounts of data, requiring for it to be transferred quickly from the server to 
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the client.  Throughput is a key network metric to test for, as advertised bandwidth may not match actual 
throughput, seeing as data pipes are often shared between an arbitrary numbers of users.   If QoS performance 
guarantees are not enforced by the IaaS provider, VMs may suffer from erratic and sub-par network 
performance. 

We use iperf to measure the network throughput between two VMs on the same private network located 
within the same data center.  The tool can help us identify possible bottlenecks and sub-par 
performance.  Throughput is an important metric to measure for, as it concerns applications that transfer large 
amounts of data, especially where SLAs are in place to guarantee performance. 
The throughput results show clearly the variable performance of CloudSigma’s stack and the constant 
throughput performance of RackSpace.  This is to be expected, considering that CloudSigma does not cap 
bandwidth per VM, as is the case with RackSpace, resulting in significantly higher performance over the 
minimum guaranteed bandwidth speed.  

This data can be used to calculate the maximum number of MCN services that can be deployed within a data 
center before the throughput limit of the subscriber’s virtual network is reached. 

B.3.2.2 Latency 

 
Figure 97 Internal network test: Latency 

The latency performance of both stacks is quite consistent, barring a few significant latency peaks with 
RackSpace.  Latency is of particular importance for MCN, as each service will reside on a separate 
VM.  Should multiple inter-service calls be required to fulfil a time-critical request, latency peaks could 
accrue and result in SLA breaches for the composite MCN service visible to the EEU. 
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Aggregate latency for composite MCN services should be specified as part of the SLA for the composite 
MCN service.  Using the STG, this can then be trickled down to the SICs and potential latency bottlenecks 
identified, which would break the composite service SLA.  Furthermore, should MCN services require 
consistent latency, this erratic performance may present an obstacle, the resolution of which should be looked 
at in further detail. 

B.3.2.3 HTTP Connection Speed (Apache Server) 

 
Figure 98 HTTP connection speed (Apache Server) 

Using apache2 as server and wget as client, transfer of a 1 GB file between two VMs in the data centre. 

B.3.2.4 HTTP Connection Speed (Nginx Server) 

 
Figure 99 HTTP connection speed (Nginx Server) 

Using nginx as server and wget as client, transfer of a 1 GB file between two VMs in the data centre. The 
results of the HTTP connection speed are to be expected; bearing in mind the throughput test results earlier 
and the fact that bandwidth is not capped on CloudSigma’s stack. 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 212 / 255 
 

For MCN, this will be of relevance to ensure the rapid transfer of RESTful requests and responses, as well as 
to illustrate the performance differences that exist between cloud stacks and providers, important when 
matching SLAs to clouds. 

B.3.2.5 SCP Connection Speed (Disk to Disk) 

 
Figure 100 SCP Connection speed (disk to disk)  

Copying a 5 GB file using scp. The results here are consistent with the bandwidth tests performed earlier.  For 
MCN, this may be of relevance where large data sets need to be transferred between machines, for example 
large log files or database dumps. 

B.3.2.6 FTP Connection Speed (to Disk) 

 

Figure 101 FTP Connection speed (to disk) 

Using vsftpd as server and lftp as client, transfer of a 5 GB file between two VMs in the data centre. For this 
test, two sets of tests were run on CloudSigma’s stack. One was with bandwidth capping enabled and one 
without. As can be seen from the graph, without bandwidth capping, the FTP transfer rate, hence throughput is 
again variable, as it depends on total available network capacity. This in essence is free throughput, as when 
bandwidth capping is enabled, performance is consistent but at a lower maximum rate. 
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B.3.3 Storage performance measurements 
Poor performance of storage is empirically known to be the cause for bad performance of an application. This 
can also be explained by the fact that from the network, storage or compute resources, the storage resources 
have the highest access times. These will normally be measured in milli-seconds. In comparison memory 
access will normally be given in nano-seconds scale. 

These access times can also be explained by the fact that in todays servers, many hard disks are still 
mechanical entities, although lately many disks are being replaced with faster Solid State Drives (SSD). 

To understand the performance of a workload in relation to the storage performance three steps are needed: 

 Using the USE Method outlined in Section 3.2.1, resources need to be identified on on which 
measurements can be done; 

 A sample workload needs to be run and characterized; 

 And Finally a performance measurements needs to be realized using the outcomes of the first two 
steps. 

The following sections will follow this approach. 

B.3.3.1 Applying the USE Method 
One of the key elements of the USE Method is to identify those resources which are on the datapath. This is 
needed to identify which DTrace probes can be used to measure system performance. The following block 
diagram shows a slimmed down system overview: 

 
Figure 102 Simple functional block diagram for storage performance testing 

A process will initiate a system call, which will trigger a call on the File System. The File System will forward 
the request to the appropriate device driver and finally the data is read from the disk. Now that the resources 
are identified latency can be understood. The start time is when the system call is triggered and the latency is 
the time spent until the call returns. As a first step the I/O latency of such a request shall be measured in the 
next sections. 

B.3.3.2 Sample workload characterization 
To be able to measure the I/O latency a sample workload needs to be put in place. This section demonstrates 
how to characterize these workloads using DTrace. For later steps the MCN mobile core workloads can be 
characterized and put in place here.  
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To start with, a simple Python based application is used, which reads data from a disk. Based on the buffer 
size the I/O read distribution of the application looks different: 

 
Figure 103 I/O read distribution as fingerprint of an application 

Figure 103 shows the ‘fingerprints’ of each run of the Python application. For reading data with a buffer size 
of 128, 256 and 512kb. With the help of Dtrace, the read distributions could be determined. For example, 
close to 90% of the read calls are in the size range of 64 to 128 kb size when the buffer size is set to 128kb. 
This knowledge has no impact on the I/O latency, but can be used in future to characterize workloads as 
described in the DoW.  

B.3.3.3 I/O Latency with different virtualisation technologies 
In a first attempt, the I/O latency shall be measured. During the measurement the earlier described Python 
program is running and reading data from the disk. The following values were measured on the same server 
using different hypervisor types and the host system as a reference point. 

The I/O latency is again displayed as distribution over time. The green curve is the reference measurement 
where the I/O latency of the host system is measured. The blue curve shows the I/O latency when using a 
container type virtualization (Ref. Section 3.4.5, SmartOS). Finally the red curve shows the I/O latency of a 
system that is virtualized using KVM. 
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Figure 104 I/O latency distributions for different type of hypervisors. 

What is significant here, is that the I/O latency curves show peaks for all three measurements. The comparison 
of the peaks is what will lead to an understanding of the impact of virtualization technologies on the latency. 
The container based virtualization I/O latency are close to those of the host system, whereas the I/O latency 
distribution of the fully virtualized system shows a different shape. It is stretched over a longer timeframe. 
Also the peaks in the latency are significantly later (average four times). 

B.3.3.4 Conclusions 
These results show that DTrace can be used to gain an understanding of the performance characteristics of an 
application as well as lead to an understanding of performance impacts when ‘cloudifying’ workloads. 

The results shown here can be extended over the next months and applied to the MCN mobile core workloads. 
This will lead to the decision of the right virtualization technology (container based vs full hypervisor) as well 
as the characterisation of the workload itself. 

It shall be noted here that these works can be, as described in the DoW, shown in Dashboards or be further 
investigated in the Analytics-as-a-Service (see section 7.3). 

B.4 Admission Control Algorithms 

B.4.1 The basic problem 
In the basic admission scenario, the cloud provides one or more types of resources and each service requires 
specific amounts of them. The basic problem with one-type resource can be detailed as follows:   

 There are    computing nodes (hosts)           .  
 Each host is charaterized by an avaialble computing capacity      .  
 There are    services           .  
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 Each services requires       computing resources.  
 Target: The cloud provides all services with minimum number of hostings.  

 Such a problem can be cast exactly as a bin packing problem:  

            ∑  

  

   

   

              ∑  

  

   

            

∑ 

  

   

       

                  

                           , where      if    is used and       if  th service is hosted by   . 

This is an integer linear programming whose the solution is usually NP-hard (Schrijver 1998). However, there 
are low complexity algorithms to solve the problem. One possible alternative way is the first-fit algorithm, 
which a very straightforward greedy approximation algorithm. The algorithm processes the items in arbitrary 
order. For each item, it attempts to place the item in the first bin that can accommodate the item. If no bin is 
found, it opens a new bin and puts the item within the new bin. It is rather simple to show this algorithm 
achieves an approximation factor of 2, that is, the number of bins used by this algorithm is no more than twice 
the optimal number of bins (OPT). This is due to the observation that at any given time, it is impossible for 2 
bins to be at most half full. The best-fit decreasing and first-fit decreasing strategies are among the simplest 
heuristic algorithms for solving the bin packing problem. They have been shown to use no more than 11/9 
OPT + 1 bins. The simpler of these, the first-fit decreasing (FFD) strategy, operates by first sorting the items 
to be inserted in decreasing order by their sizes, and then inserting each item into the first bin in the list with 
sufficient remaining space. 

In a simple simulation example, we assume there are 30 hosts and 30 services. The capacity of each host is 10. 
The requirements of service are 4, 5, 5, 5, 2, 4, 4, 5, 4, 2, 2, 3, 5, 2, 2, 3, 4, 5, 3, 3, 5, 2, 5, 5, 3, 5, 5, 3, 4, 5, 
respectively. The results with the exact algorithm and FFD algorithm are the same (12 bins) and are one bin 
less than that with first-fit algorithm (13 bins). 

This simple case can be generated to the cases with more than one type of resources, e.g., CPU and RAM. 
However, in the sequel, we will consider a more realistic scenario in practical cloud services. 

B.4.2 Realistic scenario 

B.4.2.1 System model 
The resources of the provider are considered as an interconnection of (potentially heterogeneous) networks 
that interconnect (potentially heterogeneous) computing nodes, as in Figure 105.  
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Figure 105 Cloud services system architecture 

The network topology is characterized by the following elements: 

 A set of computing nodes, or hosts:           . Each host     is characterized by an 
available computing capacity      .  

 A set of available subnets:           . Each subnet n is characterized by a maximum aggregate 
bandwidth      .  

 The network topology information, specifying what hosts      are connected to each subnet 
   .  

 Services: Set of service instances:             .  
 Components: Each service     is a workflow of    components:       

       
  .  

 Requirement:   
  requires    

    
    

   computing capacity and    
    

    
   bandwith capacity.  

 
The IP establishes service level agreements (SLAs) with the service providers (SPs) for hosting their services 
over a period of time. The SLA for a given service     carries the following parameters:   

 The service workflow    are complemented by the requirements of each component   
 :   

 ,   
 ,   

 , 
and   

 .  
 A minimum probability    that the required resources are actually available when the request arrives.  
 Gain    for the IP in case the service is accepted.  
 Penalty    for the IP if the service fails to meet its QoS restriction.  
 Trust   : this factor is a metric of how trustworthy the SP that owns the specific service is.  
 Eco-efficiency    : this factor is a metric of how eco-efficient a given host   is.  

B.4.2.2 Constraints 
The unknown variables are first defined:   

 The allocated (both basic and elastic) computing capacity for the components on the hosts:     
    , 

for    ,      and    .  
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 The allocated (both basic and elastic) network bandwidth for the components on the subnets:     
  

  , for    ,      and    .  
     

 : be 1 if the component      is admitted on subnet   and 0 otherwise.  
 Then a basic constraint should be imposed on:  

            

{
 
 

 
 
∑      

    
    

        
    

∑      
    

       
 

∑      
    

        
    

∑      
       

 

 

 where   is a sufficiently large constant. 
 
The above inequalities constrain the service component allocation variables      

      
   to give enough 

computing capacity and network bandwidth on the hosts of subnet   for the basic requirements of the 
component    

    
   with     

   , or alternatively they force them to be 0 with     
   . 

In case a service cannot be fully allocated in the underlying cloud, the IP may want to consider the option of 
federating with other IPs, before rejecting the service, given that such an option is allowed by the SP. To 
accommodate this requirement, we introduce a set of variables that derive from the basic unknown variables 
that were introduced in the previous section, and are used in the formulation of the problem later on. These 
are:   

 The Boolean variable   
 :   

          
  that becomes 1 when the component is allocated at least on 

one of the available subnets, or 0 otherwise.  
 The Boolean variable   :    ∏        

 , that signals whether a service as a whole is accepted or not.  
 The partial admittance of a service can be expressed by    :     

∑        
 

  . Therefore,       means 
full admittance of service  , whereas for example         means that half of the components that 
comprise s have been admitted.  

The allocation constraints for the problem are summarized as follows:   

The overall allocated computing capacity for each component   
  should not exceed the limit defined by its 

basic plus elastic computing capacity:  
            ∑         

    
    

  
The additional load imposed on each host cannot overcome their residual available computing capacity:  

      ∑     ∑          
     

The overall allocated network capacity on the subnets for each component   
  should not exceed the limit 

defined by its basic plus elastic network capacity:  
            ∑         

    
    

  
The additional load imposed on each subnet cannot overcome their residual available bandwidth capacity:  

      ∑     ∑          
     

Apart from the basic allocation constraints as introduced in the previous section, different types of services 
and components, may require special treatment when it comes to their deployment.   

A component must be allocated in the same subnet: the instances of the component   of service   must be 
deployed within the same subnet, which also implies that federation is not allowed. This can be achieved by 
adding the following constraint :  

 ∑         
    

   
A component must be allocated in the same physical node: the instances of the component must be allocated 
on the same physical node. This can be achieved by adding the following constraint :  



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 219 / 255 
 

 ∑         
    

   where     
  is a Boolean variable that becomes 1 if host   is used in the 

allocation of component  .  
The service cannot be federated: this means none of its components can be federated. This can be achieved by 
adding the following constraint:  

         
The service must be deployed in the same subnet: all the instances of all the components of the service must 
be deployed in the same subnet. The additional constraint is  

 ∑       
      where   

  is a Boolean variable that becomes 1 if subnet   is used in the 
allocation of the service  .  
The service must be deployed in the same physical node: all the instances of all components of the service 
must be deployed in the same physical node. The additional is  

 ∑       
      where   

  is a Boolean variable that becomes 1 if host   is used in the 
allocation of service  .  
The Boolean variables     

 ,   
 ,   

  are derivative variables that can be computed by forming logical 
constraints around the basic variables of the problem. For example,   

  can be encoded using     
  as follows:  

     {
∑          

       
      

∑          
      

 , where   is a sufficiently small constant.  

This pair of inequalities constrains the sum of the     
  to be all zeros with   

   , or to hold a strictly positive 
value with   

   . 

B.4.2.3 Probabilistic elasticity 
The basis of this elastic probability approach lies in the existence of prediction models that are able to forecast 
resource usages based on historical monitoring data. Given that such statistical knowledge is known, then it 
can be leveraged inside the problem to tune the allocation in such a way that the service can run flawlessly 
with at least a minimum probability   , which is the minimum probability that there will be sufficient 
resources for the activation of the hosts when needed as expressed in the SLA. 

It is assumed that the IP has knowledge about the probability that a given component may use a computing 
capacity up to    and a network capacity up to   . This can be formally described by the joint cumulative 
distribution function   

                        of the real-valued random variables   
  and   

  
representing the computational and network capacity that a component   may require at runtime. In order to 
deal simultaneously with all the components that comprise the service, this can be generalized for   

 ,   
 , 

              
                    . 

In order for a service   to be admitted into the system, instead of reserving resources for the maximum amount 
of elasticity requirements deterministically, it is sufficient to guarantee that the probability for s to find enough 
available computing power and network bandwidth when actually required, denoted from this point on as    
will be higher than or equal to  

        
The calculation may be simplified if we assume: a) the distributions for components are independent, i.e., 
                      ∏        

        ; b) there is a linear dependence between the computing and 
networking requirements         . In such a case, the probability    becomes:  

    ∏        
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B.4.2.4 Objective function 
The formalized admission control problem needs to be solved by optimizing proper metrics that express the 
goodness of the found allocation. The maximum required capacity, including the elastic capacity, may be 
quite large compared to the basic requirements for the service, thus the elastic capacity plays a significant role 
in the total requirements and the cost for hosting the service. Clearly, from a provider perspective, a metric for 
the goodness of an allocation solution may be significant, because of the additional costs possibly needed to 
admit the new services. In order to formalize this, we introduce the extra cost of   associated with turning on 
an unused host       . Then, a simple term to consider in the objective function is the total additional cost 
  associated with turning on unused hosts:   ∑        

  . 

It is in the IP’s best interest to extend the optimization goal so that other available host-level information is 
considered, such as the eco-efficiency of the hosts   . Then the overall objective is complemented by the term 
  that expresses the eco-efficiency score of the hosts that are used to form the allocation pattern:   

∑       . 

The probabilistic framework introduced in the last subsection implies that with a maximum probability of 
       , an admitted service is not expected to find the needed extra resources available, leading to the 
necessity to pay the penalty    back to the customer. Therefore, for each service that is partially admitted into 
the system, the expected penalty due to SLA violations        , should be subtracted from the immediate 
gain   . 

By taking into account all the different objectives mentioned above, we finally obtain the following multi-
objective function:  

         ∑            
                     

 where   ,   ,   ,   , and    are used as weights for configuring the relative importance of the different 
factors in the multi-objective function and for adapting the heterogeneous quantities in the sum. 

B.4.2.5 Examples and numerical results 
The problem formalized in the previous section falls within the class of mixed-integer non-linear 
programming (MINLP) optimization problems. It can be modeled with the General Algebraic Modeling 
System (GAMS), a high-level modeling system for mathematical programming of complex, large-scale 
optimization problems (GAMS 2013). Such a problem can be solved by using the Branch and Reduce 
Optimization Navigator (BARON), which is a computational system for solving non-convex MINLP 
optimization problems to global optimality. However, the computational complexity of MINLP is usually 
high, resulting unacceptable processing delay. The problem can also be cast as a mixed-integer linear 
programming (MILP) if the service cannot be federated. Thus the programming can be solved with a much 
faster solver called lp_solve (lp_solve 2013). 

An example:   

 Two different subnets         of the same capacity (100 Mb/s).  

 Each subnet interconnects 10 unused hosts with     GHz.  

 Two services         each have two components.  

   
   GHz,   

   GHz,   
     bytes/s,   

   Mb/s.  

 The parameters are as in the follow Table 20.  
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        ,         .  

 The non-zero weights are   ,   , and   .        .  

 The services must be deployed in the same cloud, i.e.,       .  

 The objective function:         ∑                        

Table 20 Examples for cloud 

                         

    

         1   1      

          10   10       

 
              

     300   500  

     30   50  

     0.7   0.8  

     50   10  

Such a program can be cast as an MILP and solved by lp_solve. The numerical results are as follows:  

Table 21 Numerical results 

hosts   on/off     
      

      
      

   

     1   0   0   0   2  

     1   0   0   0   2  

     1   0   0   0   2  

     1   0   0   0   2  

     1   0   0   0.95   1.05 

     1   0   0   2   0  

     1   0   0   2   0  

     1   0   0   2   0 

     1   0   0   2  0 

      1   0   1.9   0.1   0 

      1   0   2   0   0 

      1   0   2   0   0 

      1   0   2   0   0 

      1   1.37   0.63   0   0 
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      1   2   0   0   0 

      1   2   0   0   0 

      1   2   0   0   0 

      1   2   0   0   0 

      0   0   0   0   0  

      0   0   0   0   0  

B.5 Tools for performance analysis 
A number of performance measurement tools have been evaluated for use in the benchmarking of sample 
MCN workloads. These include: DTrace, SystemTap, Geekbench, Phoronix Test Suite, Funkload, Databene 
Benerator and SLAMD. So far we have put both DTrace and Phoronix Test Suite into practice.  

B.5.1 DTrace  
DTrace is a dynamic tracing framework developed by Solaris, used primarily for troubleshooting kernel and 
application problems on production systems in real-time. It enables deep analysis of running processes to help 
get to the bottom of performance related issues. DTrace allows the user to customise metrics to include only 
those that are relevant. 

Brendan Gregg defines DTrace as an “[...] observability technology that allows you to answer countless 
questions about how systems and applications are behaving in development and production” (Brendan Gregg 
and Jim Mauro 2011). DTrace was eventually introduced to the Solaris Operating System Version 10. Since 
then it has been ported to many other platforms. Those include Mac OS, FreeBSD and lately Linux. 

B.5.1.1 Introduction 
DTrace allows for the instrumentation of the complete stack of modern applications. These stacks normally 
comprise of the hardware, the Operating System & device drivers, a set of libraries and runtime-environments 
and finally the applications itself. With DTrace each of these layers can be instrumented. The unique feature 
of DTrace is, that instrumentations can be turned on and off in production systems without the need to restart 
the application. The impact on the performance of the applications while instrumenting is also very low. 

Similar to other instrumentation technologies, DTrace uses probes in kernel modules.Those probes are 
organized in so called providers. For example, all probes dealing with the Python Programming Language are 
organized in the ‘python’ provider. Solaris based platforms like SmartOS, outlined in Section SmartOS, 
currently offer close to 70.000 different types of probes. 

To enable those probes dynamically, DTrace offers its own scripting language ‘D’24. Within the D scripts the 
probes which are to be activated can be defined. Next to that conditions (predicates) and actions can be 
defined if and when a probe fires. The information retrieved from DTrace is stored in the DTrace variable 
aggregation. Finally, to trigger the execution of a D script a consumer is needed. 

Bringing this all together, the complete command for counting the number of system calls per process is: 

                                            
 
24 Not to be confused with the D programming which is closely related to C/C++. 
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$ dtrace -n 'syscall:::entry { @num[execname] = count(); }' 
 
Each part of this expression relates to one of the descriptions below: 

 ‘dtrace -n’ - This executable represents the DTrace consumer. As long as as this process is running, 
information from the probes is consumed and stored in the aggregation variable. The parameter ‘-n’ 
tells the consumer that the D script in the quotes shall be executed. 

 ‘syscall:::entry’ - This part defines that whenever a system call is used by an application this probe 
should be triggered. The probes used here are part of the ‘syscall’ provider. 

 ‘@num[execname]’ - This defines the aggregation variable. The @ symbol defines that a number will 
be aggregated. So when this DTrace trace is done it will output a set of numbers per executable 
name/process. 

 ‘count();’ - Is the aggregation function which defines that the number of times the probe gets triggered 
should be counted and stored in the aggregation variable. 

The output of this DTrace command will look like: 

$ dtrace -n 'syscall:::entry { @num[execname] = count(); }' 
[...] 
 
 svc.startd                                                        1 
 devfsadm                                                          2 
 vmadmd                                                            4 
 bridged                                                           5 
 ipmon                                                             6 
 sendmail                                                         10 
 lldpd                                                            22 
 sshd                                                             24 
 
Hereby showing that while DTrace was aggregating data the ‘sshd’ process made 24 system calls. 

B.5.1.2 Relation to MCN 
The unique capabilities of DTrace that allow it to be activated and deactivated on the fly in production makes 
it a good choice to investigate possible performance issues when ‘Cloudifying’ the MCN mobile core 
workloads. 

It not only allows the examination of workloads but also the interaction of the workload with the environment 
(Server, Network, Operating System, …). With DTrace the impact of different virtualization technologies on a 
workload can be examined as described in the DoW. Furthermore optimization of certain aspects can only be 
achieved after the right place for the optimization is defined. 

Initial tests have been performed during the first months of WP3. With the help of DTrace and the USE-
Method, first simple workloads were characterized and tested upon different virtualization technologies with a 
focus on storage performance. The first results of this work have been documented in section B.3.3.  
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B.5.2 SystemTap  
SystemTap25 is a tracing and probing tool that allows users to study and monitor the activities of the computer 
system (particularly, the kernel) in fine detail. SystemTap is describes as, not so much a tool as it is a system 
that allows you to develop your own kernel-specific forensic and monitoring tools. SystemTap offers the 
following capabilities: 

 Develop simple scripts for investigating and monitoring a wide variety of kernel functions, system 
calls, and other events that occur in kernel-space. 

 Probe kernel-space events without having to resort to instrument, recompile, install, and reboot the 
kernel. 

 Provides a series of plugins so users can pick and choose exactly what they need. 

o Use the Dashboard plugin independently, to allow users unfamiliar with SystemTap the 
ability to execute modules without having to write any scripts. 

 Modular design 

o IDE Perspective - Contains script editor and Function, Kernel Source, and Probe Alias 
browsers to assist in the creation and editing of SystemTap scripts. 

o Graphics Perspective - Graphs data from SystemTap scripts in the desired graph form 
according to a regular expression passed to interpret the data. 

o Dashboard Perspective - Allows the execution of modules, which are scripts with associated 
metadata that open one or more graphs in a dashboard environment that update in real 
time.This perspective is still under development 

Requirements: 

 Linux kernel v2.6.14 or newer 

 Linux kernel devel and debuginfo packages 

 Eclipse v3.8/v4.2 or newer 

 SystemTap v0.7 or newer 

B.5.3 FunkLoad  
Funkload26 is described by its developer Nuxeo as a “[...] stress tool, specifically designed to create complex 
test scenarios and to produce detailed reports”. It is an open-source functional and stress testing tool, written 
in Python, and used most regularly for the following. 

 Functional and regression testing of web projects 

 Performance testing - General testing performed to provide a detailed report of responsiveness and 
stability under a particular workload 

                                            
 
25 http://sourceware.org/systemtap/ 
26 http://funkload.nuxeo.org/ 

http://sourceware.org/systemtap/
http://funkload.nuxeo.org/
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 Load/Stress testing - Overwhelms the application resources to determine a system’s behavior under 
both normal and peak load conditions. Also to test the applications recoverability. 

 Writing web agents -  By scripting any web repetitive task, like checking if a site is alive 

Requirement: 

 OS independent – except for the monitoring which is Linux specific. 

B.5.3.1 Relation to MCN 
Once testbeds have been set up, Funkload could be effectively used to evaluate the functional prototype in 
determining how fast the system responds under a particular core MCN workload. It could also help in 
understanding the scalability and reliability of the system.  

B.5.4 Databene Benerator  
Benerator27 is a framework for generating high-volume test data for a particular system being tested. A 
number of plugin interfaces are provided for custom extensions and mapping. Benerator supports database 
systems, XML, XML Schema, CSV, Flat Files and Excel spreadsheets.  

Requirements:  

 Platform Independent 

B.5.5 SLAMD  
SLAMD28 is a Java-based application designed for stress testing and performance analysis of network-based 
applications. It can be used to test network applications as well as Web servers and Web-based applications, 
relational databases, and mail servers. It can also be used for non-network based applications, like comparing 
CPU power and memory latency across a number of different systems. Its distributed nature makes it ideal for 
systems that can be accessed remotely.  

Requirements:  

 Any system with Java 1.4 or higher 

B.5.6 Geekbench 
Geekbench29 provides a comprehensive set of benchmarks for measuring processor and memory performance. 
Geekbench is a cross-platform benchmarking application that tests multiple aspects of a variety of platforms. 
Available for Mac OSX, Windows, Linux, Android, Blackberry and iOS.  

B.5.7 Phoronix Test Suite 
The Phoronix Test Suite30 is an open-source testing and benchmarking platform available for Linux, 
OpenSolaris, Apple Mac OS X, Microsoft Windows, and BSD operating systems. The software is designed to 
                                            
 
27 http://databene.org/databene-benerator 
28 http://dl.thezonemanager.com/slamd/ 
29 http://www.primatelabs.com/geekbench/ 
30 http://www.phoronix-test-suite.com/ 

http://databene.org/databene-benerator
http://dl.thezonemanager.com/slamd/
http://www.primatelabs.com/geekbench/
http://www.phoronix-test-suite.com/
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carry out both qualitative and quantitative benchmarks. The Phoronix Test Suite consists of a lightweight 
processing core (pts-core) with each benchmark consisting of an XML-based profile and related resource 
scripts. The process from the benchmark installation, to the actual benchmarking, to the parsing of important 
hardware and software components is heavily automated and completely repeatable, asking users only for 
confirmation of actions. 

The Phoronix Test Suite interfaces with OpenBenchmarking.org as a collaborative web platform for the 
centralized storage of test results, sharing of test profiles and results, advanced analytical features, and other 
functionality. Phoromatic is an enterprise component to orchestrate test execution across multiple systems 
with remote management capabilities. 

The Phoronix Test Suite is open-source and licensed under the GNU GPLv3. 

B.6 Performance Monitoring in the Cloud 

B.6.1 Performance Monitoring 
A Performance Monitoring application, in very broad terms, is made of an “engine” that collect data through 
“adapter” modules which are capable of capturing data from the technically heterogeneous monitored 
systems, a “configuration” that regulates the engine operations, a “database” to hold the history of the 
collected data, an “event dispatcher” to notify messages to external entities. Additionally, a “web application” 
is generally made available to function as a dashboard for system configuration and control and for e.g. 
visualizing the performance data both by querying the database or having them reported in form of charts. 

The engine can collect data by directly interrogating the monitored systems (polling) or waiting for unsolicited 
messages generated by them (listening). In both cases the engine stores the measure in the database, feeds 
configuration rules with the new measure in order to evaluate specific situations (e.g. some threshold 
exceeded) and, wherever needed, notifies them to the external world through the event dispatcher. 

It is worth noting that each “adapters” is generally specific to a particular monitored resource and to a specific 
technology to retrieve data. One adapter might be suited to use SNMP, another one might rely on the 
existence of some agent function running on the monitored resource. In this sense these Monitoring tools 
might be virtually capable of monitoring any measurable resource either a server CPU time register or a 
temperature probe. 

The following compared shortlist of Monitoring tools has been selected among the most popular open source 
solutions and also includes a few specific cases having found explicit references to OpenStack in 
literature/blogs. 

Table 22 Monitoring Tools – Comparative Table 

NAME Comm. 
Supp. 

Multi- 
tenant 

API Agent
- less 

GUI Event 
Notif. 

OS 
supp. 

Lic. Technologies 

OPSVIE
W core 

yes Comme
rcial 
MSP 

REST no yes yes no GPL
v2 

Perl, SQL 

NAGIO
S 

yes Comme
rcial 
NAGIO
S XI 

RESTfu
l 

Supp. NAG
IOS 
FUSI
ON 

yes No  (1
) 

GPL
v2 

C, PHP, flatfile, 
SQL 
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COLLE
CTD 

no no C, Java, 
python, 
perl 

Supp. No simple No (2) GPL
v2 

C, RRDtool 

GANGL
IA 

no no RESTfu
l 

No yes no no BSD C, PHP, RRDtool 

CACTI no no PHP Yes yes yes no GPL
v2 

PHP,RRDtool,M
ySQL 

ZABBI
X 

Yes (sw) yes JSON/R
PC 

Supp. Yes yes No (3) GPL
v2 

C,PHP, Oracle, 
MySQL,PostgreS
QL, IBM DB2, 
SQLite 

ZENOS
S 

yes yes yes Supp. Yes yes ZenPa
ck 

GPL
v2 

Python, ZODB, 
MySQL, 
RRDtool 

ICINGA yes yes RESTfu
l 

Supp. Yes yes no GPL
v2 

C, 
MySQL/PostgreS
QL,Oracle 

MUNIN Yes (sw) Not 
known 

Not 
known 

no yes yes No (2) GPL
v2 

Perl, RRDtool 

HYPER
IC 
(Spring
Source) 

yes Not 
known 

java no yes yes No (2) GPL
v2 

Java 

B.6.2 Application Monitoring 
Within the scope of the project a number of applications will be deployed to implement the functions of the 
mobile network. These applications require to be monitored as well as the infrastructure setup to run them. 
The problem of monitoring applications is twofold. On one side some generic parameters can be monitored as 
application CPU time and used memory. These can be effectively used to monitor the amount of resources 
that are being used by the application and e.g. fire triggers in case that some limits are exceeded in order to 
devise solutions as scaling up the allocated resources. 

Using these measures nothing can be said on the real service level provided by the application. To this 
purpose application specific measures have to be defined and monitored e.g. packets processed per time unit. 
Some of these measures can be found built-in in some application servers but in the case that the application is 
being run “stand alone”, then specific code has to be provided to support this monitoring process. 

Most of the previously cited monitoring tools are capable of handling heterogeneous data and can thus collect 
application specific information. However specific “agents” have to be implemented that are able on one side 
to communicate with the application and collect the data and on the other side can answer to the monitoring 
tool requests for the data to be monitored. 
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B.6.3 Parameters applicable to infrastrastructure performance monitoring  
In this section we list a number of common performance metrics based on a broader set of parameters. These 
metrics have been compiled taking into account the performance requirements of each MCN core service. The 
objective of this research is to inform task 3.3 of metrics for assuring the health and performance of the 
MobileCloud infrastructure.  

Infrastructure performance indicators include: 

 Uptime and Availability – Factors that influence uptime include scalability, failover and backup 
systems. 

 Speed – Required I/O operations per second (IOPS).  

We are yet to establish the performance levels each MCN service may require. Once these levels have been 
determined more accurately we can make sure details of achieving these performance requirements can be 
configured into the MCN infrastructure. 

Table 23 Common performance parameters 

Parameters Description 

System Load Specifies the number of jobs handled by the system with peak and current value, and current 
status. 

CPU 
Utilisation 

Specifies the total CPU used by the system with peak and current value and current status. 

Memory 
Utilisation 

Swap Memory Utilisation: Specifies the swap space or the virtual memory utilised by the 
system with peak and current value, and current status of the parameter. Physical Memory 
Utilisation: Specifies the amount of physical memory utilised by the system with peak and 
current value, and current status of the parameter. 

Disk I/O Stats Specifies read/writes per second, transfers per second, for each device. 

Disk 
Utilisation 

Specifies the hard disk space utilised by the system and updates with the peak and current 
value, and current status of the Disk Partition parameter.  
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C Common Monitoring Management System 
C.1 State of the Art on monitoring solutions 
This chapter outlines the State of the Art and related work on monitoring systems. The State of the Art survey 
has been focused mainly on data centre monitoring tools, like Zabbix and Ceilometer, extensively described in 
section C.1.1.1 and C.1.1.2 respectively. We also provide a short summary and comparison of further 
monitoring tools that can be deployed to collect monitoring information from data centre infrastructures and 
core and mobile access networks. 

C.1.1 data centre Monitoring Tools 

C.1.1.1 Zabbix 
The Open Source software toolkit Zabbix provides agents for a wide range of operating systems, which each 
support active as well as passive modes to monitor data. It provides user-defined metrics out of the box and 
has the possibility to set up configuration, registration templates for complete host-groups. Furthermore, it 
supports CRUD operations via JSON-RPC based API interface for all relevant objects and comes with an 
intuitive web-interface.  

Using Zabbix, one can easily monitor servers, network devices and applications, not to mention environmental 
values, gathering accurate statistics and performance data. Based on the gathered data and on operator defined 
triggers, Zabbix is capable of alerting the operator and even taking unsupervised actions to automatically 
resolve issues.  

C.1.1.1.1 Monitoring with Zabbix agent 
 Zabbix has a deployable native agent, available for Windows, Linux and Unix. It does not require 

support of runtime environments such as Java or .NET.  

 Monitoring performance indicators and metrics like CPU, memory, network, disk space and processes 
can be monitored easily with the Zabbix agent.  

 A Zabbix agent can be deployed on the OS level of a compute node, giving information such as the 
number of processes running, available RAM, available disk space, CPU load per core etc. It can also 
be deployed on the VM level to report VM OS metrics, which will be as exhaustive as on physical 
hosts, bar the physical measurements.  

 Seeing as Zabbix is open source, it can also be compiled for a specific environment. Routers and other 
network hardware based on the Linux kernel can also run the Zabbix agent. 

C.1.1.1.2 Monitoring without Zabbix agent  
Where monitoring is required, but it is not possible to deploy the Zabbix agent, Zabbix supports multiple 
agent-less monitoring approaches.  

Network Devices  

Zabbix supports SNMP agents, present in all network devices like routers and switches. Zabbix can help you 
with monitoring and capacity planning on your network providing key figures such as network utilization, 
CPU, memory and port status for each network router or switch.  
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In addition, Zabbix can monitor any other device with an SNMP agent like network appliances, storage boxes, 
cooling and power systems.  

Hardware Monitoring  

For IPMI compliant hardware, Zabbix can gather data such as temperature, fan speed, voltage and disk state. 
This is crucial in taking timely action in order to minimise downtime and the resulting potentially catastrophic 
financial losses. When a critical error is detected, Zabbix can run IPMI commands to power cycle, turn on or 
off devices over the network.  

Checking service availability  

You can check the availability and responsiveness of standard services such as e-mail or web servers without 
installing any software on the monitored devices. This is valid for any service running on a compute or VM 
node.  

Zabbix can be set up to establish a TCP connection to a specific port on each compute node, thus allowing for 
the availability of services on each machine to be probed periodically. The appropriate action can then be 
taken by the system.  

Database monitoring is possible via the industry standard ODBC interface. It is also possible to run commands 
or even scripts on remote hosts via Telnet or SSH, the results of which can be fed back into Zabbix.  

Third party monitoring hardware  

Various hardware is available to purchase or construct, extending Zabbix’s monitoring, reporting and decision 
making capabilities. For example:  

Custom hardware is available to monitor  

 Temperature, humidity, air pressure, smoke and water sensors, capable of reporting to the agent server 
atmospheric conditions independent of IT hardware.  

 Electricity supply monitoring  

 Hardware devices capable of pinging a list of IP addresses. In case of network fail (ping timeout) it 
will issue a reset of the remote equipment.  

C.1.1.1.3 Triggers 
Triggers are an especially powerful aspect of Zabbix, allowing the platform to take action based on user-
defined parameters. The expressions used in triggers are extremely flexible. One can use them to create 
complex logical tests regarding monitored statistics, based on which different escalation policies can be 
followed. These escalation policies are known as 'Trigger Severity' in Zabbix. 

C.1.1.1.4 Templates 
A template is a collection of parameters and settings that can be conveniently applied to multiple hosts.  

The entities may be:  

 Items  

 Triggers  

 Applications  
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Hosts in real life are identical or fairly similar, so it naturally follows that the set of entities (items, triggers 
etc.) that have been created for one host may be useful for reuse on other hosts. This is particularly useful for 
new instances of hosts (both physical and virtual). By applying templates to similar or identical hosts, a lot of 
duplicate manual labour can be mitigated. When a template is linked to a host, all entities (items, triggers etc.) 
of the template are added to the host. Templates are assigned to each individual host directly (and not to a host 
group). Templates are often used to group entities for particular services or applications (like Apache, 
MySQL, PostgreSQL, Postfix…) and then applied to hosts running those services. Another benefit of using 
templates is when something has to be changed for all the hosts. Changing something on the template level 
once will propagate the change to all the linked hosts. Thus, the use of templates is an excellent way of 
reducing one's workload and streamlining the Zabbix configuration.  

C.1.1.1.5 API 
Zabbix provides an API for manipulation of functional groups and integration with 3rd party software. 
However, at the time of writing this deliverable, this API is in a draft state, being subject to changes in the 
future. 

C.1.1.1.6 Zabbix in relation to MCN and MaaS 
Zabbix's use in the data centre is exhaustive. It's extensible nature and cross-platform support makes it not 
only suitable for the monitoring of physical, but also equally of virtual infrastructure monitoring. Zabbix could 
serve to log VM load and VM OS parameters. It can be used to test for service and database availability 
through its support of TCP, Telnet, SSH and ODBC. It can be used to trigger notifications to MCN 
components subscribed to listen to Zabbix events.  

C.1.1.2 Ceilometer 
Ceilometer is the monitoring component of OpenStack. Starting from the Grizzly release, Ceilometer aims to 
become the reference framework to collect measurements within OpenStack, across all the different system 
components. Its primary purposes are monitoring and metering functionalities, performing actions in a flexible 
and extendible way, so that it can be easily enhanced for other objectives. 

The main scope of the project is to provide an efficient collection of metering data in terms of physical or 
virtual resources utilization and in terms of network costs. To fulfil this requirement, the data can be collected 
by monitoring notifications sent from existing services or by polling the infrastructure. The security of the 
information exchanged between the various actors of the system is guaranteed using signed and non-
repudiable metering messages. 

Ceilometer aims to respect the easy-to-use constraints. Users or the upper layer software components will be 
able to retrieve metering counters through a RESTful interface and to easily configure the type of data to be 
collected.  

C.1.1.2.1 Architectural aspects 
Ceilometer architecture (see. Figure 106 Ceilometer overview) is based on a centralized core component, 
called Collector, capable of monitoring its internal message queues waiting notifications and metering 
messages coming from distributed entities, called Agents. It should be noted that the Collector may be 
deployed on one or more central management servers depending on the system requirements, e.g. the number 
of elements to be monitored, or the rate of notifications that a component can emit, among others. 
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Figure 106 Ceilometer overview (Ceilometer 2013) 

There are two types of agents in the system: the Compute Agents and the Central Agent. The former is 
deployed on each compute node of the system (mainly the hypervisor) that should be monitored and is 
responsible for the management of the resource utilization statistics through Nova service. The latter is a 
single agent deployed on the central management server and interacts with the OpenStack services (e.g. 
Glance, Neutron, among others), not being tied to compute nodes or instances, to collect configuration or 
provisioning metering data.  

The main functionality of the Collector is to store information in the Data Store system, a database capable of 
handling concurrent write and read operations. The users (or upper layer components) requests are managed 
by an API Server that implements a RESTful interface to perform the retrieval of metering data through the 
Data Store.  

Three types of meters are currently defined in Ceilometer: cumulative, gauge and delta. Cumulative 
measurements evaluate data that increase over time (i.e. instance hours), gauge measurements are related to 
discrete items (i.e. floating IPs) or fluctuating values (i.e. disk I/O), while delta measurements are for data that 
change over time (i.e. bandwidth). 

As previously mentioned Ceilometer can collect measurement and monitoring data in two different ways, by 
periodic polling data through agents (central-agent; compute-agent), or by monitoring the notifications sent 
from servers. 

Notification events, originated from OpenStack services such as Nova, Glance, Quantum and others, are 
consumed by the OpenStack RabbitMQ notification listeners. Once monitoring data is collected, RPC calls 
are issued by the agents or notification listeners to the Ceilometer Collector, inserting the data into the storage 
database. The supported databases are currently MongoDB, SQL-based databases compatible with 
SQLAIchemy, and H_Base. Nonetheless, MongoDB is recommended by Ceilometer developers, since it has 
already been tested and deployed on a production scale. Alternatively to sending the data through the 
Ceilometer collector, the raw data could also be processed to match other data formats to be published to other 
data sinks, depending on the defined configurations (e.g. CloudWatch). 

C.1.1.2.2 Measurements from OpenStack components 
Ceilometer can currently interact with Nova, Neutron, Glance, Cinder, Swift and Kwapi OpenStack services, 
retrieving information and statistics on their managed objects or services. Some examples of available meters 
for each service are reported below: 

 Nova (compute): data as CPU utilization, volume of RAM, number of virtual CPUs, size of root or 
ephemeral disk, number of incoming (outgoing) packets on the network for a VM interface, etc. 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 233 / 255 
 

 Neutron (network): statistics (e.g. duration, number of create requests, etc.) of its managed objects as 
network, subnet, port, router or floating IP. 

 Glance (image): number of images managed by the service, their size, number of update operations 
performed on the specified image, etc. 

 Cinder (volume): data on duration and size of a volume. 

 Swift (object storage): number of objects stored in the server, their total size, etc.  

 Kwapi (energy): amount of energy and power consumption. 

Additionally, since each meter may be collected from different samples, which can either be gathered from the 
messaging queue or polled by agents, these meters are represented by counter objects. Each counter has the 
following fields: 

 counter_name: the string for meter id. As a convention, the ‘.’ separator is used to go from least to 
most discriminant word (for example, disk.ephemeral.size). 

 counter_type: one of the described counter types (cumulative, gauge, delta). 

 counter_volume: the amount of measured data ((for example CPU ticks, bytes transmitted through 
network, provisioning time, among other). 

 Counter_unit: the description of the counter unit of measurement. Whenever a volume is to be 
measured, SI-approved units and their approved abbreviations will be used. Information units should 
be expressed in bits (‘b’) or bytes (‘B’). When the measurement does not represent a volume, the unit 
description should always precisely describe what is measured (instances, images, floating IPs and 
others). 

 resource_id: The identifier of the resource being measured (UUID for instance, network, image, and 
others). 

 project_id: The project (tenant) ID the resource belongs to. 

 user_id: The User ID the resource belongs to. 

 resource_metada: Some additional metadata taken from the metering notification payload. 

Extending Ceilometer and its API 

The Ceilometer architecture was designed so that it can be extended and configured with according to user 
needs, new features can be added via plugins based on setup tools entry points, providing the possibility of 
adding new features to the collector or sub-agents. 

Specific meters are pulled from pollesters and as well as notifications which are not included in a message 
queue by OpenStack components. Some orchestration projects such as OpenStack Heat are currently building 
their metric and alarm back-ends on top of Ceilometer API, providing the possibility for auto scaling.  

The Ceilometer API extension plans are currently to provide advanced functionalities required for billing 
engines. This allows the retrieval of the maximum usage of a resource that lasted more than fixed period of 
time, or to retrieve the usage of a resource over a period of time and list all changes within slices of that period 
and also to provide additional statistics such as Deviation, Median, Variation, Distribution, Slope, among 
others. 

Ceilometer And Healthnmon 



 
 

 
 

Copyright  MobileCloud Networking Consortium 2012-2015 Page 234 / 255 
 

To accomplish the objective of getting OpenStack on to a production level, several features still need to be 
added, providing functionalities such as billing, usage statistics, and auto scaling, benchmarking, and 
troubleshooting tools. In order to allow OpenStack to be a successful cloud provider, the Healthnmon solution 
(short for Health and Monitoring) was made available. This Cloud Monitoring Solution for OpenStack is 
targeted for private, public and hybrid cloud solutions, covering different hypervisor technologies (such as 
KVM, Hyper-V and ESX) and aims to deliver Cloud Resource and Application Monitoring. As an extensible 
service to the OpenStack Cloud Operating system, it provides monitoring service for Cloud Resources and 
Infrastructure with a pluggable framework for "Inventory Management", "Alerts and notifications" and 
"Utilization Data". A significant difference between Ceilometer and Healthnmon lies on their data models 
since the former was thought of for metering, and later was designed for monitoring. 

Healthnmon Architectural Aspects 

In Healthnmon, data from the existing compute nodes (nova) is acquired by a central agent using libvirt and 
ssh, saving this data on an SQLAIchemy DB backend. It is required that this central agent have direct access 
to nova DB in order to get the status of all compute nodes. While Ceilometer consumes the notification events 
from other nova services to generate measurement data, Healthnmon, on the other hand, generates its own 
notification events into OpenStack Rabbit MQ. These notification events are mainly life-cycle events for 
cloud resources (e.g. Vm.Created, Vm.StateChanged, StorageVolume.Added, Network.Enabled and others). 

Healthnmon does not replace Ceilometer but it does complement it, adding relevant features in OpenStack. 
However, there is duplication in the data collected by both and therefore some work has already begun 
towards Healthnmon and Ceilometer integration, approved for the OpenStack Havana release.  

C.1.2 Survey on further monitoring tools 
The following table provides a quick overview of monitoring tools for data centre and network environments. 

Monitoring tools for data centres 

Monitoring tool Description 

Nagios 

http://www.nagios.org/ 

An open source monitoring system that can be adopted for computer 
systems, networks, and infrastructures monitoring in general. Nagios 
provides support for both passive and active monitoring mode. It is 
characterized by a great community and a big variety of plugins (available at 
http://nagiosplugins.org/) for practically every use. Additionally, the user can 
write its own plugins to expand the usability.  

Opsview 

http://www.opsview.com/solution
s/core 

An open source monitoring application based on Nagios Core but written in 
Perl. It can use plugins from Nagios and it is capable to use an active or 
passive monitoring mode for its agents. Opsview comes with pre-defined 
service checks grouped into host templates.  

Shinken 

http://www.shinken-
monitoring.org/wiki/ 

An open source monitoring application based on Nagios Core but written in 
Python. It provides the same Nagios functionalities and is compatible with 
the Nagios plugins. It uses different components, which can run in a 
distributed system. 

OpenNMS 

http://www.opennms.org 

A java-based network monitoring system characterized by easily installable 
agents with support for user-defined metrics. 

http://www.nagios.org/
http://nagiosplugins.org/
http://www.opsview.com/solutions/core
http://www.opsview.com/solutions/core
http://www.shinken-monitoring.org/wiki/
http://www.shinken-monitoring.org/wiki/
http://www.opennms.org/
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Zenoss 

http://community.zenoss.org  

An open source monitoring system with good auto-discovery features. It is 
suitable to display very complex networks and supports Nagios plugins. It 
provides a plugin for OpenStack, but does not support its latest version. 

Pandora FMS 

http://pandorafms.com 

A flexible monitoring system for networks, servers, applications and web 
environments. It provides agents for a large set of OS. 

NetXMS 

http://www.netxms.org 

An open source monitoring system with a unified platform for the 
management of an entire IT infrastructure. Monitoring data are collected by 
monitoring agents (either proprietary high-performance agents or SNMP 
agents) and delivered to a monitoring server for processing and storing. 
Network administrator can access collected data using a client application or 
a web interface. 

Icinga 

https://www.icinga.org 

A fork of Nagios and backward compatible. It supports Nagios features, 
configurations, plugins and add-ons. 

 

Argus 

http://argus.tcp4me.com 

An Open-Source monitoring software written in Perl, comes with a web-
interface and is designed to monitor the status of network services, servers, 
and other network hardware. 

Ganglia 

http://ganglia.info 

A scalable distributed monitoring system for high-performance computing 
systems such as clusters and Grids. It is based on a hierarchical design 
targeted at federations of clusters. It leverages widely used technologies such 
as XML for data representation, XDR for compact, portable data transport, 
and RRDtool for data storage and visualization. It uses carefully engineered 
data structures and algorithms to achieve very low pernode overheads and 
high concurrency. 

New Relic 

http://newrelic.com/ 

A monitoring tool with several features like end user monitoring, application 
monitoring, database monitoring, infrastructure monitoring, availability and 
error monitoring. 

Pingdom 

https://www.pingdom.com 

Pingdom tracks uptime and performance of websites and servers. Their APIs 
also work as a monitoring system as they are sending alerts about problems 
detected with hosts or storage. 

SolidFire SSD storage 

http://solidfire.com  

SolidFire's REST-based API allows service providers to automate all 
management and configuration tasks as well as monitoring and reporting. A 
web browser and a command line interface are both built on top of the API. 
SolidFire's API can integrate with existing cloud stacks, including 
OpenStack. However, the only direct monitoring SolidFire undertakes is of 
storage capacity and thereby sends capacity threshold warnings. 

Canary 

http://docs.gridcentric.com/canar
y 

Canary is an OpenStack service for accessing statistics stored in RRD format 
(generally collected by `collectd`). It is not built for monitoring and alerts, 
but can provide insights into performance and pretty realtime graphs for 
demos and dashboards. 

http://community.zenoss.org/
http://pandorafms.com/
http://www.netxms.org/
https://www.icinga.org/
http://argus.tcp4me.com/
http://ganglia.info/
http://newrelic.com/
https://www.pingdom.com/
http://solidfire.com/
http://docs.gridcentric.com/canary
http://docs.gridcentric.com/canary
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Collectd 

http://collectd.org 

Collectd harvests statistics about the system it is running on and stores this 
information in a variety of ways (e.g. RRD files). Those statistics can then 
be used to find current performance bottlenecks (i.e. performance analysis) 
and predict future system load (i.e. capacity planning). Collectd is able to 
handle any number of hosts, from one to several hundred (or possibly 
thousand, but no one has reported that yet). This is achieved by utilizing the 
resources as efficient as possible, e. g. by merging multiple RRD-updates 
into one update operation, merging the biggest possible number of values 
into each one network packet and so on. The multithreaded layout allows for 
multiple plugins to be queried simultaneously – without running into 
problems due to IO-latencies. 

Graphite 

http://graphite.wikidot.com 

Graphite is a monitoring metric storage and visualisation framework and 
runtime. Graphite is composed of 3 main components:  

a library for efficiently storing monitoring metrics using a round robin 
database approach; 

a service that accepts messages and looks after their storage and the 
management of those metrics; 

a webbased application that allows for the creation and dynamic composition 
of graphs. 

Monitoring tools for core and access networks 

Monitoring tool Description 

Tektronix Core Network 
Diameter 

A toolset to monitor a network as integrated extension of LTE, IMS and 
PCC. Crucial features are Hop-by-Hop visibility, End-to-End correlation, 
Real-Time alarming for DRA failures, a robust set of actionable KPIs and 
full diameter decode support. 

Tektronix Geo Soft A toolset to view subscriber traffic on RAN, Core and technology domains 
like 2G, 3G and LTE. It offers Real-Time network data, collaborative 
workflows, Real-Time insights, actionable KPIs and more features. 

Tektronix Opti Mon A suite of tools for advanced RAN performance monitoring and 
troubleshooting. 

Radcom Omni-Q A powerful set of tools for advanced 2G, 3G, 4G LTE monitoring. 

Empirix E-XMS A tool for Service Assurance monitoring, collecting data on voice, video and 
data services, as well as application and network performance. 

Accanto Systems Mobile  

X-Ray 

A tool for rapid core-and access network troubleshooting and detailed views 
of 2G, 3G, 3.5G signalling. It integrates network, service, subscriber and 
device inputs into meaningful information. 

Accanto Systems TAMS A tool with monitoring and troubleshooting capabilities that provide network 
fault alarming and traffic statistics, as well as an easy-to-use toolkit for rapid 
problem isolation, analysis and resolution. It is designed for UMTS, NGN, 
IMS, mobile Core monitoring purpose. 

http://collectd.org/
http://graphite.wikidot.com/
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CoreView A mobile core network signalling monitor and analysing system for 2G, 3G , 
UTRAN/BSS. 

EXFO TravelHawk Pro A portable network capture, analysis and troubleshooting tool also for 
LTE/EPC network signalling. It provides mobile network signalling 
analysis, IP application data analysis and data capturing. 

JDSU Signaling Analyzer A tool to optimize and troubleshoot complex 2G,3G,4G networks. 

InfoVista Mobile Knowledge 
Pack 

Monitor performance and quality of data and voice services in RAN and 
core network. Is an add-on module for VistaInsights. 

InfoVista Broadband 
Knowledge Pack 

Offers a complete set of capabilities for comprehensive service assurance in 
the multi-domain, heterogeneous, triple-play service environment. A wide 
range of standards-based broadband KPIs are measured and presented in out-
of-the-box reports and drill-down workflows. Is an add-on module for 
VistaInsights. 

Spirent TestCenter Live Manage networks, troubleshoot faults and analyse fixed and mobile 
broadband performance statistics. Measures end-to-end performance directly 
to the consumer premises or mobile devices. 

C.1.3 Taxonomy on monitoring solutions 
The following table shows a comparison among the monitoring tools described in the previous sections.  

 
Figure 107 Comparison between different Monitoring Systems for data centre 
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D CloudController 
D.1 Evaluation of Graph Models 
The following sections describe Models which were evaluated for the MCN Project. Each Model is described 
and available implementation of the Model highlighted. 

D.1.1 TOSCA 
The Topology and Orchestration Specification for Cloud Applications (TOSCA) is a declarative description 
model and format (XML) that enables portable applications and services. It is a model that describes the semi-
automatic creation and management of application layer services as a set of components (graph nodes) and 
relationships (graph edges). TOSCA is under the SDO stewardship of OASIS and it was released as an OASIS 
document in March 2013. Whereas the model specification in UML is too lengthy for this document, the 
following diagram outlines the salient aspects of it. The specification has reasonable industry support; 
however, the number of known deployments is not clear. A summary of the specification is shown below. 

 
Figure 108 Overview of TOSCA (Alex Henneveld 2013) 

D.1.1.1 Available Technology 
Currently there is one open source implementation of the TOSCA standard, OpenTOSCA, which is a new 
project proposal to the Eclipse Foundation.  

D.1.2 CAMP 
The Cloud Application Management for Platforms (CAMP) inherits a model developer by OASIS. The main 
goal is to reach portability between clouds on the PaaS level. Therefore CAMP has defined a “management 
API for the use cases around deploying, stopping and starting (Jacques Durand et al. 2013). 
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The underlying model for this management API is called the PaaS Resource Model. It consists of three main 
components, the Platform, Assemblies and Components. Next to these, templating mechanisms can be added. 
The three main components of this model have the following necessities: 

 The Platform resource is the entry point and references available templates, running applications. It 
allows for discovering the capabilities of the platform service offering. 

 The Assembly resource represents a running application and its relationship to its components. 

 The Component resource is subdivided into two parts: An Application and a Platform component 
(e.g. a Python application). The Application component represents the application whereas the 
platform components describe external application parts in use by the application component (e.g. a 
MongoDB instance the Python application uses). 

These general concepts allow for a clear API definition, which enables the users to manage the applications. 
Applications can be registered, uploaded, started, stopped, suspended, resumed and deleted. This results in an 
application life-cycle which is also defined in the CAMP specification. 

D.1.2.1 Available Technology 
As of writing this document it is understood that there is one publicly available implementation of the CAMP 
specification, however it is rather prototypical in nature and it is not understood if it is used in production. 

D.1.3 CloudFormation 
CloudFormation is the orchestration description language used by Amazon Web Services. It is currently 
deployed by Amazon and is also available to use through open source projects. CloudFormation models are 
presented for deployment and provisioning through a “template”. This template is a serialisation of the model 
and represents a “stack” (MCN service instance) of related and orchestrated cloud resources. Currently the 
recommended serialisation is JSON based. There are four key model constructs in the model, which itself is 
rather flat: 

 Version (required): specifies the AWS CloudFormation template version. 

 Description (optional): a text block documenting what the template will do. 

 Parameters (optional): allows to pass values to the template at runtime, and accessed in the 
Resources and Outputs sections. For more information on the schema of the parameters see the 
CloudFormation guide. 

 Mappings (optional): allows the declaration of conditional values. These can be accessed in the 
Resources and Outputs section using the built-in CloudFormation function (Fn::FindInMap). 

 Resources (required): specifies the required cloud resources (MCN service instance components) to 
satisfy the stack’s needs. Each resource (referred to by a user-specified name) in this section has: 

 Type: is refers to a well-known type specifier and indicates the sort of resource required (e.g. 
AWS::RDS::DBInstance) 

 Properties: these are the required and optional parameter needed for successful instantiation of the 
type. 
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 Outputs (optional): allows to define custom values to be returned as a response to the execution of 
the CloudFormation cfn-describe-stacks tool. This can help with further system 
administration and automation tasks. 

What makes CloudFormation powerful is that every service type exposed by the Amazon platform is usable 
within a template and allowing rich orchestration capabilities. Even where there is not a supported service, 
especially in the case of 3rd party services, CloudFormation provides the capabilities to express and include 
that service through the use of “AWS::CloudFormation::CustomResource”. Complementing this is 
the useful feature allowing other “stacks” to be included in another, enabling “stack” composition. 

D.1.3.1 Available technology 
Heat (see section D.2.1) provides an implementation of CloudFormation for OpenStack. Stackmate31 provides 
an implementation of CloudFormation for CloudStack, which has support for the basic resource types of 
CloudStack, yet there are some more advanced resource types yet to be implemented. 

D.2 Technology evaluation 
In this section we describe a number of relevant contemporary technologies that have been the subject of 
investigation and analysis during the course of Year 1 in MCN. 

D.2.1 Heat 
OpenStack Heat is a service to orchestrate multiple composite cloud applications using templates, through 
both an OpenStack-native ReST API and a CloudFormation-compatible Query API. The Figure 109 shows an 
overview of the OpenStack Heat architecture: 

                                            
 
31 http://www.stackmate.org 
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Figure 109 OpenStack Heat Architecture 

The main components of OpenStack Heat are: 

 Heat. Heat is a CLI utility for OpenStack Heat. It is simply an interface for adding, modifying, and 
retrieving information about the stacks belonging to a user. It is a convenience application that talks to 
the heat-api service. heat-cfn uses OpenStack Keystone for authentication with the heat-api service. 

 heat-api. heat-api is a service that exposes an external REST-based API to the heat-engine service. 
The communication between the heat-api service and the heat-engine service uses message queue 
based RPC. The heat-api service includes implementations of both the AWS CloudFormation API and 
the OpenStack native API. 

 heat-engine. heat-engine's main responsibility is to orchestrate the launching of templates and 
provide events back to the API consumer. The templates integrate well with automation tools such as 
Puppet and Chef. 

 heat-metadata. The heat-metadata service receives metadata information from the stack resources 
and stores them in the DB. 

 AMQP. Message broker for communication between services. 

 Database. Backing DB. 

D.2.1.1 Analysis 
The basic functionality of Heat works well. One potential, albeit minor, item of trouble is that Heat allows you 
run init commands. These init commands are operating-system-specific and can lead to failures if the template 
is inadvertently run with the wrong OS. The solution here is to use configuration management tools like 
puppet to ensure more reliable configuration. Currently the work to automatically deploy heat is under 
developed; however, there is work ongoing in this task to better support it. Heat provides an excellent 
platform to integrate support and atomic service providers. This can be done by implementing lightweight 
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resource type plugins. By doing this, SO implementations can complete express all service instance 
components using the CloudFormation model. Heat’s code to carry out auto scaling (provided by the Otter 
project) is in early development and integration of Heat and the OpenStack monitoring framework is 
underway. These two items are anticipated to be released in the OpenStack Havanna release (Oct. 2013). 

D.2.2 Juju 
Juju is an open source SO developed by Canonical Ltd. It is hosted on Launchpad and released under the 
Affero General Public License (AGPL). 

Juju decouples services from their container, intended as the physical host or virtual machine on which they 
are deployed. Indeed configuring the environment and using the bootstrap procedures a user selects which 
provider should be used for instantiating the resources where its services will be deployed. Juju currently 
supports the following platforms: OpenStack, HP Cloud, Amazon Web Services (AWS), Metal-as-a-Service 
(MAAS). Running the bootstrap procedure juju will instantiate a machine for running the juju state server, 
which is depicted in figure 111 with juju-machine-0 

 
Figure 110 JuJu overview 

A Charm in Juju is the orchestration element of the different supported services. In general, for introducing a 
new service in Juju it is necessary to develop and configure such charm for managing that specific service. A 
charm is defined by its metadata and one or more executable hooks that are executed after curtains events 
happen. 

Charms expose an interface that is triggered by the juju state server when the user sends command via the juju 
client. 

Juju offers also a charm repository where developers can deploy and exchange charms implementations. 
There are already available more than one hundred charms that implement respectively hundreds of well-
known services and tools. 

D.2.2.1 Analysis 
Juju has been evaluated as a possible implementation of some modules of the CC. It has to be noted that juju 
is meant as a SO. Therefore, some of the functions that it offers are probably not needed in the CC. It has been 
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already used for deploying IMS instance components on top of an OpenStack Cloud. Decoupling service 
instance components from the juju core is an innovative way of doing orchestration. Indeed this separation 
allows introducing easily new services and relations without changing any of the core components.  

D.2.3 CloudFoundry 
CloudFoundry is a Platform-as-a-Service (PaaS) offering from VMware's Pivotal Initiative. It is open source 
(Apache 2.0) and is also offered as-a-Service. As with all PaaS frameworks, CloudFoundry supports multiple 
languages (java, python, ruby, etc.) and supports a number of important services such as messaging 
(RabbitMQ, Redis), database (MongoDB, PostgreSQL, MySQL, and Redis). Should a particular support 
service or language not be supported, CloudFoundry has an architecture that allows extension and integration. 
In April 2013, there has been a recent major new release of CloudFoundry (v2.0); however, the release 
considered in the course of MCN’s Y1 has been v1.0. The architecture of CloudFoundry is as follows:  

 
Figure 111 Overview of CloudFoundry (Brian Gracely 2013) 

 Director: is the core of the system, the element which orchestrates all the components and controls 
the creation of VMs, deployment and other life cycle events of software and services. There are 
specific sub-components to manage various tasks. 

 Agents: Each VM started by BOSH contains an Agent that is given a set of jobs or roles. Agents also 
listen for instructions from the Director. 

 DB: The Director is responsible for transferring the required files (to run jobs) to Agents through the 
Blobstore and also stores some meta-data about each VM in a Database (DB). 
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 CLI: The interaction with BOSH is done through a Command Line Interface (CLI) that sends 
commands to the Director. 

 BOSH Health Monitor receives health status and life-cycle events from the BOSH Agent and can 
send alerts through notification plugins (such as email). The Health Monitor has a simple awareness 
of events in the system, so as not to alert if a component is updated. 

 BOSH Blobstore is used to store the content of software releases. Blobstore is also used as an 
intermediate store for large payloads, such as log files and outputs from the BOSH Agent that exceed 
the max size for messages over the message bus. There are currently three Blobstores supported in 
BOSH: Atmos; S3; simple Blobstore server. 

Of particular relevance to the CC is the Director component of CloudFoundry as it is this component that 
oversees the life-cycle of all services offered out of CloudFoundry. It can serve as useful input for the design 
of the CC. It consists of the following sub-modules: 

 Deployment Manager: responsible for creating, updating and deleting the deployments which are 
specified in the deployment file. 

 Instance Manager: helps in managing VM Instances created using BOSH deployments. 

 Problem Manager: helps scan a deployment for problems and helps apply resolutions. 

 Property Manager: properties are attributes specified for jobs in the deployment file. This 
component allows to find properties associated with a deployment, update a particular property for a 
deployment. 

 Resource Manager: used to get access to the resources stored in the Blobstore. 

 Release Manager: manages the creation and deletion of releases. Each release references a Release 
Manager and contains a Deployment Plan object as well as an array of templates. 

 Stemcell Manager: a Stemcell is a VM template with an embedded BOSH Agent. Stemcells are 
uploaded using the BOSH CLI and used by the BOSH Director when creating VMs through the Cloud 
Provider Interface. This component manages the Stemcells. It is responsible for creating, deleting or 
finding a stemcell. 

 Task Manager: is responsible for managing the tasks, which are created and are being run the Job 
Runner. 

 User Manager: manages the users stored in the Director’s database. 

 VM State Manager: helps fetch a VM State. 

D.2.3.1 Analysis 
CloudFoundry is a competing technology to OpenShift. During the course of Year 1 in task 3.4, carrying out 
development of the platform itself and to set up the related development platform was difficult and had many 
issues. This was due to lacking documentation or using early code that had issues. This has recently changed 
with the v2.0 release. Currently, there is no auto scaling of managed services. A positive aspect that the 
platform has is that it has the best chance of being deemed as an open standard in the world of PaaS. It has an 
open implementation, has a well-documented API and has multiple deployments. However, it does not have 
any relation to SDO. Ultimately for Y1 and further development in Y2 it was not chosen due to complexity in 
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terms of development and operation however owing to the design of the CC CloudFoundry can replace 
OpenShift or any other PaaS platform used. 

D.2.4 OpenShift 
OpenShift is a Platform-as-a-service (PaaS) product from Red Hat offered both in the commercial version 
(OpenShift Enterprise) and open source (OpenShift Origin). OpenShift supports binary programs that are web 
applications, allowing the use of arbitrary languages and frameworks. 

The following diagram shows an overview of the OpenShift Architecture:   

 
Figure 112 OpenShift Overview 

The basic functional units of the platform are: 

 Broker is the single point of contact for all application management activities. It is responsible for 
managing user logins, DNS, application state, and general orchestration of the application. Customers 
don't contact the broker directly; instead they use the Web UI or the rhc CLI tools to interact with 
Broker over a REST based API. 

 Nodes enable us to share resources, multiple gears run on a single physical or virtual machine. We 
refer to this machine as a node. 
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 Gears provide a resource-constrained container to run one or more cartridges. They limit the amount 
of RAM and disk space available to a cartridge. Gears are generally over-allocated on nodes since not 
all applications are active at the same time. 

 Cartridges provide the actual functionality necessary to run the user application. Currently cartridges 
to support different languages (PHP, Ruby, Python, and Node.js) as well as many DB cartridges 
(PostgreSQL, MySQL, and MongoDB) are available. 

D.2.4.1 Analysis 
OpenShift has been evaluated as an alternative to CloudFoundry. It offers the same functionalities, but the 
deployment and operations of the platform are fairly straightforward compared to those of CloudFoundry. 
OpenShift does not make implicit assumptions of running its software on virtual machines as CloudFoundry 
does. Instead it relies upon operating system features (cgroups, SELinux) to ensure tenant isolation. It is easily 
automated using Redhat’s Puppet module or a Heat CloudFormation template and so is a natural complement 
to deploy and provision modules. 

D.2.5 Scalr 
Scalr started out as a management framework to allow Amazon EC2 workloads automatically based on metric 
reporting from EC2 virtual machine instances. Today is has extended its capabilities to CloudStack, 
OpenStack and Eucalyptus management frameworks. It is open source (Apache 2.0) and is also offered as-a-
Service. The key elements in Scalr are shown below. 
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Figure 113 Overview of Scalr (Scalr 2013) 

The key components in this architecture are the “Scalarizr” node agent and the “Scaler” component. The 
Scalarizr agent reports resource metrics so that the Scalar component can make decisions about when and if a 
node should be scaled in or out. Making those decisions is guided by a rule language that is Scalr-specific. 
Scalr comes with pre-defined rules or a user can specify their own rules based on custom metrics reported 
from managed nodes. 

D.2.5.1 Analysis 
Having started with only managing cloud services from the aspect of scaling, Scalr can now support the 
orchestration of these services. Currently given its heritage, Scalr could be considered as a technology that 
could provide the scaling requirements of the Runtime component. Scalr could also perform parts of the 
functionality for the Deploy and Provision modules but that might entail additional development effort when 
another one of the technologies considered here already has the functionality. 

D.3 Deployment examples 

D.3.1 Deploying Service Orchestrators bundles on OpenShift 
Next to the theoretical investigation for suitable technologies, some simple demo applications have been 
tested to verify the capabilities on real Testbeds. This was done also, to verify the available documentation 
and quality of the technologies. One of the exercises done in the first months of the project was to deploy an 
SO prototype and connect it with a Database instance based on OpenShift. The details of OpenShift are 
highlighted in section D.2.4. 
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The evaluation was done on both a private OpenShift installation and the public OpenShift service offering. 
The public offering obviously did not require any installation procedure. For the private solutions the 
installation scripts from OpenShift Origin were used. OpenShift Origin is the open-source version of 
OpenShift. The installation scripts use the Tools of Vagrant. While testing the installation procedures the 
successful installation of OpenShift Origin for development and private deployment could be confirmed. 

For this verification of the OpenShift technologies the ‘rhc’ command line interface was used. The general 
process followed is listed below: 

1. Authentication - The user of the OpenShift service is authenticated against the PaaS based service. In 
doing so the authorization allows the user to create new applications. 

2. Requesting a new Application - For this prototype a simple Python application will act as a HTTP 
Server. In that way it can be reached using a web browser and correct operation can thereby be 
confirmed. The request for creation is send to the OpenShift service offering, which then creates 
Skeleton Python code which can be extended in the next steps. The skeleton code is exposed to the 
user of the OpenShift service by providing an endpoint to a Source Code Management system. 

3. Update Skeleton Code - By checking out the Skeleton Python code the user can now change the 
source-code of the application. 

4. Add a Database - A request is send to the OpenShift service to connect a MongoDB-based Database 
to the application. After this request succeeds successfully the Python application has access to the 
Database. 

5. Alter the Application - The Skeleton code was updated to behave like a first prototype SO. It will 
expose to the user of the service that the Database is available and where the endpoint of the Database 
it. 

6. Update & Verification - Once the Skeleton code has been updated and replaced with the prototype 
code is pushed to the Source Code Management system offered out by the OpenShift service. By 
pushing this code the application is restarted and can be reached via a web browser. 

This evaluation has demonstrated the ability of OpenShift to perform the task of deploying SO bundles and 
simple DBaaS (see section 7.4). Within next steps this work will be further extended. Within the project these 
first steps have lead to a good understanding, resulting in the internal documentation of OpenShift. 

D.3.2 OpenStack Heat for complex service orchestration 
OpenStack Heat and AWS CloudFormation are used to satisfy the SIC requirements and the relationships 
between them. 

To simplify the OpenStack Heat demo, a Devstack32 environment was set up. Devstack offers a way to set up 
a working OpenStack installation while only triggering one operation. First some general steps need to done: 

 Authentication – set up the means to access OpenStack heat and the later create virtual resources. 

 Create appropriate ‘flavors’ – These are resource description which will be used to determine the size 
of the virtual machines created later on in the process. 

                                            
 
32 http://www.devstack.org 
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We are now ready to instantiate a new stack. For the purposes of this demo we will use a Wordpress33 sample 
stack: 

 
Figure 114 Screenshot of creating a Software Stack  using OpenStack heat. 

As the stack instantiation could take a long time, we can monitor the progress both via CLI and using the 
OpenStack web interface. Once the stack has been deployed, we can use the service that was deployed, i.e. 
Wordpress. 

 
Figure 115 Screenshot of a running Wordpress installation using OpenStack heat 

                                            
 
33 http://www.wordpress.org 
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E Radio Access Network-as-a-Service 
E.1 E-UTRAN Description and Protocol Architecture 
The E-UTRAN consists of eNodeBs (i.e., eNB), and allows User Equipment (UE) to connect to the network. 
The eNBs are directly connected to the EPC (Evolved Packet Core) via the S1 interface (3GPP 2013b). More 
specifically, they are connected to the MME (Mobility Management Entity) via the S1-MME interface and to 
the Serving Gateway (S-GW) via the S1-U interface.  They are also interconnected with each other by means 
of the X2 interface (3GPP 2012).  

 
Figure 116 E-UTRAN Architecture (3GPP 2013b). 

The main functions of an eNB include the following:  

 Radio Resource Management (RRM) functions 

o Radio Bearer Control 

o Radio Admission Control 

o Connection Mobility Control 

o Dynamic Resource Allocation (Scheduling) 

o Inter-Cell Interference Coordination (ICIC) and Power Control 

 Scheduling and transmission of broadcast and paging messages (originated from the MME or O&M) 

 eNB Measurement, Configuration and Provision 

 IP header compression and encryption of user data stream 

 Routing of User Plane data towards S-GW 

These functions are hosted by different protocol layers of the user plane and the control plane. The protocol 
architecture of the Uu and S1 interface, treating both control and user plane flows are depicted in Figure 117 
and Figure 118. The protocol structure of the X2 interface for both planes is depicted in Figure 119 and Figure 
120. 

eNB

MME / S-GW MME / S-GW

eNB

eNB

S1 S1

S1 S1

X2
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E-UTRAN
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Figure 117 The E-UTRAN user plane protocol stack (extracted from (3GPP 2011)). 

 

 
Figure 118 The E-UTRAN control plane protocol stack (extracted from (3GPP 2011)). 

 
Figure 119 X2 signalling bearer protocol stack (extracted from (3GPP 2011)). 

 
Figure 120 Transport network layer for data streams over X2 (extracted from (3GPP 2011)). 

E.2 eNB Radio Interface Layers 
Hereafter, we briefly recall the main functions ensured by each layer of the eNB radio interface.  
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L1 - Physical Layer 
It covers all the functions that are necessary for data transmission, such as channel coding/decoding, 
modulation/demodulation, MIMO processing, OFDM, and FFT/IFFT. It also ensures radio measurements and 
channel estimation.  

L2 – Tunnelling Protocol 
It is made up of three sub-layers: 

 PDCP: Its main functions are header compression (only for user plane), security (integrity protection 
(only for control plane) and ciphering), and support for reordering and retransmission during 
handover.  

 RLC: Its main functions are segmentation and reassembly of upper layer packets, retransmission for 
radio bearers, which need error-free transmission, and reordering to compensate for out-of-order 
reception due to HARQ operation in the MAC layer.  

 MAC: Its main functions are error correction through HARQ transmission, link adaptation, and 
scheduling (together with ICIC and Power Control). They are in fact closely linked to the physical 
layer: HARQ mechanism is coupled with the channel coding; the relation between scheduling/link 
adaptation and the main functions of the physical layer are illustrated in the Figure 121for the DL 
(Bouguen et al. 2012).  

 
Figure 121 MAC and PHY layer interaction in DL 

RRC – Radio Resource Control 
It controls the air interface, and is responsible for the control and configuration of L1 and all the sub-layers of 
L2. It covers the following functions (3GPP 2013b):  

 Broadcast of System Information related to NAS and AS 

 Establishment, maintenance and release of RRC connection 

 Establishment, configuration, maintenance and release of Signalling and Data Radio Bearers  

 Security functions including key management; 

 Mobility functions including, e.g.: Control of UE cell selection/reselection; Paging; UE measurement 
configuration and reporting; Handover 

 QoS management functions 

 UE measurement reporting and control of the reporting 
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 NAS direct message transfer between UE and NAS 

E.3 Functional split options between RRH and BBU 
Figure 122 shows the existing functional split between RRH and BBU based on the CPRI solution. It 
transmits (time domain) I/Q samples and it enables centralized processing and resource pooling at BBU pool. 
As CPRI transports the digitized radio signal, the resulting data rates are quite large as it can be yield from the 
following equation:  

Data rate = M x Sr x N x 2(I/Q) x 10/8 

were:  

 M is the number of antennas per sector (cf. multiple-input and multiple-output), 

 Sr corresponds to the sampling rate (sample/s/carrier), 

 N is the sample width (bits/sample), 

 2(I/Q) is a multiplication factor of two to account for in-phase (I) and quadrature-phase (Q) data,  

 a factor 10/8 is introduced to take into account the CPRI 8B/10B coding. 

 
Figure 122 Current functional split between RRH and BBU (LNA: Low Noise Amplifier, PA: Power 

Amplifier, RF: Radio Frequency, ADC: Analog to Digital Converter, DAC: Digital to Analog Converter, 
IF: Intermediate). 

As an example, the table below provides CPRI data rates for LTE carriers of 10 and 20MHz with 2x2 MIMO.  

 

Alternative transport solutions based on different BBU-RRH function splits have been proposed in NGMN 
RANEV project and are represented in the figure below. The Figure 123 details the baseband processing 
blocks in a BBU under the assumption of an OFDM based radio technology.  

 Solution 1 corresponds to the currently deployed RRHs BBUs with existing CPRI protocol. 

 Solution1.5: frequency domain data transmitted over CPRI; IFFT performed at RRH. 
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 Solution1.8: frequency domain data transmitted over CPRI; Modulation/Layer 
mapping/Precoding/Resource mapping performed at RRH. 

 Solution 2.0: transport data block (frequency domain) transmitted over CPRI; entire Tx chain is 
moved to RRH. 

It should be noted that although Tx operation is partially or entirely moved to RRH, scheduling and 
transmission configuration is still performed at BBU pool to enable CoMP. 

 
Figure 123 Possible BBU-RRH function splits. 

Solution 1.5: As IFFT is performed at RRH, now the frequency domain points are transmitted between RRH 
and BBU. A data rate reduction can be obtained as it is not necessary to transmit all FFT points. For example, 
in LTE 10MHz there are 1024 FFT points per symbol, but among them only 600 contain effective subcarriers 
information. In LTE 20MHz there are 2048 FFT points per symbol, but among them only 1200 contain 
effective subcarriers information. As a consequence, with solution 1.5 the data rate reduction compared to 
CPRI is of about 45% (e.g. LTE 10MHz Sol. 1: 1228Mbit/s, Sol. 1.5: 672Mbit/s      

Solution 1.8 Data traffic: In this case, it is the Coding block obtained after channel coding and scrambling 
that is transmitted over the RRH-BBU connection. Moreover, control information has to be transmitted to the 
RRH to make it able to modulate the data and perform signal mapping. This control information includes: 
modulation type, layer mapping, precoding information and resource mapping. As a consequence, with 
solution 1.8 the data rate reduction compared to CPRI is of about 90% (e.g. LTE 10MHz Sol. 1: 1228Mbit/s, 
Sol. 1.8: 126Mbit/s      

Solution 2: In this case the data block is transported between RRH and BBU. As a consequence, all Layer 1 
processing (previously performed in the BBU) is moved to the RRH, making it much more complex. With 
solution 2 the data rate reduction compared to CPRI is higher than 90%.  

The table below provides a comparison of data rates for the four options. 

 

The date rate comparison (or fronthaul bandwidth requirement) is not sufficient for an operator point of view. 
Other parameters have to be considered as: standardization availability and evolution, multi-technology 
support, levels of coordination (to guarantee Coordinate MultiPoint implementation), O&M capability and 
resource pooling capability.   

Solution1 Solution1.5 Solution1.8 Solution2
Transport 
data

I/Q data 
samples

Modulated 
symbols on 
effective 
subcarriers

Bit stream 
after channel 
coding and 
scrambling 

Transport 
block

Data rate 
(compared to 
CPRI)

High (100%) Middle (~50% ) Low (~10%) Lower (<10%)
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The table below synthesizes the main advantages and drawbacks of each solution.  

 

It can be observed that more traffic saving is achieved by Solution 1.8 & Solution 2, at the cost of moving 
substantial TX operations to RRU. This in turn leads to a more complex CPRI interface. Moreover, 
interoperability of RRUs and BBUs is compromised. The main issues are that Solution 1.8 and Solution 2 
support resource pooling (the key point to achieve C-RAN) only partially. Conversely, Solution 1.5 lacks of 
multi-technology support as it is based on the assumption of OFDM modulation. Indeed 2G and partially 3G 
are not based on OFDM and could not be supported by solution 1.5. As a consequence, our position is to 
support the already existing BBU-RRH functional split based on CPRI (or ORI). 

Another option to achieve data rate reduction on the fronthaul link is to introduce CPRI compression. 
However, the compression factor is related to the time needed to perform the compression. Different vendors 
have developed proprietary CPRI compression schemes with a common point: the CPRI compression factor 
compatible with latency requirements is between 2.7 and 3. The drawback is that for the time being such 
compression mechanisms are proprietary. 

The discussion carried out on BBU-RRH functional split and CPRI compression may be somehow different in 
case of small cells in CRAN configuration. CPRI over wireless (microwave) solutions are of interest in this 
field but can support only lower CPRI data rates. Moreover, it is expected that small cells will be largely 
deployed for LTE only thus compression or different BBU-RRH functional split may become of interest for 
this application.  

Option1 (IQ over 
CPRI /ORI fronthaul)

Option1.5 Option 1.8 Option 2
(IP interface, eg. 
S1&X2 )

Standardization
Availability and 
evolution



Additional effort to develop 
it

Additional effort to develop 
it

Customized 
implementation exist, 
levels of standardization 
efforts to be checked

Multi-technology 
support


So far, only OFDM specific, 
more effort is needed to 
support other technologies

?? 

Levels of 
coordination

 
?? Not compatible with UL 

CoMP

Fronthaul bandwidth 
requirement

2.5Gbit/s per sector 
for LTE 20MHz 
2x2MIMO



Saving in CPRI traffic 
compared to option 1:~50%
Not so much difference b/w 
requirement compared to 
option 1 with compression. 



Saving in CPRI traffic 
compared to option 1:~90%



Saving in CPRI traffic 
compared to opt. 1:>90%

O&M capability  
Additional control 
information needed



Resource pooling Yes Partial Partial Only for L2/L3

Orange position at
NGMN Preferred 

option
Concerned about lack of 
multi-techn. support. Would 
take longer to be 
standardised than option 1.

not preferred due to UL 
COMP limitation


